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Abstract

This work combines an attempt to predict weight loss in olediziduals using
artificial intelligence methods with the performance assent of neural network
training on the fairly new heterogeneous multicore IBM CELbgessor.

One part of this work is therefore dedicated to the implemigon of a neural
network simulator for the CELL processor. Therein two essaleld paralleliza-
tion strategies for neural networks are implemented. Exangarallelism (EP)
and node parallelism (NP). EP distributes the dataset rowlsNP distributes
the neural network structure. It is found that both strasgiive a significant
improvement regarding computation time over a scalar amddistributed im-
plementation running on the PowerPC core (PPE) of the CELLtgs®or. In the
current implementation EP is the superior method and shdos speedup over a
single vector processor of the CELL (SPE) of 4.9 for a netwd&7665-43 topol-
ogy, using a dataset of 20000 rows and all 8 SPEs of a single @Ebdessor. For
node parallelism the top speedup is 1.34 on a network of Z001D0 topology
using a dataset with 20000 rows and 4 SPEs. The developeal metawork simu-
lator also incorporates a feature selection heuristic ppstt the identification of
crucial factors for the prediction of weight loss. Howe\his was only vectorized
but not distributed in the current version of the simulator.

For the second objective of this work it was decided to inmtetrghe predictive
task as a pattern classification problem, thus to predictifdividual either loses
a certain amount of weight in a certain time frame or not. &fae two classes
of weight loss were defined (delta weight7% versus> 7% of initial weight).
The delta was thereby calculated using the initial weiglgaafh individual and a
second measurement point within a time frame of PAveeks. This second point
was set according to findings based on two of the used datab#th showed
that the individual's weight at this point is nearly idemtico the weight after
one year. It was then tried to predict the weight loss classdifiduals from
three different datasets and at the same time reduce tred fediture set of each
dataset to the most crucial factors for this prediction. s\was done using the
developed CELL based neural network simulator using resibackpropagation
learning (RP) and the MATLAB neural network toolbox which veasfigured to
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use the Levenberg-Marquadt learning algorithm (LM). Thretdee selection was
issued on both systems using the Artificial Neural Net InpainGMeasurement
Approximation (ANNIGMA) wrapper around the basic neuratwerk training.
For the datasets the following results are reported.

The largest dataset (ETZ: 1063 subjects) contains only aféatures: sex,
age, weight, height and raw data of body impedance analyessstance and re-
actance). A 4-17-1 multilayer perceptron network with orgdin layer (MLP)
with tanh2-lin (a modified hyperbolic tangens as hiddenidagtivation function
and a linear activation at the output layer) activation fioxccombination and LM
algorithm achieved the best prediction results with an areter the receiver op-
erating characteristics curve (AUROC) of 65% and high semitgibut low speci-
ficity of 90% and 41%, respectively at the optimal operatioghp(OOP). How-
ever, these results are probably not sufficient for pralatisa. The second dataset
(MIRA: 305 subjects) contains 54 features covering the aboeationed ones
plus program, special treatment group and many anthropameaemodynamic,
biochemical, quality of life related, behavioral, nuwital and physical exercise
related features. For this dataset a 2-16-1 MLP (tanh2:-l) performed best
at the selected OOP (sensitivity and specificity about 70&%)ry program and
a special physical activity score as selected features NMhP could have prac-
tical importance. The third dataset (MIRANP: 305 subjectsjtains all but two
of the most predictive MIRA features (program and speciattrent group). For
this dataset a 17-16-1 MLP (tanh2-lin, RP) delivered the pesdiction results
(AUROC: 60%) at the selected OOP (sensitivity 55%, specif@d%).

Here, the MATLAB based feature selection was able to idgntibst of the
features which were significantly different when the twosskss were compared
by conventional non parametric statistics. Interestinigilythe more complicated
prediction of weight loss outcome in the MIRANP dataset (liseaof removal
of leading predictive features) a combination of ANNIGMAdahe newly devel-
oped neural network simulator performed best. Additioealdres included by
this approach, in comparison to the results delivered by M¥X8, were related to
guality of life and behavioral characteristics. Accordinghe conducted statisti-
cal analysis these features were not significantly diffelbetween the two classes
but some hints in the literature suggest that they may inte®d a influence in
weight loss outcome.

Hence, this work shows for the first time that MLPs can be useprédict
weight loss outcome. It further demonstrates that the tioreseming process of
MLP training can be accelerated significantly using the foggeneous multicore
architecture of the new CELL/B.E. processor of IBM.
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Glossary

(A)NN, (Artificial) Neural Network

A computational model which is based on the idea to model tiaam

brain. However, the neural nodes (neurons) used in suchwareare only
extremely simple abstractions of the neurons found in lgypldNeverthe-
less, it is possible to train the neural network to perforrafulsfunctions.

A neural network normally consits of a number of layers inefhtihe neu-
rons are located. The neurons are further interconnectbdrelly each
connection has a specific strength or weight. During thesmaf the train-
ing/learning of the network these connection weights amptetl on the
basis of external or internal information that flows throtlgé neurons and
along the connections. Several types of neural networlst.€ekihey can be
distinguished by the kind of neuron interconnections, ttpetof neurons
used, the layout and the learning algorithm. Commonly knoetwark

types are the multilayer perceptron (MLP), the Kohonerosg#nizing map
and the Hopfield network.

AUC, AUROC, Area under the curve or area under the ROC curve

BCM, Body Cell Mass

The total mass of all the cellular elements in the body whimhstitute all
the metabolically active tissues of the body.

BEI, Broadband Engine Interface

A unit connected to the EIB which can provide access to I/Gadsvand
even extend the EIB to another CELL processor.

BIA, Body Impedance Analysis, Bioelectrical Impedance Analyis

A technigue used to measure the body composition. It usesik alternat-
ing current with different frequencies. For every frequetite resistance
and reactance is measured. From these two measured vaimkmed with

the size and weight of the subject the body composition isutaled. The
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BIA is well known today and although it is not the “gold standiait is
quiet established. For more details on the BIA and a critiealew see for
example 74].

BP, Standard Backpropagation

The most basic implementation of the backpropagation glgoras intro-
duced by Rumelhart, et. al in 19867. During BP gradient descent on a
given performance function (usually the MSE) is used to atlepweights
of the neural network.

CBE(A), Cell Broadband Engine (Architecture)

The heterogeneous multicore processor (architectuneflyaleveloped by
Toshiba, Sony and IBM. It consists of a modified PowerPC coRE(jRand
8 vector processors (SPEs). With CELL’s architecture itieitto mitigate
the three performance issues of modern processors. Thesbeapower
wall, the memory wall and the frequency wall. Two major tages used
to achieve this goal are: the use of a hierarchical memolyitecture and
the specialization of the processing elements to fit cor{ff?®lE) or pure
computation code (SPE).

DMA, Direct Memory Access

If data has to be transferred from main memory to the locakestd the
SPEs it is done via a DMA transfer. Thus, the SPE can accesahpits
local store but also through a DMA command the RAM of the PPE.

EIB, Element Interconnect Bus

The EIB is the central bus on the CELL/B.E. it connects all th&§Rhe
PPE, the Flex I1/0 and the MIC. The maximal theoretical peakliadaith of
the EIB is 204.8 GBI/s.

Epoch (neural network)

An epoch describes one single, complete presentation obal of the
dataset to the neural network.

ETZ, ETZ-M.Scholz

Short hand for Erahrungsberatungs- und Trainingszentrum - Marion Scholz
which is a center for nutrition education and training - MarScholz in En-
glish. The ETZ is located in Leipzig and was founded in 1998c&then

it has educated well over 4500 people. The ETZ kindly suppiee ETZ
dataset and also contributed various parameters to the MHR#sdt. Both

of these datasets were the basis for the predictive tasksofvtirk.
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FS, Feature selection

Feature selection describes the choice of the approptitileudes or fea-
tures which are most important for a given classificatiok.tas

GA, Genetic algorithm

A genetic algorithm is a search technique which is based®avblutionary
principle of the survival of the fittest. Thus, the algoritisinspired by evo-
lutionary processes such as inheritance, mutation, saheahd crossover.
GAs are usually applied to problems where the computatioanoéxact
solution using a problem specific algorithm would take tawgl@nd an ap-
proximation of the result is sufficient.

IfP, IfP Leipzig

Short hand for Leipziger Institutif Praventivmedizin which means insti-
tute for preventive medicine in English. The IfP is a centerdperating,
controlling and evaluating medical studies for pharmacatlor biotechno-
logical companies. The IfP was also the director of the MIRAl&ts which
were realized in corporation with the ETZ. The MIRA datasat thas used
in the evaluation here has been kindly supplied by the IfP.

IWQOL, Impact of weight on quality of life

A questionnaire which was developed to investigate how tradity of life
is influenced by obesity.

LHS, Lean Habits Study

The Lean Habits Study is considered by its initiators to eeworld-wide
largest prospective study on the association between lwetzand the devel-
opment of body weight. In the study nearly 7000 patients werestigated
with regard to behavior, body weight and body compositiod aere fol-
lowed up for three years. The aim of the study was the ideatitio of
behavioral strategies to enhance long-term success ingdgrtent and pre-
vention of overweight and obesity, which may be easily ptd practice.
The data was gathered using an questionnaire which wassaxalidevel-
oped for the LHS. This questionnaire was also answered bWItR& par-
ticipants and is therefore also included in the MIRA databksnce, when
using the term LHS in this work it is usually referred to theegtionnaire
not the study.

LS, Local Store

The local memory of a SPE. It is 256 KB in size and holds dataakas
code of which both must be transferred to the LS from main ngnaia
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DMA transfers. The local store has no caches or similarifass| its access
time is around 6ns.

MFC, Memory Flow Controller

The MFC is dedicated to DMA transfers to and from the SPE. dos-
nected directly to the EIB and working completely indepeariad the SPU.

MIRA, Mit Intelligenz Richtig Abnehmen

MIRA describes a concept developed by the IfP to proof ambuolgbro-
grams for adiposity therapy on their efficiency. MIRA couldtbenslated
with “intelligent reduction of weight the right way”. The deloped MIRA
concept was realized in three separate, consecutive stiedpeoof the pro-
grams of the DGE and the PreCon on their success. These saundidse
MIRA studies. They were jointly supervised by the IfP and tAi&ZEThe
MIRA dataset which was used in the predictive task containstrabthe
parameters which were acquired in these studies.

MLP, Multilayer Perceptron

The MLP is an artificial neural network which consists of adethree
layers of nodes. The input layer, the hidden layer and thputUayer.
The MLP is further a forward connected neural network witremy recur-
rences. The MLP plays an important role in this work as it & rietwork
type which was selected for the realization of the definedahjes.

MSE, Mean Squared Error

The mean squared error is the preferred performance funémioneural
network learning. It is computed by subtracting the netwaukput from
the targetted output and squaring the result. It can be leddzlifor a single
pattern or a number of patterns, where in the latter caseaitasaged over
the number of patterns.

Online Learning, Incremental Learning

A term from the field of neural networking that describes anlaite of

the learning algorithm. Thus, the learning algorithm carapplied either
directly after the presentation of a single input vecta, ia dataset row,
which is called online/incremental learning or after thegantation of the
input matrix, i.e. the complete dataset, which is calledradfbatch learn-
ing. Most of today'’s learning algorithms used with feedfard networks
are offline learning algorithms.



Glossary Xiii

Offline Learning, Batch Learning

See online learning.

PPE, PowerPC Processor Element

The PPE is the PowerPC core of the CELL/B.E. The PPE is 64-biggsor
which can execute code written for a compatible PowerPCqssar. Thus,
code from other Power platforms can usually be easily pdde¢de CELL.

However, the PPE is also the computation core with the leastegsing
power on the CELL and should therefore only be used for comttehsive

code like the operating system or the handling of the SPEs.

PPSS, PowerPC Processor Storage Subsystem

Handles memory requests from the PPE, external I/O devicdthe SPEs.
Contains the L2 cache of 512KB size.

PPU, PowerPC Processing Unit

Handles the instruction execution in the PPE. Contains a 38K&d data
cache and a 32KB sized code cache.

SIMD, Single Instruction Multiple Data

Describes a technique for exploiting the data level pdrsiftein large datas-
treams. This is very common in multimedia applications. Adjexample
for applying SIMD is a modification of a digital image were tike values
representing a pixel (for example in an RGB color scale theséhaee val-
ues) need to be modified using the same mathematical oper&tiwID can

speed up arithmetic (and also other operations) by apptiisdransforma-
tion at once (meaning in one single instruction) to all valaéa pixel. The
concrete number of values on which SIMD instructions canssaed de-
pends on the size of the vectors and datatypes the specifid 8Xt&nsions
operates on.

SPE, Synergistic Processing Element

Eight of these processing elements are present and usaaleegalar CEL-
L/B.E.1 The SPEs are vector processors which means that they alvealgs w
on 128 bit registers even when only a single integer valueadified. The
SPEs are optimized for heavy computation tasks and aredheogkhorses
of the CELL. At 3.2 Ghz each SPE can deliver a theoretical peafop
mance of 25.6 GFLOPS. However, the SPEs have to be programitied
care. For instance, it should be avoided to have lots of vesm the code

n contrast to the CELL processor used in the Playstation 3.
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as a SPE has no branch prediction facilities and a priori yEvessumes
that a conditional branch is not takéhe SPE is built of the SPU and the
MFC.

SPU, Synergistic Processing Unit

The computational core of the SPE without the MFC. The SPUistansf
the local store and the Synergistic Execution Unit (SXU).

2However, it is noteworthy to mention that while there are mtomatic branch prediction
facilities it is possible for the programmer himself to isdaranch hints.
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Chapter 1

Introduction

1.1 Background

The number of overweight people and even people suffermm fsbesity world-
wide is increasing rapidly. At the same time the prevalericbseases associated
with obesity like diabetes mellitus, coronary heart diseggripheral arterial dis-
ease but also of malignant diseases is on the rise. The pndids grown to a
degree that also leading german politicians are now engedr¢o act. On the
other hand there are currently only very few programs showead to a success-
ful longterm improvement of lifestyle together with a retlan of body weight
and body fat, respectively. In the year 2000 german prajessisocieties have
defined the success criteria for weight reduction progrananiambulatory set-
ting [32]. Nevertheless, it is still not known today which factors arucial to the
success of such programs. Because there is only a limitedrammbmoney and
socio-economical power available to fight the obesity epidethe prediction of
the probability of the individual’s success is crucial.

Since 1993 the center for nutrition education and trainingarion Scholz
in Leipzig (ETZ or ETZ-M.Schol?) guides obese individuals to improve their
lifestyle while reducing body fat and enhancing fitness. réhare two main
schemes for intended weight loss used by the ETZ. One is wdloae is without
a temporary nutritional replacement by a formula diet. 8i8600 two different
programs (DGE-without formula and BCM-with formula diet) foeight reduc-
tion in obese individuals were repeatly reviewed in randmdj longterm, two-
tailed studies by the ETZ-M.Scholz. The study design, detaigition and eval-
uation were done according to the principles of a concepgeaddProper Weight

LAn acronym for the german phrase “Bhrungsberatungs- und Trainingszentrum - Marion
Scholz”



2 1 Introduction

Loss with Intelligence” (MIRA) which was developed by the institute for pre-
ventive medicine in Leipzig (If®.

Already published 30] and preliminary results73] show that although there
is usually a better one year outcome when using the formelatidere are some
individuals with considerable weight loss in the non forengtoup. On the other
hand there are some individuals in the formula group witly Vienited success.
Why these obese individuals differ in their outcomes is navkm. It is possible
that already at the start of a program a single parameter mupgf parameters
determines the outcome of an individual. It is thereforedtme of this work to
try to predict the outcome of the subjects whose parametergeluded in the
datasets and to find the primary factors that enable thisigireal. As it was
not yet tried to perform this prediction using artifical itigeence methods it was
decided to attempt this task using neural networks.

However, the use of artificial neural networks (ANNs) hasesalvdrawbacks
which are discussed in detail in chapeiOne of the biggest disadvantages is the
time it takes to compute the algorithm. This gets even wdmsédature selectich
routine is applied. And although there have been differdmaiaces in the neural
networking field which speed up the original learning altfori the training phase
is still very computation intensive. Another way of makiing tanalysis based on
neural networks more feasible is parallelizing the aldponit

In the last years the semi-conductor industry has startpdgh multicore chips
to the market. Where “multi” at the time of this writing usyatheans two or at
most four homogeneous cores the end of this process can hbeyereseen.
The reason for this switch from high frequency singlecoeftver frequency
multicores is found in the dropping efficiency of the lataage-core chips (see
also chapteB).

Of course, the “titan of IT” — IBM — also hasn’t missed this tderSince 2000
IBM has worked together with Sony and Toshiba on a completely chip design
taking more than four years of development, involving atbdf0 engineers and
consuming about half a billion dollar89, 3]. The idea of this architecture was
not only to have a parallel processing enabled chip withipieltores but also to
overcome several performance issues recent desktop parsdace today.

The chip using this new architecture is called CELL a shorhfom CELL
Broadband Engine (CBE) and the name of the architecture is CELhdband
Engine Architecture (CBEA). The first performance numbersliphied for this
new architecture were really promising. A theoretical peBR30 GFLOPS (sin-
gle precision) for a single chip could be achieved. Also cangons to recent pro-

2An acronym for the german phrase “Mit Intelligenz Richtigiéhmen”.

3An acronym for the german name “Leipziger Institiat Praventivmedizin GmbH”.

4Feature selection describes a process of evaluating theimosrtant or necessary inputs to
a statistical or learning algorithm (see for examflg, b6, 61, 53] ).
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cessors using well-known benchmarks (e.g. Linpa6R] | showed the CELL's
power. Thus a processor which should have the potential k@ meural network
algorithms more feasible and which is available today toyewee who can afford
about $400. This is the current price of Sony’s gaming cangdaystation 3;
its heart being a modifi®€dCBE chip. With this thesis being written in the IBM
R&D Lab, Boblingen, | was gratefull to have access to a CELL blade witil du
processor configuratiSrfor the software development part.

1.2 Objectives

The goal of this thesis is split up into two main tasks.

First, the implementation of a prototype of a parallel neaetwork simula-
tor optimized for the heterogeneous multicore CELL archutex This includes
selecting an ANN type which is able to perform a predictiortlo® present data
as well as chosing and implementing a feature selectiorritigo which can be
combined with the chosen neural network type.

And second, using the implemented simulator to try to pretiie outcome of
obese individuals to an acceptable dedraed extract the crucial factors of the
prediction. These subtasks involve analyzing the avalablta pool, discussing
how it was populated and how it has to be modified for trainiregrteural network.
It also implies defining the term “successful weight redurctiso it can be used
as a classification criterion.

SInstead of nine processing elements the Playstation 3 Haseven such elements available
to linux based CELL programs.

6As pointed out in chapted.2 the CELL processor initially supports switching two CELL’s
together.

’Meaning that the prediction error on unseen data is acciepsatall.
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Chapter 2

Training data and background

The data that was provided by the ETZ and the IfP has sevezaladharacter-
istics. Thus, before creating the training datasets foattiécial neural network
it has to be discussed which kind of data is present, how itgedisered and fi-
nally what dataset configurations make sense. Furthegdlrdiscovered results
should be used to define the classification criterion for theal network training.

Therefore the structure of this chapter is as follows: infitst section the two
weight reduction programs which are applied in the ETZ datley and which are
evaluated and also compared to each other in the MIRA stutketescribed. This
is followed by a description of the first dataset providedhoy ETZ. Thereon the
MIRA studies are introduced and the resulting (second) datasletailed. This
section also contains a brief review of the results of thdisgiwhich are relevant
to this work and their implications on the classificatiortenion. Leading to the
final two sections in which reasonable dataset configurationtraining and the
transformations necessary to create them are discussed.

2.1 Two weight reduction programs

As noted before there are two different weight reductiorgpsns available in the
ETZ. The “Ich nehme ab” (I'm slimming) program also called B@rogram of
the German Society for Nutrition (DGEe.V.) and the BCM program developed
by the PreCon GmbH & Co.KG. The first is originally a self-held aihile the
latter is a counseling based commercial program. In the BEDIGE program is
also offered as a program accompanied by counseling.

The BCM program, which is also known as PreCon program due todime c
pany that invented it1[3], received its name from the Body Cell Mass (BCM)
which describes the oxygen consuming fatless part of theanumody. It is also

LAcronym for the Deutsche Gesellschait Errahrung
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the name of the formula diet used by the BCM program. The basicegu of
the BCM program is the initial replacement of two main meals lypocaloric
formula - the BCM diet. At the same time the individuals nubmi@l habits and
food selection are trained. During the further course ofgtagram the partic-
ipants body composition is determined in control intenafld4 days using the
Body Impedance Analysis or Bioelectrical Impedance AnalyBi®\) which is
described later. On the basis of these repeated measuseamehthe individual's
performance the BCM diet is replaced step by step by normaitiontin a more
favorable and healthier composition than what the paditigonsumed before.

The DGE program as described ifg] is built of 12 nutrition education lessons
and its aim is a permanent change of an individuals physieaicesing and nu-
tritional habits. This is realized through behavioralrirag coupled with a gentle
weight reduction followed by a phase of weight stabilizatié\n explicit reduc-
tion of the energy intake is not part of the program. The pgudnts learn to
recognize there current nutritional behavior, to changad to make the change
permanent. The program also includes training of a flexiblgrol of nutritional
behavior as well as advices for physical exercises anddieation and frequency.
Relaxation and anti stress methods are also part of the pnogfade DGE pro-
gram is not making use of a formula diet. In the ETZ-M.Schaldividuals par-
ticipating in the DGE program are also measured using the Bléontrol if the
applied methods lead to the expected results.

2.2 The ETZ dataset

The ETZ dataset is a dataset containing the time series fatyears of nutri-
tion teaching and physical activity stimulation. Which me#rconsists of about
32,000 dataset rows of time series data of about 4,500 fpentits. It also includes
data of MIRA-participants (DGE and BCM), DGE-participants gadticipants
of other programs. These were all eliminated to have a firtati{sfree” and ho-
mogeneous ETZ dataset containing only participants of the B@dram. The
steps of the reduction are shown in taBlé and are detailed in the last section of
this chapter.

The data in this final ETZ dataset represents the “real litelasion in the ETZ
since 1993, when the PreCon program, previously called thesé®schatft dir
Gesundes Leben (GGL) or Deutsche GesellscliaiGesundes Leben (DGGL)”
program, was started as the preferred weight reduction adei this institu-
tion. The principles of the program (replacement of mealddmynula, BIA-
measurement and behavioral training) have not changedchvech since 1993.

Each of the rows of the dataset represents a specific date ich &lpartici-
pant visited the ETZ and was measured using a single fregjugi#c operating
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Table 2.1: The selection procedure and the final populationecETZ dataset.

Selection step Number of participants
First recruitment 4521
Complete data records (week £22) 1489

Final number of true BCM participants (Ex-1063 (934¢, 1290)
cluded: MIRA patrticipants (DGE and BCM),

DGE participants and participants of other
programs.

at 50kHz. BIA describes a measurement method using a weakatiteg current
to acquire the two types of resistance the human body offeas electrical cur-
rent (for more details on the BIA see for exampl&]). The resistive R called
resistancel) and the capacitive R called reactan¥e)( Combined with the pre-
viously acquired valueweight height date of birthandsexof the subjecR and
Xcare used to determine tphase anglgetotal body waterTBW), lean body mass
(LBM), body fat BF), extra cellular masHCM) and body cell mas$BCM).

Additionally, the dataset contains the body mass in@MI(, group.id and an
id field. Table2.2 gives a short description of each of the variables. It is also
typical for the ETZ dataset that the time series data of théggaants is very
irregular. Meaning that the visiting interval of a partiaid varies frequently —
although it should be 14 days.

Table 2.2: Attributes of the ETZ dataset and their desaipti

#  Attribute Description

1 date of birth The participants date of birth.

2 height Body height in meters.

3 sex Sex of the participant.

4 BMI Body mass index of the participant. The BMI provides

a simple numeric measure to classify a person into cat-
egories of weight status reaching from underweight to
obese. Itis directly derived from weight and size.
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#  Attribute

Description

5 phase angle The phase angle is directly proportional totingber of

cells and density of the cells (surface). A high phase angle
usually means a good nutritional state.

6 TBW

The total body water is distributed mainly in three com-
partments, the intracellular fluid, the blood plasma and the
intercellular fluid.

7 LBM

The lean body mass denotes the fat free mass of the body.
It is composed of the BCM and the ECM.

Body fat acts as an isolator to an alternating current. elenc
its cells barely have a capacitive resistance unlike ths cel

of the BCM for example. The body fat is computed from

the difference of body weight and LBM.

9 ECM

The part of the LBM which lies outside the cells is aggre-
gated in the extra cellular mass. This includes connective
tissues, bones, plasma and water which is not included in
the TBW for special reasons. The index ECM to BCM is
also used to value the nutritional state.

10 BCM

The body cell mass is rather a functional definition than a
anatomical one. The BCM is the sum of all cells partici-
pating in the metabolism of the organism. For this reason
it mainly consists out of cells of the muscles and inner or-
gans. The BCM is the control variable of the energy con-
sumption of the body and defines the basal metabolic rate.
Holding the level of BCM or increasing it is the central
task of all kinds of nutritional therapy.

11 R

Resistance as measured using the BIA.

12 Xc

Reactance as measured using the BIA.

2.3 The MIRA studies

The national and international increase of the number ofelaad overweight
people makes the use of successful prevention and theragyapns inevitable.
To investigate the success, efficiency and potential ri§lssich programs a sci-
entific evaluation is required. Until now this has only beemel on a handful of
programs. In corporation with the ETZ-M.Scholz, the IfP Hageloped a strategy
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for proofing ambulatory programs for adiposity therapy diciefincy, guarantee
of success and concordance to the guiding principles (fecant version of the
principles seedl]) of the german specialized societies. This strategy ocepn
is called MIRA and was introduced in 2001 and first publishegdd2 [3Q].

In its first applications the MIRA concept was used in threeseontive stud-
ies called MIRA1 to MIRA3. The MIRA studies are prospective, itolked, non
drug-induced, two-tailed, longterm intervention studigth an active interven-
tion phase of 12 months and a follow up period of 2 years. Tavled in this
context meant that the initial population of each of the ®sidvas split into two
groups. One receiving the BCM and the other receiving the DGigram. In
the first MIRA study the participants were randomized intcsthivo groups. In
MIRA2 group selection was according to the wish of the pastait only. In
MIRAS participant and trainer discussed advantages andipestisadvantages
of both programs and the participation was an “agreemeritivden participant
and trainer. The study population and selection steps ®oMHRA population is
shown in the following table.

Table 2.3: The selection procedure and the final populatioineoMIRA dataset.

Selection step Number of participants

First recruitment 488

Enrolled (according to inclusion and exclu339
sion criteria)

Complete data records (week 122 ) 305 (2599, 46 )
Thereof DGE/BCM 140/165

Inclusion criteria

The following criteria were considered for inclusion in stedies: Agreement to
accept recommendations for diet, behavior and physicalityatluring the study
and signed agreement for radiological investigations, @m@nd men at the age
from 18 to 70 years, BMP 25 kghv as recommended i8], weight fluctuations

in the last 6 months< 3 % or< 1 kg/ih?, at least one cardiovascular metabolic or
hemodynamic risk factor and/or at least one risk indicabottlie metabolic syn-
drome with possible association to an increased viszetraldaumulation (table

2.4).
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Table 2.4: Risk factors and indicators for inclusion into RhKRA studies.

Risk factor Value

Waist (cm) Females- 80, Males> 94
Fasting blood glucose (capillary blood)> 5.5

(mmol/l)

2 hour oral glucose tolerance test (mmol/l) | > 7.8

HbA1¢ (%) > 6.4

Cholesterol (mmol/l) > 6.0

LDL-Cholesterol (mmol/l) > 4.0

HDL-Cholesterol (mmol/l) <1.0

Triglyceride (mmol/l) > 2.3

Apolipoprotein B (g/l) > 1.5

Lipoprotein (a) (g/1) > 0.3

Blood pressure (mmHg) systolie 140, diastolic> 85
Uric acid (umol/l) > 400

Exclusion criteria

The exclusion criteria to the studies were as follows: @rigss than 12 monts
ago and/or myocardial infarction less than 6 months agoteacoronary syn-

drome, acute disturbances of cerebral and peripheral liwodlation, acute or
insufficiently treated heart failure (NYHA degree Il and)|\Muberculosis, ma-
lignancies, diabetes mellitus treated with oral antidiedseor insulin, psychiatric
diseases, lactose intolerance. Further excluded wereg@négvomen, lactating
women and women with pregnancy intention as well as persimsg cytostatic,

immunsuppressive or anticoagulant medication.

2.3.1 Concept

The idea of the MIRA concept is to provide an accurate methasl/éduate and
improve ambulatory programs for adiposity therapy. Foifgyvthe guidelines
[31] these programs should fulfill several quality criterd2].

These include an effective, longterm reduction of weightaif of the partici-
pants of at least 5% and in at least 20% of the participantsghwi®ss of around
10% from the initial body weight. Additionally, an improvemt of the risk factors
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associated with adiposity, of the quality of life and of laklated behaviour is
stipulated. To allow a statement regarding these requinéreelongterm screen-
ing with numerous parameters is neccessary.

Therefore the MIRA concept is covering a timeframe of threargyeand ac-
quiring several parameters in different intervals. The fiesar is the active inter-
vention phase. Besides additional measurement points gie inéerval of this
phase is 14 days in which the participants are taught andafdy parameters
are determined.

The last two years are the control phase with one measurepoanit at the
end of each year where all parameters are determined. Theptars and their
measurement intervals in the first year are shown in talfle

The DGE and BCM programs as described before could not be ussctigi
with the MIRA concept and had to be adapted.

For this reason the 12 lessons of the DGE program were spreadice 28
nutritional teaching units of the active intervention plhésomplete year 1). This
resulted in the first half of the year being an active behawat physical exercise
modification phase and the second half being a stabilizai@hweight holding
phase. The BIA data which were measured with every visit atgpad of the
program and were therefore not used in the training sessidmresdata were shown
to the participants only at the end of the study.

At the same time the BCM program was converted to a program &sed
groups. The content of the training sessions was identdakt recommendations
of the DGE e.V. except for the fact that the most recent BIA déthe individuals
were discussed and acted upon.

Because of the negligible differences between the pararsetgof the MIRA
studies and to grow the data pool available for neural ndtivaming the datasets
of all three studies have been combined.

2.3.2 Results

So far several results of the studies were publistZ] §5, 23, 86, 68, 51, 50].
An extract of these results which has direct implicationshaswork will now be
discussed.

Expected high predictive power of the program parameter

In [86, 50, 29 the results of the evaluation of the DGE program were phblis
After the intervention phase (first year) 80% of the paracifs had a reduced or
constant body weight with an improvement of body compasitiad cardiovas-
cular risk factors. The paper’s conclusion is that the paogrs adequate for use
as a basic program for changing the individuals lifestytethle counseling based
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Table 2.5: List of parameters and their intervals in the MIRAdges.

Point of measurement Parameters

only once before the mira number group, weight reduction program
start of each study (program

at the beginning and atquality of life using the IWQOL questionnairé][
52 weeks

at the beginning and atLean habits questionnair8j)
8 weeks and 52 weeks

at the beginning andbody weight, body height, BIA data
every 14 days

at the beginning andblood pressure, pulse, girth of neck, waist and hip
every 4 weeks

in the 0", 12", 24" intake of energy, fats, carbohydrates, protein, alcohol

and the 529 week and dietary fiber, basal metabolic rate, fasting value
of blood sugar, triglycerides, total cholesterol, LDL-
cholesterol, HDL-cholesterol, creatinine, urea, uric
acid, alanine aminotransferase, aspartate aminotrans-
ferase, gamma-glutamyl transpeptidase, albumin and
HbAlc

design the program is able to partially meet the qualityedat for structured,
ambulatory programs for adiposity therapy.

In [51] and [28] the results of the evaluation of the BCM program were pub-
lished: After the intervention phase of one year over 90%hef participants
showed a reduced or constant weight. Nearly 70% of the fzatics reduced
their weight by 5% or more. 30% of the participants reduced tiveight by 10%
or more. At the same time body constitution and risk factaesenmproved.

The author’s conclusion is that the BCM program is an adequnsteument
for improving the nutritional and health related behavisnveell as fighting the
adiposity epidemic and its secondary diseases.

The BCM program meets the mentioned quality criteria. This ialaable
discovery because it translates to the fact thatptugramattribute which keys
the weight reduction program in the dataset must have agsirdluence on the
outcome. Therefore, although not every subject that tookipghe BCM pro-
gram succeeded, it should be a crucial factor for the predicnd show up as
an important feature in the feature selection algorithm.cQirse, the network
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should also be trained without thprogramparameter to allow the feature selec-
tion to discover other predictive factors which might elsecbvered by the strong
predictive power of thgprogramparameter.
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Figure 2.1: The upper chart is taken from “Evaluation of ti@Bprogram” R9
and the second chart is taken from “Evaluation of the MIRAd&S" [28]. In
both charts the meah SD of the weight reduction performance of participants of
either the DGE or the BCM program in each of the studies is glofféereby the
y axis denotes the weight in kilograms and the x axis denbisime in weeks.
The upper line, on which the measurement points are markedctengles, is
the performance of the weight reduction of the male paricip. The lower line
shows the performance of the female participants. In theuppart the perfor-
mance of the participants of the DGE program in MIRA1+2 (N=19®9and 23
o) and in the lower chart the performance of the participahtseBCM program
of MIRA1+2+3 (N=186, 1579 and 29d’) is shown.
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Performance of weight reduction

In the publication “Evaluation of the DGE program29g] and the publication
“Evaluation of the BCM program”37] a diagram was printed showing the one
year weight reduction performance of men and women in theesponding tail
of the study. The interpretation of these charts, which laosvs in figure2.1, lead
to the statement that for most of the individuals partiaigain either of these two
programs the weight loss which is reached within the first &2ks is usually also
the weight loss which is reached at the end of the intervenittase — after one
year. This is a very useful finding.

For the ETZ dataset as mentioned above the visiting/measunefrequency
of the participants is very variable. As time goes by mostastipipants visit the
ETZ rarely or stop since they have reached there weight tegtuaims, not had
the success they would have liked or due to other motivatioblpms. Being able
to set the point for the classification quite early in th&'i@eek allows to include
a lot more participants than when using one year data, fanpla

To further increase the number of inclusions for the ETZ sktat was also
decided to allow a variance af 2 weeks. Although not as strong as for the
ETZ dataset this discovery also had a positive effect on thieAVdataset. As
with every study also in the MIRA studies there were severaligpants not
completing the studies (drop outs). Luckily all of them papated at least until
the 12" week. So the complete dataset of 339 participants could eee used,
if all of them would have had a full set of parameters. As ayeaentioned after
removing the participants with incomplete datasets 308gyaants remained.

Definition of the term “successful weight loss”

In respect to the results of the MIRA studies we have defineditie frame for
which the weight loss of the participants shall be predict¥tat still needs to be
defined is the magnitude of the weight reduction which is dieed by the term
“successful weight loss” and which is needed to categoheestibjects into one
class or the other. From a medical point of view a successéigjiw reduction
implies the reduction of risk factors connected to ovenlvergy adiposity. But
the targetted weight reduction should also be realistibiéentime frame defined
before.

According to Buse et al.4[0] the attainable weight reduction lies between 7%
to 10% from the initial weight in one year. Which is, as prewlyushown, equal
to the defined time frame of 122 weeks for the data used here. Also in the same
paper a weight reduction of 5% to 7% is recommended for threg prevention
of cardiovascular disease (CVD) in people with diabetes.

In another paper published in 2002 by the Diabetes Preve@ioup [78] a
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weight reduction of at least 7% was defined as the goal of styile intervention
program with the aim to delay or prevent the developmentatbelies in subjects
at risk. After the end of the first curiculum (24 weeks) 50%lad participants in
this program had actually reached or even surpassed thedefoal. The paper
also gives a chart showing the average weight developmdobugxcomparable to
the given DGE and BCM charts, that is a strong weight reductidhe beginning
of the program followed by a slow ascent until a plateau ished after about 3.5
years.

On the other hand Douketis et al41] points out that in most of the studies
concerning weight loss the reached weight reduction is tleas 5% and that
not every person which achieves to reduce body weight by ri@e 5% can
actually also reduce health risk. Nevertheless, Douk&tsadds that individuals
with already existing risk factors will most likely benefibim a weight reduction.
As the reader might remember the inclusion and exclusidaer@iof the MIRA
studies: included subjects had to be obese and had to hae@sabihe additional
cardiovascular or metabolic risk factor.

Finally there is the paper of Pi-Sunyer from 20@4][who also recommends a
weight reduction goal of 7% or more for a longterm improvetrafrisk factors
in diabetics (thus, individuals with a very strong cardesalar risk). The results
reported after one year for participants that reached tlieetkegoal showed a
significant improvement in fithess and health risk.

From the reported results it was decided that a “successighwloss” is herein
defined as a weight loss of at least 7% of the initial weight.

2.4 Classification criterion

According to the previous section the classification doters defined as follows:

An individual that has a measurement point in th& #22 week belongs to

class 1 when a body weight reduction of at least 7% of the initial
body weight is reached within a timeframe of £2 weeks
or belongs to

class 0 in any other case.

(If an individual does not have a measurement point in tH8 £2 week it is
removed from the dataset.)
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2.5 Dataset configurations for training

The purpose of this section is to discuss which dataset amatigns shall be
evaluated using the feature selection. As said before abbdexperiment should
be training the network with and without thprogramattribute. However this is
only of interest for the MIRA dataset, since in the ETZ datadkparticipants
of other programs except the BCM program were removed. Ther¢here are
three datasets to be evaluated: the ETZ dataset, the MIRAeataiad the MIRA
dataset without th@rogramid.

Since it is also a good idea to remove depending parametersian to allow
optimal neural network trainindlLp, 56], it is further needed to take a look at the
kind of data acquired in the different sets. In the ETZ datasd the BIA data in
the MIRA dataset a large degree of dependency and correlatioresent. This
is due to the fact that all other parameters described i @&Blare derived only
from sex weight, height date of birth XcandR.

For these reasons and although the derivation formulasantivial [74, 73]
all parameters except those six parameters where remowatdtfre BIA data
in all datasets. This leads to talf?e6 describing the dataset configurations for
evaluation. The table further sets the names of the dathgetdich the will be
handled in this document from now on.

Table 2.6: The datasets to be evaluated.

Source dataset | Configuration Name

ETZ ETZ dataset without correlated BIA paETZ
rameters

MIRA MIRA dataset without correlated BIA MIRA
parameters

MIRA MIRA dataset without correlated BIA MIRANP
parameters and without the parameters
programandgroup

2.6 Generating the training datasets

To extract the training datasets shown in tahi&from the two main datasets and
make them good candidates for neural network training sétensformation
steps had to be applied.
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Although the two original datasets were both provided bystme institutions
the way they were populated differs a lot. While the MIRA datasss filled up in
a defined time period using the same software and hardwa & & dataset has
grown in a timeframe of about 14 years to its recent size.dtfhieher undergone
several hardware, software and even user changes. Tretbffirst step that
was necessary for the ETZ dataset was to validate its ityegkleaning that
dataset rows containing incomplete data in on of the six ddfattributes were
removed. Additionally data of participants which did novéaa measurement
point, as required by the classification criterion, in th&'#22 week after their
first visit were removed. Individuals not taking part in the BQkbgram were
also removed. In the end and only including the defined uetaied parameters
of the BIA data 1063 (934, 129d) participants were left in the ETZ dataset.

For the MIRA dataset the preparation for network trainingdelly meant join-
ing several tables with various different parameters togretio one unified master
table and removing the correlated BIA parameters. Thenethigedataset was in-
spected for missing values and 24 dataset rows (subjecte)removed. Giving a
total of 305 participants (250, 46 @) for evaluation. The MIRANP dataset was
then extracted from the MIRA dataset by simply removing thetaitesprogram
andgroup.

As a next step the dataset rows of the ETZ dataset had to sptrsed to a ma-
trix containing one dataset row per participant. When apglyhis transposition
all parameters of the visits of this participant were drapprcept the parameters
of the first visit and the weight which was measured on a daisest to the 12
week as described below. Additionally the attribdtte of birthwas replaced by
the attributeagewhich was computed using the date of the first visit. These two
transformations were only applied to the ETZ dataset sinedtiRA dataset was
already formatted in a similar way.

Next, a new attribute calledlass keying the class the participant belongs to
(either 1 or O as described 4), was introduced in both datasets. The class
was derived from the initial weight andeignt Which was computed as shown in
formula 2.1 wheren is the closest (after the scheme given in the formula) mea-
surement point to the required 12 weeks.

Oweight = weighp —weight, (2.1)
where
n = MIN(ABS(datey+12week$—dategh yee:- - - »
ABS(date)+ 12week$ — date 4n yeel)

This led to the final dimensions for each of the datasets &ngivtable2.7.
The last transformation step was scaling the values of ibates to the same
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Table 2.7: Dimensions of the datasets selected for evaluati

Dataset | # parameters (+class) # rows

ETZ 6+1 1063
MIRA 54+1 305
MIRANP 52+1 305

range (0,1) which was necessary for the feature selectiolessibed later. The
scaling was done for every cell valxeof every columnX of the dataset using
equation2.2

. _ Xold—Min(X)
" max(X) —min(X)

(2.2)



Chapter 3

A heterogeneous multicore
architecture — The CELL/B.E.

The CELL/B.E. - CELL broadband engine architecture is a newrbgeneous
processor architecture which was jointly developed by S@oghiba and IBM.
Since there is already a lot of documentation about the CEbtgssor available
this chapter only gives a brief summary of its features. Toagmore in depth
knowledge of the subject it is advisable to read the pubbtoatthat were used as
background material for this chapt&q 67, 39, 3, 60].

3.1 Introduction

The CELL Broadband Engine Architecture (CBEA) is a heteroges@uuiticore
architecture designed to mitigate the three main perfoomassues of today’s
desktop CPUs. These performance issues are the power vealemory wall
and the frequency wall.

The power wall represents the fact that the limiting factoptocessor perfor-
mance more and more becomes the power dissipation rathetttbavailability
of transistors and wires on the chip. Thus to further ine@ga®cessor perfor-
mance it is also required to increase power efficiency. The CBEieves this
goal through specialization. It offers a processing eldanf@rcontrol and branch
intensive code called PowerPC Processor Element (PPE)eaedas processing
elements for computation intensive code called Synecgtocessing Elements
(SPEs).

The memory wall describes the growing gap between memapdstand pro-
cessor frequency. On modern processors the memory acoess dpproach up
to 1000 processor cycles. This results in memory access til@rmining pro-
gram performance. Although there are hardware cache mschsncompilers
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and programmers are also increasingly managing data maoweaienprove pro-

gram performance by themselves. To close this gap CBEA intexla three level
memory hierarchy and asynchronous DMA transfers. The mgimi@rarchy is

built of the main storage (RAM), the local store (LS) on the SREd third the
large register file of these processing elements (PEs). &sgnous DMA trans-
fers describe the feature of being able to execute progral@aod DMA transfers
at the same time on the same processing element.

The frequency wall is a synonym for the current limit in preser operating
frequency. Deepening the instruction pipeline to achietggler operating fre-
guency has been a common technique to increase procesgmmngeerce in the
last years. But nowadays the returns are diminishing andresgative if power is
taken into account. CBEA overcomes this wall by specializitigice the PPE is
optimized for control and the SPE for compute intensivegdsith are designed
without excessive overhead. For example it was not necoessanplement reg-
ister renaming into the SPE because of its large registeoffil®8 registers. For
this reason the CELL can be operated efficiently at a high cleeduency. The
current frequency of the CELL is 3.2 Ghz.

Since the CBE manages to mitigate the problems posed by poweromy and
frequency it can provide up to the ten-fold peak performasfc@ common pro-
cessor. This of course varies with the type of applicationgubto this platform.

3.2 Architecture

CBEA was built on the existing IBM PowerPC 64 architecture ancbisiposed
of a total of nine processing elements of two different typEsese elements are
connected through a high bandwidth memory coherent busccalement inter-
connect bus (EIB). In the following subsections the main elets of the chip are
introduced to the reader. A general scheme of the CELL is showagure3.1
The two interfaces sketched in the figure but not describedtim subsections of
this chapter are the memory interface controllor (MIC) arel @ell Broadband
Engine Interface (BEI). The MIC allows access to the phydainbus Extreme
Data Rate memory. If the access is distributed evenly achesRAM banks the
MIC can provide a peak bandwidth of 25.6 GB/s to the other etesnen the bus.
The BEI unit can provide access between the EIB and possiblddlices. The
BEI is capable of extending the EIB to another CELL processor.

3.2.1 The PPE - PowerPC processor element

The PPE is a general-purpose PowerPC architecture cortg@ditbit RISC pro-
cessor. For this reason it is possible to run unmodified PB@eode on the core.
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Figure 3.1: Scheme of the CELL Broadband Engine and its pexfd?PE oper-
ating system from@7].

Like the recent Power processors the PPE also incorporatester/SIMD ex-
tension named AltiVec. The AltiVec unit implemented in theéBPhas 32 128-bit
vector registers and a mature vector instruction set.

The task of the PPE is running the operating system and magage SPEs.
Although it uses the PowerPC instruction set, its designushrsimpler than the
common PowerPC architecture. Instead of out-of-ordergi@tit is an in-order
execution architecture. This results in a smaller amourdireitry and power
consumption. But it also leads to a big loss of performanaosastried to mitigate
this loss by increasing clock rate, memory bandwidth andregddual threading
capabilities. Nevertheless the performance of the PPH,tadke transfer laten-
cies for DMAs tends to be the bottleneck in most CELL applaadiwhich is the
reason why the PPE should mainly be used as a supervisor atrdltar for the
other cores on the chip.

As shown in figure3.2the PPE is build of two main units. The PowerPC Proces-
sor Unit (PPU) which performs the instruction execution arfich has a level-1
instruction cache of 32 KB and a level-1 data cache of 32 KB. #rel Pow-
erPC Processor Storage Subsystem (PPSS) which handlesynmeaueests from
the PPU and external requests from the SPEs or I/O devices.PPISS is built
around a level-2 instruction cache which is 512 KB in size snehified for data
and code. The cache line size for all caches in PPU and PP 28 lsyles.

It should also be noted that like all PowerPC architecture<GBEA is a load-
/store architecture. Meaning that an operand which shagilehddified in a com-
putation has to be loaded, computed and then stored back taurtet location.

1Single Instruction Multiple Data
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PowerPC Processor Element (PPE)

PowerPC Processor Unit (PPU)

L1 Instruction L1 Data
Cache Cache

PowerPC Processor
Storage Subsystem (PPSS)

L2 Cache

Figure 3.2: A block diagram of the PPE froq].
There are no computational instructions that modify maimnagge directly.

3.2.2 The SPE - Synergistic processing element

The SPE is a 32-bit vector/SIMD processor using its own nrectanguage opti-
mized for data-rich operations. It does not have directsxt®the main memory
instead it is provided with its own small local memory calledal store (LS). This
is a key feature of the CBEA architecture because it breaks dtossmemory wall
(see above). LS access times are low at about 6 cycles, a isaubiepresent.

The SPE can transfer data in-between LS and main memory trsenglem-
ory Flow Controller (MFC). Since the MFC and the Synergistiod&ssing Unit
(SPU) are seperate parts of the SPE (see figLlea DMA transfer can be issued
without influencing the SPUs execution of program code. Th&mum amount
of data for one DMA transfer is 16 KB. The SPU loads and storés loletween its
single register file and the LS. The register file has 128 tegisach being 128
bits wide.

The SPU is further equipped with a channel interface for camoating with
its MFC, the PPE and other devices (including other SPES) SRiés Synergistic
Execution Unit (SXU) has two instruction pipelines —an odd an even pipeline.
Therefor it is capable of issuing and completing up to twaringions per cycle.
The decision which pipeline is used depends on the type ah#teuction issued.
In principle data move operations (like load/store, pesmetc.) are directed to
the odd pipeline while computational instructions are puhe even pipeline.

Since the SPE is optimized for computation intensive taskeral features of
common general-purpose processors have been removede iflcegle branch
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Local Store (LS)

Memory Flow Controller (MFC)

DMA Controller

Figure 3.3: A block diagram of the SPE froieqg].

prediction, out-of-order processing and load and storeemddiranslation. The
peak performance of one SPE is 25.6 Gflops/s which is reached wxecuting

one fused multiply add operation (madd) in a SIMD fashionf@m 32-bit values

at once) in every clock cycle.

3.2.3 The EIB — Element interconnect bus

The Element Interconnect Bus (EIB) is the CELL's communicabiaokbone. As
shown in figure3.4 it is the connection between all SPEs, the PPE, the on-chip
controllers and the I/O interfaces. Each of these compagnerdonnected to the
bus by a 16 Byte in and out data path which can be used simulialyo@he EIB
runs with half the speed of the processing elements on tipe whiich is 1.6Ghz.
And because it supports full memory-coherent and symetuiltipnocesser oper-
ations a CBE can be connected directly to another CBE as in th&Cdildl blade
used for software development here.

The EIB is made of four 16-Byte-wide data rings. Of which twe ainning
clockwise and two counter clockwise. Each ring can processetconcurrent,
non-overlapping transfers at once. This summes to a batidwf®6 Byte$ per
processor cycle and grants a bandwidth of 25.6 GByte/s toyeM@Byte data
port/path.

296 Bytes = 3 transfers of 16 Bytes multiplied by 4 rings diddbgy 2 (since the EIB is running
at half the clock frequency of the processing elements)
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Figure 3.4: A diagram of the EIB as taken fro60].



Chapter 4

Artificial neural networks

This chapter is divided into two main sections. In the firstiesn the fundamen-
tals of the field of neural networking are briefly explainedleim the second part
the focus lies on the special requirements and challengeassing ANNs on the
objectives of this work. As the first part is more or less a téipa of common
neural network knowledge the informed reader might jumedly to page34
which is the start of the second section. Literature thatdess used intensively
for this chapter, besides the references given in the tex{12, 33, 53].

4.1 Fundamentals

This section starts with a brief description of the histofytlee field of neural

networking. This is followed by an overview over the most plap types of neural
networks and their field of application. Finally the MLP ahe tackpropagation
algorithm are detailed and the general challenges asedaiath the appliance of
neural networks are discussed.

4.1.1 History

In the 1940s McCulloch and Pits published the work which e@#te field of ar-
tificial neural networking. InT7] they showed that networks of artificial neurons
are, in principle, able to compute any arithmetic or logfaalkction. Then in 1949,
Hebb proposed a mechanism for learning in biological nexifb8], today widely
known as hebbian learning or Hebb’s rule. When Rosenblatt %8 1aiilt a per-
ceptron network which was able to perform pattern recogmif21] the interest in
neural networking grew rapidly. A similar network and aligom was proposed
by Widrow and Hoff in B] at about the same time. Unfortunately both network
approaches had the same limitations in terms of complexitgetrainable net-
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works. But although Widrow and Hoff were aware of these litmtas they did
not succeed in modifying their learning algorithm to oveneothis problem. In
1972, Kohonen{1] as well as Andersor3g] independently of each other devel-
oped neural networks that were able to memorize data and76, X8rossberg
did some very active research in the field of self-organiniatyvorks p5]. Then
in the 1980s the availability of more powerful computers aed ideas revived
neural network research. In 1982, Hopfie#8] introduced the use of statistical
methods to explain a certain class of recurrent network vbaaild be used as an
associative memory. And in 1986, Rumelhart and McClelldid published the
most influencing work about the backpropagation algoritomtil today the field
of neural networking is quite active but the interest hafiethifrom pure research
to the application of ANNSs.

4.1.2 Types of neural networks

Neural networks are distinguished by their type, theircdtrite and their learning
algorithm. Therefore a very short description of the mostemnly used network
types and their field of application is now given.

The perceptron

The perceptron as introduced by Frank Rosenblatt in 1958 ésyasimple feed-
forward neuronal network. Feedforward thereby definesahatodes of the pre-
vious layer are forward connected to all nodes of the follmptayer. The percep-
tron is built of only two layers. An input layer which accepigary input only
and an output layer which generates only binary output. niegris supervised
and realized using Hebb’s rule. Since the net is using a hinitet activation
functior? it is only able to solve simple AND or OR problems. Therefdrési
used for simple logical operations and pattern classiticati

The multi-layer-perceptron (MLP)

The MLP is an extended perceptron consisting of an inputr]ayeoutput layer
and one or more hidden layers. Itis by far the most popula tfmeural network
used today. Since the MLP has several layers and is maintywik a sigmoid
activation function it can solve AND, OR and even XOR proldenArbitrary

IMeaning that the output of the perceptron to supplied inpluas is compared to an expected
output and the difference is used to adapt the perceptrogighis.

2A function used to transform the activation level of a neurdn an output signal. Typically,
activation functions have a “squashing”. Common activafienctions are: hard limiter, signum
and sigmoidal functions.
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input values are possible and the network is usually tragugzbrvised using the
backpropagation algorithm. The network is mainly used fanplex logical op-
erations, pattern classification and speech analysisslbban shown that MLPs
with one hidden layer can approximate arbitrarily well angdtional continuous
mapping if the number of hidden nodes is large enodghThe MLP is explained
in detail in chapted.1.3

The Hopfield network

The Hopfield network as introduced in 1982 is a recurrent edlb@ack network
with a single layer of neurons. Hereby recurrency meansthigbutput of the
network is fed back as the network’s input once the networnk @peration. This
is realized by connecting every neuron with each of the atleeirons but not to
the neuron itself. In contrast to feedforward networks, sgtibe output for a fixed
input is constant and only a function of the network input #émellayer weights,
the output of a recurrent network is also a function of timéugd the state of a
single neuron depends up on the activities of all other nesad a previous time
step.

The weight connections between two specific neurons are gyriomn that
they are equal for input and output connections. Because®bjtmmetry and
the net’s architecture there exists an energy function lviganinimized during
the networks weight adaption (learning process) and theéraayus input-output-
input loops. It is possible given the correct initializatithat the network con-
verges to a fixed point on this energy function which it doed@ave again.

Due to this behavior the Hopfield net can be used as an asseam¢mory.
Besides it may also be used for pattern recognition as welpsization prob-
lems.

The Kohonen feature map

Discovered in 1982, Kohonen'’s neural network is also knos/self organizing

map (SOM). The SOM aims at designing and simulating the legrprocess of
the human brain where multidimensional input data is magretprocessed in
a planar or linear topology. In biological neural systenis ih solved by sending
signals which are similar to each other to neurons which sedo each other.
Thus, the space of the training samples is discretized tmaltmensional map.
To simulate a comparable behavior the SOM has a specifictactinie: it con-

sists of an input layer and an output layer. While the inpuéetdyas no special
organization the neurons of the output layer are usualpnged on a two dimen-
sional grid. Each neuron of the input layer is further conegd¢o each neuron
of the output layer. Therefore the input to each of the nesi@mthe grid is an
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N-dimensional vector, with N being the number of input nes.o

The original Kohonen network uses an unsupervised algorikohonen learn-
ing algorithm) which means that the output of the networkdsaompared to an
expected output. The task of the SOM is therefore to categdhie data albeit
the lack of any additional information. The Kohonen aldamtworks roughly as
follows: First, select the neuron of the output layer whisha be activated for
the presented pattern. This neuron which is also calledevinauron is the neu-
ron which has the maximal inpitas with most neural network types the input is
hereby the weighted sum of the outputs of the connected nsurs the winner
neuron is the only neuron which is activated for the currexttgon the selection
process can also be seen as a competition of the output layesms for the ac-
tivation. Therefore the output layer is also often refeti@ds competitive layer
and the learning procedure is often called competitiveniegr In the next step,
the weights are adjusted. At first the weight to the winneroeware adapted to
match the current pattern even better. Thereafter the weaftthe neighboring
neurons of the winner neuron are adjusted. This is done iertimce on the
distance on the two dimensional grid from the winner neukdsually the radius
around the winner in which the neighbors’ weights are adhpted the strength
of the adjustment decrease over time i.e. over the leartengtions.

In the end the SOM has build an internal representation gbtegented pattern
space. Where close neurons react to close patterns. Thussetof similar
patterns has a distinct area on the map.

SOMs are used for pattern recognition tasks, for data-mgjras data visualiza-
tion tools and to support the research of biological newrstiesns.

4.1.3 The MLP and the learning algorithm

The multi-layer perceptron (MLP) is by far the most commamdgd type of neu-
ral network today. It is therefore quite well known and eedtd. Also several
optimizations to the original model have been proposed.easaned later in this
chapter the MLP is also the type of network which is selectedccomplish the
objectives of this work. Therefore a more in depth desaiptf the MLP is now

given.

The structure of a simple MLP

As said further above the multilayer perceptron is an entiauent of the per-
ceptron invented by Rosenblatt. The power of the MLP lies & additional

3Another measure which is commonly used is the minimum eealiddistance between the
input vector and the connection weights.
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Figure 4.1: A simple 2-2-1 multi-layer perceptron.

layer(s) between input and output nodes. These are caltiehilayers and en-
able the MLP to approximate any functional mapping arhbiyarell [12]. A
simple model of an MLP built of three layers of nodes is showriigure 4.1
The rectangles symbolize the neurons of the network whdetimbers along the
edges of the graph denote the weights which are used forlafgyor weighting
the inputs to the next layer. These weights are normallyexgged in matrices
called weight matrices. The number of weight matrices isrthmber of hid-
den layers plus one. The weights are the key to the netwoikty/db learn and
they are adapted by the learning algorithm to fit the problpats. The numbers
directly located beneath the neurons are their outputshwdrie computed by sum-
ming and activating each neuron’s inputs. In this contetivaiing usually means
applying a sigmoidal function that provides a non-lineappiag of the input val-
ues. Itis facile to see that the input values of the first layerpropagated through
the network to the last layer.

The learning algorithm

The learning algorithm of neural networks consists of twampaarts. The for-
ward propagation and the backpropagation. The backprdipaga it's original,

standart form is a gradient descent algorithm, in which tlegghts of the net-
work are moved along the negative of the gradient of a perdioga function. The
term backpropagation thereby refers to the manner in wiietgtadient is com-
puted. To train a network a set of input patterns with assediautput patterns
is required. During training the weights and biases of thevokk are iteratively
adjusted to minimize a performance function which desesritb@v good the net-
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work approximates the input patterns to the correspondutguts. For neural
networks this performance function is normally the mearasgg error (MSE),
which is computed for every pattern as shown in equatidn

F(x) = (t—a)? (4.1)

Thereby does denote the target value (the associated and hence expedtped)o
and a the output produced by the network. represents the vector of network
weights and biases. If the network has several output nbaggrevious formula
generalizes to:

Fx)=(t—a) (t—a)=e'e (4.2)

As the MSE is used to measure the performance of the netwikhie basis for
the backpropagation phase of the learning algorithm. Hewedwe compute the
MSE for a pattern it is first needed that the network producesidput vector.
This is done in the forward propagation phase.

Forward propagation describes the process of presenting an input vector to the
network which is then passed through the network while atiig the neurons.
Activating the neurons thereby means triggering the attimafunction of each
neuron. Formula.3 shows the computation which is done for every neuron in
the network except the neurons of the first layer, which synspkve as injection
points of the input values. The process is also pictured urdig.2

>

T

Figure 4.2: lllustration of the forward propagation for agle node as shown in
formula4.3.

|

In this formula,a'jn is the activated output of nodeof the current layem andg'jn 5
the corresponding activation function of that node. Wﬁérepresents all weights
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of this layer which connect nodeto a node in the previous layemi—1). The
activated output of a noden the previous layer is also given Widﬁ"‘l. Hence,
the output of a node of the current layer is the activated diatt weighted outputs
of the nodes of the previous layer. This formula is appliegsezutively from the
second layer to the last layer for every node. When the oudyyet lis reached the
second part of the learning algorithm is started.

The backpropagation algorithm minimizes the error which was calculated us-
ing the performance function. To achieve this goal everyo®@s participation

in the total output error is computed in order to adapt thenection weights of
the current layer’s neurons to the next layer. A working atge for networks
with multiple layers has been found around 1986 by sevesalarehers but most
widely known is the publication by Rumelhart et al.7].

For the original or standart backpropagation algorithm (Bfjich updates the
network weights using the negative of the gradient, tworliggy schemes are pos-
sible. These are online or incremental learning and offlinkadch learning. In
online learning the weights are updated after the presentaf each single pat-
tern, while in offline learning the weights are updated adieépatterns have been
presented to the network thus, the network’s weights aratagdonce at the end
of each epoch.

The backpropagation algorithm is the application of theirchale for every
layer (M) of the network in order to compute the influence of each weigithe
network with respect to the performance function

oF  JF on"

dw{}‘ ~onm dw{}‘
In the given equatiorw{]-1 is the weight along the connection from neurpim
layerm— 1 to neurori in layermandn is the sum of the weighted outputs of the
current layem. Therefore the last term can be easily computed as it is githpl
activated outpua of node|j from the previous layer:

I -

AT e S (4.5)
6w{‘j1 B dwi"j‘ e '

(4.4)

What is still needed to solve equatidrd is the calculation of the first tenﬁr%.
This term is often referred to as sensitivity3 or delta [L2] and will also be
called delta in this work. Therefor@™ describes the delta &f to changes in the
it" element of the net input at layet. To compute thed™ another application of
the chain rule is required, leading to the equation showovhel

Imi1

oM =gM(@) Y wj ot (4.6)
J
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Hereg™ is the derivative of the activation function and the cormesfing input

g; of the nodea. The sum iterates over all connections from all nodes of the n
layer (n+ 1) to thei'" node in the current layer. In each iteration the connec-
tion weights from nodg (on the next layer) to nodee(on the current layer) are
multiplied by the delta of nodg. Therefore the computation of the delta value
is a recurrence relation in that the calculation of a delta layerm requires the
previous calculation of all delta values in layar- 1. The calculation process is
also illustrated in figur&t.3. Hence, the first delta that needs to be computed is

Figure 4.3: The calculation of the deltas as shown in forrua

the delta for the output layer. This is calculated for eadtben@f the output layer
M when using the MSE function as performance index as giveharidllowing
equation.

M
OF (t—a)T(t—a) 037 (tj—a)° day
M j
4 anM anM onM (G a'>dni’\" (47
This is simplified to the final formula with :
oM = —2g™(n") (t —a) (4.8)

With the calculation of thés described we can now write the general formula for
weight adaption using gradient descent for each weighteoh#twork for a single
pattern as:

wi(t+1) =wif(t) —egMa™ (4.9)

Here € is the learning rate and defines the speed or sizing factor thghathe

weights are modified. After this formula has been appliedltovaights of the

network the learning algorithm is restarted and the nextepatis presented to
the network and propagated using forward propagation. i§tatso illustrated in
figure4.4.



4.1 Fundamentals 33

Figure 4.4: lllustration of the weight adaption as summneatim formula4.9.

For batch backpropagation/offline backpropagation on the other hand the
weight update is performed after all patterns are forwaopagated through the
network and theircS,maG“‘l’s (gradients) were computed and added to a special
batch matrixAB, with eIementsAbi”j1 and the same dimension as the original
weight matrices. This is shown in equatiériQ

P
AbT =% gmal (4.10)
p

Therebyy runs over all patterns of the training set. At the end of thecepthe
original weights are updated using:

Abﬁ‘
vv{}‘(t+1) :vvﬂ-‘(t) —e? (4.11)
HereP is the number of patterns that were presented to the netwdhis epoch.
After all entries in the batch matri&B are zeroed the batch algorithm restarts by
presenting patterns to the network.

4.1.4 Common challenges when using neural networks

If used on an appropriate problem with the correct pararaetareural network
can be a very powerful tool. But besides the computationalaskehof the learn-
ing algorithms there are also some common challenges tean@oduced when
utilizing neural networks.

One of these challenges is overfitting which leads to theilibato generalize
the acquired knowledge to unseen data. This problem is a@lswik as the bias-
variance dilemma and is discussed in detaildd][ Overfitting can occur when a
neural network having “enough” hidden nodes is trained ersdime input vectors
(dataset rows) in the same order in every epoch. After a f@pddding on the
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learning algorithm) iterations the network will convergechuse it will memorize
the order in which the inputs were presented.

But overfitting is also a problem for batch BP. Although the orfe¢he dataset
rows does not play a role for batch learning (which is the magason why batch
BP usually gives a better generalization than incremental tBf)ing for too
many epochs will also lead to overfitting. Thus, the netwgmiraximates exactly
to the supplied data points. On real-life datasets this isteal behavior since
there is usually also a lot of noise included in the suppliathdleading to false
prediction or to implausible results when untrained in@utspresented.

To avoid this behavior several methods can be applied. Aufeatelection
algorithm (as introduced later in this chapter) can be imgleted. This will help
eliminating unnecessary and possibly distorting valuesfthe input set so that
the algorithm can focus on the relevant inputs.

Another possibility is the use of a cross validation schemoeirad the learning
algorithm. This changes the previous static dataset toiablardataset from the
networks point of view and hence makes it very hard for thevagk to predict
outcomes by memorizing the sequence of presentation. thduallows to stop
training when the error on the validation set increasesyen #or batch BP cross
validation offers a possibility to avoid overfitting.

However, most influenced is the network’s generalizatiopabdity by the
number of hidden layer nodes. This is also still a weak pointhe theory of
neural networks. Until today there is no law or formula to pute the optimal
number of hidden nodes for a network model, learning algoribr problem.
Therefore finding the right number of hidden nodes is usualtyial and error
approach. If the number of hidden nodes is too large oveadittiill occur, if it is
too small the network will never learn.

Another problem that can be encountered when applying heeraorks is the
possibility to get stuck in a local minimum when learning. éntmon way to
prevent this behavior is training the network several tinwéh different weight
matrix initializations.

A different problem is the learning of irrelevant data. Hee this can also be
solved by implementing a feature selection algorithm orrimyreasing the effort
of preprocessing the input data.

4.2 An adequate network for this task

The multi-layer perceptron, as described in chagtér3 was chosen for finding

a solution to the predictive task as defined in the first chragdtthis work.
Several aspects led to this decision. One of the strengttiedVILP is pattern

classification which is exactly the problem that should lekled in this work —
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the prediction of the success of weight reduction (clagdibo into class 1 or 0) in
different participants (patterns). Furthermore the MLBrig of the best explored
types of neural network today which it is due to its broad fadfldpplication p3].

In the field of the problem faced here namely medical decisigport the use of
MLPs has had a steady growth in interest since the 90s. Tdrer&fLPs can be
seen as an established tool in this field todz§; #2].

To further support this decision this section begins witlsaussion of the pros
and cons of the usage of neuronal networks in medical decgipport. There-
after optimizations to the standard backpropagation dlgaras previously intro-
duced are given and a faster converging learning algorigseiected. Then a
few methods for speeding up convergence independentlyec$d¢tected learning
algorithm are introduced. Thereon three different feasedection algorithms are
reviewed and one is selected for the implementation. TH@lswed by an anal-
ysis of the major strategies of parallelizing neural neksaand their feasibility
for the CBEA. The section ends with a consolidation of the aegliacts in the
network setup for the objectives defined in the beginnindnisfivork.

4.2.1 Using neural networks to predict medical outcomes

In medical decision support several techniques are avaifap building clini-
cal prediction rules. Among these are a variety of staiticethods like linear
and logistic regression, discriminant analysis, expeovkmiedge and others. For
predicting dichotomous outcomes in medical contexts tagregression is the
favored statistical approach.

The goal of this subsection is therefore to give a view on tredigtion of
medical outcomes using neural networks compared to legisgiression. The os-
tensible question is: Why should effort be put into the desiga implementation
of a neural network when prediction using logistic regresg$LR) would be eas-
ier to realize and produce better results? Several workpaany the multilayer
perceptron with logistic regression analysis have beetighdul, see for example
[45, 62]. In table4.1the advantages and disadvantages are displayed. This is an
extended version of the table presented4f][ While the advantages should be
clear to the reader, the disadvantages require furthenskgan. The second fact
from the list of disadvantages is thereby excluded a priadesreducing compu-
tation time is one of the driving forces of this work.

Missing transparency and black box character of the newtabark describe
the fact that relationships mapped within the network are taidentify. This is
an obvious issue in that the understanding of the probleoitdgien - which the net
might have found - requires the researcher to be able tqirgethe knowledge the
net has accumulated in its weight matrices. Which is as onesasity imagine
a nontrivial task. Although not very convenient this can bled by applying
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Table 4.1: Advantages and disadvantages when using nezivedbrks compared
to logistic prediction.

Advantages over logistic regression

Require less formal statistical training.

Ability to implicitly detect complex nonlinear relationgds between depen-
dent and independent variables. May produce a model ofegrdescrimina-
tion than LR.

Ability to detect all possible interactions between préalicvariables.
Availability of multiple training algorithms.
Ability to predict outcomes for individual patients.

Disadvantages when compared to logistic regression

Transparency, black box character and limited ability tpliexly identify
possible causal relationships.

Requires greater computational resources.

Model development is empirical and many methodologicalassemain to
be resolved.

Might be difficult to use in the field.

externat algorithms which can extract rules from the networks weightrices.
However, as the main goal of this work is to investigate if @daction is possible
and if so extract the crucial factors this issue has no impaet. Even if it should
turn out in the end that further knowledge is desirable a enteaction algorithm
can still be applied to the final weight matrices.

Another disadvantage listed in the table is the empiricaktbpment of the
network. Although 45] was published in 1996 this is still true today. This is not
to say the tender spot of neural network theory. For exanhgleetare no formulas
or rules to calculate the correct number of hidden nodes fmohlem. Neither
is there a book or a catalog which lists the optimal topolsgieneural networks
for specific problems. And although there are advises to bedan the literature,
to find an optimal or near optimal setting of the network staysial and error
approach. This in turn increases the demand for a fastamifganetwork even
more. Since this reason is also one of the motivations ferwhark, where it is

“Meaning that the algorithm is working independently of treairal network algorithm al-
though it processes the network’s weight matrices.
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tried to improve learning speed by parallelizing, this éags also rejected.

The last disadvantage on the list is the possible difficultysing ANNSs in the
field. What is meant here are the problems that may arise frewith to publish
the acquired network data so others can use it in practice dftcourse, is not
as easy as with the LR where it is sufficient to publish theagsgjon coefficients.
But today’s methods of publishing the results are broader ihahe year 1996.
If the results were really to be published a possibility vebbke for example to
create a web based form like the authors @f] [did and supply the users with
realtime results of their query. On the other hand it is ptetwepublish the soft-
ware implemented during the creation of this work under henosource license
GPLv2 anyway. This will allow any interested person to fyeete and modify
the application. For this reason the usability of a possiseilt is not an issue and
this last disadvantage is also rejected.

Tu [45] concludes his comparison of LR and MLP with the statemegttttere is
no golden rule to prefer one method over the other. While iregarthis is still
true today, several papers proofing the advantage of neeinabrks over regres-
sion analysis in medical decision support are available.

For instance in the publication by Voss et al. in 2062][the researchers
showed that for their task of predicting the risk of coronewgnts in middle-aged
men an ANN could substantially improve risk prediction ca@rgal to logistic re-
gression or a probabilistic neural network (PNN). Theirdasion was that the
MLP may help to prevent 25% of the events where LR and PNN wonlg allow
a prevention of 15% and 10%.

A more recent paper written in 2005 by P.J. Lisboa and A.F&ktak B9
discusses the use of neural networks for decision suppaedrnnoer. They give a
profile of the usage of ANNSs in this field over ten years and shavong other
facts that in most of the trials the use of ANNs was benefioral the traditional
methods and for the remaining trials they performed at lagstell.

Therefore and to answer the initial question: since the MBBeld approach
to solving the task is at least as good as the LR based an#lysiplausible
to make the effort of implementing the ANN and evaluatingdagasets with this
technique. Further on it should not be forgotten that thiskehould also evaluate
if neural networks can generally benefit from the CBEA.

4.2.2 Optimizations of the backpropagation algorithm

Since standard backpropagation (BP) as introduced befo@lyseeds an im-
practical amount of time before converging to a local mimimuneural network
research has always been focused on developing improvadrgaalgorithms.
Therefore several methods for reducing learning time amevkntoday. Among
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these are parallelization strategies of neural networkisadgorithmic optimiza-
tions. While the parallelization strategies are discusatat in this chapter, some
of the algorithmic optimizations are now investigated.

As previously mentioned there are two general schemes bghwigural net-
work learning can be applied: Online learning and batcmiear While Rumel-
hart et al. L7] could show that batch learning converges to a local mininaunch
can give a better generalization capability than onlineniea, it will also take
longer to reach the desired error goal (in terms of a definedhmal MSE).

This is not the case for the optimized algorithms that wemppsed during
the last decades. The majority of these algorithms is basdtiebatch learn-
ing scheme and outperforms the original backpropagatidayhich led to the
decision to prefer one of the faster algorithms over theimgigoackpropagation.

However, when this decision was made the original backgaipan algorithm
was already implemented in an initial version of the neuedimork simulator,
therefore an algorithm had to be found that not only improleaining speed
and respected the given hardware constraints but alsoedlogusing the already
created code base.

In general there are two classes of advances to the standekgropagation
algorithm — numerical optimizations and heuristic apphmsc While numerical
optimizations are usually well known techniques of whicledave already been
investigated back in the ¥7century, the heuristic approaches have been found by
analysis of the original backprop algorithm.

In [33] a comparison of the most commonly used backpropagaticridions
on some of the datasets from the UCI Machine Learning Repgd@bis given.
Although different algorithms perform better on differefdtasets there is one
algorithm which nearly always converges to a low error inimad time. This is
the Levenberg-Marquardt algorithm (LM).

Optimizations of the BP algorithm — the Levenberg-Marquardt algorithm

The Levenberg-Marquadt algorithm (LM) is a non-linear, muital optimization
method which was first presented as a learning algorithmearal networks by
Hagan and Menhaj in 19944)]. The algorithm is a variation of Newton’s method
and was originally designed for minimizing functions tha¢ aums of squares
of other linear functions. However, this fits perfectly witie previously defined
most commonly used performance index for neural netwohesMSE, since it is
identical to the sum of squares when each pattern occuritrdining set with
equal probability. As we will see later, the feature setattivhich is chosen to
solve the predictive task of this work also incorporateslilealgorithm.

For these reasons a brief description of the algorithm is given. Formulad.12
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shows the performance ind&xfor the Levenberg-Marquadt algorithm.

P K
FOO =5 (z(tkp—akp)2> (4.12)

p=1 \k=1

Herex= (wy w, ... WN)T is a vector representing all the weights of the
network. Similar to before when the MSE was defitgds the expected value
of the k! output neuron and thp!" pattern andx is the produced output for the
k" node and the'" pattern. Further doeB denote the set of all patterns aKd
represents all output nodes. For simplidiyx) is written as:

F(x)=E'E (4.13)

WthE=(e;; ... &1 €2 ... &2 ... ep ...e&p)'.ThusEisthe
cumulative error vector for all patterns. From formdld 3the Jacobian matrid

is now defined as follows.
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As the Jacobian is defined the weights can be adapted usifalttveing formula.
Therein all operands on the right side of the equal sign aeeavyls based on the
current state of the network:

wit+1)=w— (T34 pul) "JTE (4.14)

Herel is the identity matrix angu is a learning parameted is the Jacobian of
m output errors with respect toweights of the neural network. The parameter
K which is adapted during the learning process influences déhawor of the
algorithm. For increasing the algorithm approaches steepest descent with small
learning rate while fouu = 0 the algorithm becomes Newton’s method. Initially
U is set to a small value like.01.

If a step does not produce a smaller value FgKk) then the step is repeated
with u increased by a predefined factor. Hfx) is decreased thepn is reduced
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so that the algorithm approaches Newton’s method and threrebnverges faster.
For this reason the algorithm provides a nice compromisedesi the speed of
Newton’s method and the guaranteed convergence of stesgrestnt.

From the description of the algorithm as given above it islgageen that the
number of arithmetical operations required per epoch amdéeded computation
time for each complete forward propagation and the follgmiveight update is
much higher than with standart batch BP. On the other handetresror is reduced
at such a high pace that the total time it takes to reach cabferesults with
other algorithms is much higher.

Nevertheless, although the LM algorithm shows a superiofopm@ance on
function approximation tasks over other available al¢pons, it does not perform
so well on pattern recognitio3B] — which is the task in this work. Another major
drawback are the memory requirements of the algorithm waielquite demand-
ing. These requirements originate from the computatiomodBian matrix which
is done in every iteration of the algorithm and which has aetision ofP x N
whereP is the number of patterns amdlis the number of weights. As one can
imagine, for bigger networks and datasets, this can exdeethemory available
for data and code in a local store of 256KB quite fast.

On the other hand there are modifications to the algoritB®ng] which divide
the Jacobian into submatrices and with this avoid the nestbahg the matrix as
a whole in RAM/LS. But in turn, these efforts create an addaiasverhead for
the management and handling of the submatrices which reateggerformance
advantage of algorithm. Additionally it has to be noted fbatin implementation
of the LM algorithm on the CELL/B.E. only a small portion of thieeady created
code base could be reused.

For these reasons it was decided to chose a different lepahgorithm over LM
as the learning algorithm for the application to be deveatodeshould however
be an interesting task to port this algorithm to the CBEA.

Optimizations of the BP algorithm — the Resilient backprop agorithm

While LM can not always convince on pattern recognition tagiesresilient back-
propagation algorithm49] can. As shown in the performance analysis38][the
resilient backprop (RP) performs best on the pattern retiognilatasets while it
is not as good as LM or others on function approximation taskswever, the
performance on function approximation is not of such gretgrest in this work.
Another interesting fact of RP is that its memory requirera@mé relatively small
compared to all other algorithms (excluding the original BR¥act, it only needs
fourfold the space of the original BP, oNdytes wheréN is the space the weights
occupy in BP. For these reasons the RP algorithm is now dedcribe



4.2 An adequate network for this task 41

The RP algorithm is a heuristic optimization of BP and was pseploin 1993
by Riedmiller and Braun of the University of Karlsruhe and ibt#led “A fast
Adaptive Learning Algorithm”. Like LM this algorithm is absa batch algorithm
which means that the weight update is usually done at the esaah epoch (see
formula4.9, on page32 for reference).

One problem with this update rule in BP is that the arbitrargalde ¢, the
learning rate, has an important effect on the time needeitl cortvergence is
reached. Ifitis settoo small, too many steps may be neededth an acceptable
solution; but when it is too large it will possibly lead to ¢mmuous oscillation and
prevent the error from falling beneath a certain value.

Therefore the main idea of RP is to adapt the weights indeperaden arbi-
trary variable and instead consider the topology of therduactionF as a factor
for weight adaption. For this reason every single weighthertet receives its own
specific update vaIuAu{}1 which evolves during the learning process according to
its own specific sight of the error functidn

This individual update value is computed at the end of eacktlegbefore the
update of the weights) for each weight as shown in the follgWiormula. Please
note that as all values are only valid for a single weight irpac#ic layer the
indexed j andm have been omitted.

Au(t—1)n* , if Ab(t—1)Ab(t) >0
Au(t) = { Aut—1)n— , if Ab(t—1)Ab(t) <O (4.15)
Au(t—1) else

In the equations abovg~ andn™ are predefined real number for which<0

n— <1< n" holds true. On the basis of the calculatsdthe Aw can now be
computed. This is done using the following formula whichnseatended version
of the “Manhattan-Learning’-rule (first case has been ajlded

—Aw(t—1) andAb(t—1) =0 , if Ab(t —1)Ab(t) < O

—Au : if Ab > 0
Aw = AU , if Ab < 0 (4.16)
0 , else

The weight update, which is issued as usually with batchnlagrafter each
epoch, is now simply realized using formyldl.7.

w(t+1) = w(t) —Aw(t) (4.17)

With these modifications over the original batch backpraepiag algorithm the
weight changes are now no more connected to the magnitutde gfadienb but
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only to the sign of two succeeding gradiebfs) andb(t — 1). It can be seen that
Aw is increased until the current gradient has a different g the previous
gradient. Thus, the algorithm accelerates in shallow regio

If the gradient changes its sign it means that the algorithsjmped over a
local minimum becaus&w was too large. For this reason the first rule of equation
4.16was introduced: it reverts the corresponding weight badts farevious value
by settingAw to the weight delta of step— 1 with negated sign, additionally
Ab(t) is set to 0 — this prevents the modificationfaf in the next iteration. At the
same timeAu, which is not used in this iteration, is reduced fpy. Hence, for
the next iteration of the algorithm the weight will have ttzere value as before
the local minimum was passed bt will be smaller. The initial values of the
Aus are uncritical but usually set to a low value lik®®, n* is set to 120 and
n— = 0.5. To avoid underflows and avoid strong oscillation it is Iiert defined
that le— 6 < Au < 50.

It is quite facile to see that the RP algorithm although primgch considerable
speedup over the original backpropagation does not chdwegeasic procedure.
There’s a forward propagation phase (of course, this also for the LM algo-
rithm) and a backpropagation phase which is exactly the sasrie batch BP.
The sole difference is how the summed gradients are usedddyrbe weights,
which is a minimal change to the algorithm.

It further requires memory only for the following matricesieight matrix,
batch matrix, previous batch matrix and delta matrix, whectwice as much of
what the original batch BP needs but considerably less of thiedtM algorithm
requires. Hence, the resilient backpropagation algoritleeds less memory than
LM and is capable of producing better results for the patttassification task of
this work.

For these reasons the RP algorithm was chosen to be implainientee neu-
ral network simulator for CELL.

4.2.3 Other applicable optimizations

In the previous section an algorithm for improving the leagnspeed of neural
networks over the standart backpropagation was selectezlaiim of this section
is to introduce other methods which can increase the speedrokrgence but
which are not directly related to the learning algorithmnkke, we will focus here
on an alternative activation function and an optimizedali#ation of the network
weights. In most neural network publications the activafinction proposed for
sigmoidal hidden neurons is the logistic (log) function lhsven in the following
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formula.
1

= e

The outputs of this function lie in the range (0,1). More prable than the use
of the log function might be the use of the symmetric tanh fiomc[12, 88] as
shown in equatiod.19 While the tanh function is just a linear transformation of
the logistic function it was empirically found that tanh géva faster rise to con-
vergence. Another reason is that the outputs produced bgnensyric sigmoidal
functions are on average close to zero. The following foarshows the tanh
functions and its relation to the logistic function.

(4.18)

f(a) =tanh(x) = 353 13&:3 (4.19)

In [87, 8§ it is further proposed to use a modified hyperbolic tang&nbyn as
tanh2 from now on) as shown in equatir20so that the variance of the outputs
of the function is close to 1.

f(x) = 1.7159*tanh(§x) (4.20)

Due to the benefits which are reported in the cited literatiisefunction is im-
plemented in the neural network simulator for CELL.

Another optimization that has a significant effect on théntrey process is the
optimization of the starting point of the search — the itizetion of the connec-
tion weights. While there are several suggestions on howitialine the network
weight, for example to draw the weights randomly from a umfalistribution
with special attributesd8], the method which usually yields the smallest error and
fastest convergencd][for three layer networks is the Nguyen-Widrow method.

The Nguyen-Widrow method which was developed in 19§ pchieves this
by initializing the weights between input and hidden layertisat they are dis-
tributed fairly evenly over the range of the inputs. This tvas major advantages
over randomly initialized weights. First, fewer hidden tsrare “wasted” since
the active regions of all units are in the input space andredbe speed of con-
vergence is enhanced due to the fact that each area or inbéee input space
has active regions.

In the following, the steps for weight initialization, asoposed by Nguyen and
Widrow and as implemented in the neural network simulatoCfiLL in a neural
network for the weights between input and hidden node larershown.

* initialize matrix with random numbers in the range (-1, 1)



44 4 Artificial neural networks

 normalize all input weightsj; to a hidden nodeusingw;j; = wijn; where

. 1
N
S i—oWs

» define a scale factdf = 0.7HT1, whereH is the number of hidden nodes
andl is the number of input nodes

« adjust the weightsijj of all weight vectordM usingwij = wijF

« adjust the bias weights for each hidden nottewh = sign(wi1)Fs where
2 .
S=pf-1l—1

* in the last step the weights are now linearly scaled to aticion the differ-
ent ranges of the inputs and the active ranges of the activainctions of
the hidden nodes

4.2.4 Feature selection

A training pattern which is fed into a supervised learningpaithm like a neural
network is built of a set of attributes. Each of these attebunas a different impact
on the performance of the prediction. The aim of a featurecti®in algorithm is
therefore to select the appropriate attributes or featwhesh are most important
for a given classification task.

The classical definition of an appropriate set of features $&t in which no
correlated and irrelevant features are contairddl [This optimal set of attributes
will make the classifier more efficient, the understandingha classification
model easier, the ability to generalize better and the dagaisition cheaper be-
cause the number of variables which have to be collectedngmzed. In this
work the feature selection algorithm is especially imparrince it might reveal
the most crucial factor(s) from the presented datasethiéoptediction of weight
loss. In general, feature selection algorithms usuallizetone of two main mod-
els.

The first is the filter model which is driven by the classicafimiéon of an
optimal feature set as given above. It operates indepelyd#ithe actual classi-
fication algorithm and can be seen as plugged in betweenitia input features
and the induction algorithm; this is illustrated in figuteé. As detailed by John
et al. in 1994 26] this technique has several drawbacks. Primarily its ietep
dence from the performance of the induction algorithm ibfmatic. Therefore
John et al. claimed that the filter model should be replaced byore accurate
approach: the wrapper model.
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As shown in figured.6in this model the feature selection method wraps around
the induction algorithm. Hence, it is possible to evalubteresults of the induc-
tion algorithm directly and extract the best performingtéiea subset in the end.
But therein lies also one of the disadvantages of the model:s#tarch for the
best performing subset needs a lot of runs of the inductigarghm which can
make the approach unfeasible very fast. Different algorgihave been proposed
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Figure 4.6: A sketch of the wrapper model for feature subsletcson.

to address this problem. Three of these shall now be reviewid order of their
publication. In the end a conclusion is given which supptirésselection of the

ANNIGMA wrapper approach as method of choice.

NNFS

The neural network feature selector (NNFS) was introduoet®®7 by Setiono
and Liu of the National University of Singaporél]. As its name implies it has
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been developed for neural networks only. The NNFS folloves\ilmapper ap-
proach but it is very tightly coupled with the learning aligiom. In fact the ANN
backpropagation error function is replaced by an augmestiext function. This
function which is minimized using a quasi-Newton learnitgpaithm consists of
two parts. The first part is a measure of network accuracy hedécond is a
measure of network complexity.

NNFS is based on the idea that a network will have connectieights with
large magnitude only for those inputs that are importantlier prediction. On
the other hand attributes with smaller weights are not aorapt and can be
removed from the network’s input vector without a strongrdase in network
accuracy, if the network is retrained.

Attributes which should be removed are identified as followst first the
network is trained with all attribute until the minimum required accuracy is
reached. ThemN new neural networks are created which have exactly the same
connection weights as the original trained network exdegit the connections of
one attribute from input to hidden layer are set to zero.

These new networks are then tested and ranked accordim@dtueiracy on the
test set. Starting with the highest ranked network it is nealweated how the
network performs on the test set when it is retrained withtthiming set. If the
currently tested networks accuracy is not below a thresiwiidh is previously
defined it is set as the new “original’ network and the featunéch had its con-
nection weights set to zero is removed. The algorithm tesua® when none of
the ranked networks can deliver a network accuracy withénrémge defined by
the threshold. Thus the algorithm runs as long as its passilemove features
without degrading the prediction performance beneathtaicethreshold.

Setiono and Liu tested NNFS on six artificial datasets and feal world
datasets. All of them were gathered from the UCI RepositdfyThey reported
that for the artificial datasets the algorithm was able tatidie the relevant fea-
tures in most of the experiments and in the real world dagasebuld eliminate
a great number of attributes from the original set and thenaprove prediction
performance over the original neural network.

A DistAl based genetic algorithm (GADistAl)

The use of genetic algorithms (GAs) in combination with a¢aetworks or neu-
ral network structures is possible in a variety of wagg[In 1997, Yang and
Honovar B7] proposed a GA for subset selection of features for neuraVvord
learning. This wrapper-like approach is supported by teetfeat GAs are gener-
ally quite effective for searching large multimodal seasphces while ANNs are
particular effective at finding a fine-tuned solutiaY]

Nevertheless, since a typical run of a GA involves many geimrs and as
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every single individual of a generation (network with ditfat attribute configu-

ration) must be evaluated (trained) using the fitness fandtiate the accuracy of
the network) the naive approach to this proposal is unféasiderms of compu-

tation time. Additionally, Yang and Honovar note that sitice space of network
topologies has to be searched on top of the attribute spaathputational de-
mands of this approach are even more increased.

For this reason the researchers suggested the use of Dssté¢ anduction al-
gorithm. DistAl is an inter-pattern distance-based cartdive learning algorithm
developed by Yang et al. in 19936]. The algorithm generates a multilayer per-
ceptron with one hidden layer of hyperspherical threshelgrons. It starts with
an empty hidden layer and begins to add neurons one at a timisidone using
a greedy strategy that ensures that each hidden neurorcitpoiassifies a max-
imum of training patterns belonging to a single class. Padtéhat are correctly
classified are removed from the training set. The algoritarminates when the
set is empty, that is when the whole training set is corredtgsified.

As one might already have assumed the computational expéresaluating
which patterns belong to a single class and modifying thegktsiand thresh-
olds of the constructed network is far less expensive thainitrg the network
using conventional methods. Nevertheless, the researcbpgorted that the cre-
ated classifiers were quite comparable to neural networkshwhere trained us-
ing standart algorithms. Additionally, DistAl finds an aptable solution to the
network topology problem.

On this basis the GA was implemented around DistAl using &-taased se-
lection strategy. In general the algorithm works as alresiabtched above: Each
feature subset is an individual of the population and isesgnted by a binary
vector in which each element indicates that the corresponigiature is used (1)
or not used (0) in this individual. For every individual DAétreates a neural net-
work. The fitness is evaluated using the accuracy of the haataork on a test
set and the cost of the acquirement of the features used. cBt@fcacquirement
is a measurement for the risk or financial cost of gatheriegstlected attributes.
The idea behind the introduction of this additional ternoiptovide an additional
variable which might allow the GA to produce results havingpad accuracy at
moderate risk/cost.

Like the NNFS algorithm the GA was also tested on the dataxfetse UCI
Repository. The first thing the researchers noticed was Heat3A using the
combined fitness function outperformed the GA using the @mydonly fitness
function in every experiment in terms of number of featugEneralization ac-
curacy and the number of hidden neurons. The argumentairahis finding is
that the combined approach forces the reduction of the nuwibieatures and
therefore leads to a better generalization performance.

It was also shown that GADistAl delivered very good resultsiee UCI Datasets
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compared to other feature selection methods at the timeegbublication of the
GADistAl paper. In fact, it outperformed all previously diga methods includ-
ing NNFS in terms of network accuracy. However, these resulist be seen
critical, since the individuals (networks) produced by @ were only evaluated
using the same dataset which was used for their training.r&&legeneralization
performance of GADistAl is therefore not known.

ANNIGMA

The ANNIGMA wrapper approach to fast feature selection feunal networks
was introduced in 1998 at the 10th IEEE Conference on Tools Alitin Taipei
by Hsu and Schuschel]]. The approach is also supported B yvherein it is
explained why a heuristic guided wrapper approach can keetafé. As reasoned
in more depth in the next section the ANNIGMA wrapper is thethmod which
was selected to solve the objectives defined in this work. réfbee it will be
described in more detail than the previous approaches.

ANNIGMA is an abbreviation for Artificial Neural Network Inpg Gain Mea-
surement Approximation and represents a heuristic metbodifected feature
subset search. This search is done on the basis of a releranidrg of all fea-
tures. The relevance is hereby defined by the trained cannegtights and the
classification performance of the neural network on a test Sence the algo-
rithm is not relying on the weights alone the impact of ocoaal occurring errant
weights can be minimized.

For the actual selection of features several search skeategve been proposed.
These are forward selection (FS),greedy backward elinngBE), backward
elimination with backtracking (BEB) and backward stepwismglation (BSE).
While FS starts with an empty set of features and greedily dldelsiext best
ranked feature, BE and BEB both start with all features andtitexly remove
the one with worst ANNIGMA score. The difference is that BEBIwidd the
removed feature again when the performance degradatioighemthan a pre-
viously defined delta while BE just terminates the search aes the previous
subset configuration. BSE is similar but makes uses of a maorplex rule set
and will remove or readd more features at once.

The researchers found that different strategies are mgm@ppate than others
on specific datasets. FS performs well for datasets thatradyg a small number
of features. As it is also the fastest search strategy itse ecommended for
datasets with a large number of features. On datasets witly features BSE is
also very effective while it is more conservative than FS mbeopping features.
It is also considerably faster than BEB. BEB on the other hantbpas quite
well on datasets having a smaller number of features. Fgelaets it is very
slow due to its single step (single feature at a time) backing procedure an
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may also include too many features in the result. The pure BEkswgatisfying
for most of the datasets but may remove important featuresuse of the lack of
backtracking.

As said before ANNIGMA similar to NNFS operates on the cortioeoweights
of the neural network. Both approaches make use of the psopethe learning
algorithm to assign low weights to nonrelevant featurestagl weights to more
influential features. ANNIGMA is based on a three layer pptiea using back-
propagation learning. For such a three layer MLP in whichialtlen nodes utilize
the same sigmoidal activation functigf the value of an output nocﬁ having a
linear activation functiorgﬁ can be expressed as follows.

A=G>F (Z ailWij> Wik (4.21)
] i

The notation is oriented on the introduction of the MLP asprged starting from
page28. Thus, thea" represent the output of a nodef layerm. Formthe pos-
sible values for the three layer MLP here ar@,B representing the input, hidden
and output layer, respectively. For= 1 it is assumed in the ANNIGMA model
that no activation function is used. Thus, the elements efitiput vector pass
right through the input layer without being changed and inpades are simply
the injection points of the input vector elements to the wekwAs before thev;;
are the connection weights between no@ad nodej. In the formulai, j andk
correspond to the input, hidden and output nodes.

With the given formula it is possible to isolate a single inplement/nodéand
represent the remaining weighted node inputs as a consthré@; which acts
as a setpoint on the curve of the hidden node activation ifumct

a;=g¢y o (alwij +Cij) wik (4.22)
J

Although of this simplification the function is still to cortgx to analyze directly.
Therefore Hsu and Schuschel decided to approximate tHeétdtive gainG of a
particular input nodeto a specific output nodeby substituting a linear factd¥
for the sigmoidal activation functiogf. To reduce the error of this approximation
the input values have to be scaled to the same range, whictlamasin this work
as described in chapt@r6. After the substitution formuld.22is transformed to
formula4.23

=0y F (3w +Cij) wik (4.23)
J

The local gainLG is then defined as shown in formua24 And sincegﬁ andF
are common factors to the ANNIGMA's numerator and denonanttey can be
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dropped which leads to formuta2s

A 3
LGik = il'{ (4.24)
Ag
LGik = z |Wijok‘ (4.25)
J

The final ANNIGMA score which is the basis of the ranking foetheuristic
search algorithms is then computed usingltfenormalized to a scale of 100:

LGik
ANNIGMA, = m*loo (4.26)

This ranking is done in every iteration of the outer loop & &NNIGMA wrap-
per. In this loop (wrapper cycle) the next feature subsetliscsed based on the
ranking and the classification performance of the networikkvis evaluated in the
training cycle. The selection is performed using one of #erch strategies. In the
inner loop (training cycle) the network is trained using tewvenberg-Marquardt
algorithm and the given feature configuration and testediémyeiteration of the
10-fold-cross validation against the remaining"block. Thereby the test er-
rors and the annigma scores of each of the 10 runs of the twlsgalidation are
summed up. These sums are the basis for the evaluation &fahe¢ selection by
the search algorithms. Additionally, it is compared if therently achieved error
sum is the smallest sum of errors until this iteration. I§tisithe case the attribute
configuration is stored. For the analysis of the performasfadie ANNIGMA
wrapper in the original publication the wrapper cycle itseds run 30 times. For
every iteration, after the wrapper cycle terminated, tloeest attribute configura-
tion was used to average the test error on the hold out ddtaseten independent
training/test runs of the network. The best performing $déeatures is then se-
lected based on this averaged error. An overview of the vaiagpd the training
cycle in pseudocode is shown in algorithm 1. ANNIGMA was ssstully tested
on several UCI datasets and in two real-world applicationsghigyresearchers.
Comparing the results on the UCI datasets ANNIGMA could oditper most of
the recent advances in terms of the number of features aulitpos accuracy.
However, it could not achieve such good results as GADisMdvertheless, the
values provided for GADistAl have to be seen critical as theyre only deter-
mined for prediction on the training set. Additionally, GAEPAl handled feature
reduction quite conservatively.

The researchers conclude that ANNIGMA offers an intergstipproach to the
wrapper model for feature subset selection but on largesdaiastill requires
a lot of training cycles. This could be improved however iwibuld be known



4.2 An adequate network for this task 51

Algorithm 1 The wrapper cycle and the training cycle of ANNIGMA
function ANNIGMA-WRAPPERT rainingDatasetHoldoutDatasex

net«— newMLP > create a new MLP feedfwd network

n— 10 > set the number of validation cycles

A — {Attributes@} » setinitial A depending on selected search heuristic

term«— false > set termination variable for wrapper to false

heuristic— {FS BE,BEB BSE} > set search heuristic

while term== falsedo > wrapper cycle
total_err — 0

total_ann< 0
TD < randomlyOrde(TrainingDatase}

fori<—0,..,n—1do > training cycle
netInitWeightg) > reinitialize networks weights
nettrain(A, TD—TD;) > train network
neterr«— nettest/A, TD;) > test network

total_err — neterr+total_err
ann«— calcAnnigma&A, netweightg), neterror) > ANNIGMA
total_ann«< ann+total_ann
end for
if total_err < besttotal_err then > keep only best feature subset
besttotal_err — total_err
BestA— A
end if
[A,term] < selectAttribute@A, Attributestotal_anntotal_err, heuristic
end while
return (BestA, besttotal_err)
end function

how many training cycles are really needed to allow the atadn of the optimal
feature subset through the ANNIGMA heuristics. In the enthefpaper they also
note that since there are still datasets in the UCI reposaarwhich no feature
selection strategy works satisfyingly well for the globataket it might be needed
to discover algorithms which are able to find locally relevaitribute selections.

Choice of a feature selection algorithm

The three algorithms introduced above have all deliveremtigesults on the se-
lected datasets of the UCI repository. However, only one @seh for the final
implementation. The prediction performance of all thregoathms and the pro-
duced number of features is summarized in tab2 Additionally, the perfor-
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mance values of a neural network using the initial numbereatures is given.
The table is an extended version of that shownlif].[ Therein also the datasets
are described in detail. It is also required to note that tieetable only allows a
rough comparison of the algorithms, since they have all baarwith different,
unknown parameter sets (learning algorithm, number of lepogreprocessing,
etc.).

The table shows that GADistAl performed best in terms of amcyiwhile AN-
NIGMA usually produced the smallest feature subsets withse/tut acceptable
prediction results. Although NNFS also performed well oa tatasets it can
not keep up with the results of the former algorithms. Fos ti@ason NNFS is
discarded at this point from further consideration. On ttleeohand GADistAl
delivers very good results, has the GA-typical potentiapi@rallelization and ad-
ditionally solves the network topology problem. Neverdssl, the performance
numbers acquired with GADistAl are hard to rate as the asthave evaluated
the network’s prediction performance using the trainingadand therefore the
delivered results allow no statement about generalizg@formance.

Another aspect is that - although the GA has the potentigb&mallelization -
the use of DistAl requires the creation and maintenance ofdistance matrices
which grow quadratically with the size of the training setnc® the local store
of the computation cores of the CBE are quite small this woutibably lead
to a lot of data transfers between local store(s) and mainanemin addition
the GAs selection of features seems to be quite conseryaticemparison with
ANNIGMA or NNFS. A good example therefor is the vote datad#thile AN-
NIGMA and NNFS identified two features as the main input valea, GADistAl
holds up the accuracy and keeps nine features in the set. b€hmvior could
make finding the most influential features for predictiondhdt might however
be overcome by adjusting the costs of the features.

Anyhow, it was decided to use ANNIGMA as the feature selecticethod
which will be used in this work. ANNIGMA seems to produce a imal set of
features with acceptable generalization performance 6bdihe box”. Another
advantage is that the ranking of the features is directlwadele from the calcu-
lated ANNIGMA scores. Which is beneficial for the determinatiof the most
important factors. Finally, the authors of the ANNIGMA wgagr approach are
the only researchers allowing an in depth look at their atigor since they also
published the MATLAB code of their work.
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Table 4.2: Performance of the different feature selectlgoréghms. The values
have been taken fronl], 61, 37]. The bold values are the minimal number of
features or the minimal prediction error in percent for theresponding dataset.

Dataset NN ANNIGMA GADistAl NNFS
Feat# Err% | Feat# Err% Feat# Err% Feat# Err%
3P 13 9.3 3.0 0.0 6.6 0.0 N/A N/A
+14.7| £0.0 400 | +1.6 +0.0
Monk3b 15 2.8 2.2 2.8 N/A N/A 3.9 1.6
+00 | £04 4+0.0 +1.8 4+1.7
Cancer 9 4.2 2.8 4.6 54 0.7 2.7 59
4+6.3 | +1.1 +25 | +14 +09 | +1.0 <+1.0
Credit 15 140 | 6.8 12.0 | 8.0 8.5 N/A N/A
+21 | +£28 411 | +£2.1 4+2.8
Heart(Clv) | 13 22.8 | 3.3 239 | 7.3 7.1 N/A N/A
+44 | +2.2 403 | +1.7 4+3.6
Heart(LB) | 13 20.0 | 2.8 227 |71 9.0 N/A N/A
+00 | £1.0 425 | £1.7 457
lonosphere| 34 11.4| 3.0 111 | 173 14 N/A N/A
4+39 | +14 434 | +35 424
Pima 8 24.1 | 2.5 247 | 3.8 205 | 2.9 25.7
+50 | £+09 +40 | £15 +3.1 | £0.2 +£3.3
Promotors | 57 345| 2.3 29.1 | 28.8 0.0 N/A N/A
+6.5 | £0.6 +3.0 | £3.3 +0.0
Sonar 60 158 | 105 195 |30.7 2.8 3.9 6.2
+3.2 | £3.0 +20 | £3.7 +£29 | £0.8 +£2.8
\ote 16 3.2 2.0 3.2 8.9 1.2 2.0 52
4+00 | +0.2 +0.1 | +1.8 +1.2 | +£0.2 +1.6

4.2.5 Parallelization of neural networks

Due to the computational demands of artificial neural neteoe idea of using
their natural given parallelism to increase the traininfguod classification speed
is not new. In 1992, Tomas Nordétn and Bertil Svenson published a paper
about using and designing massively parallel computerardicial neural net-
works [72]. Therein they identified four main strategies of paratiely ANNS:
training session parallelism, exemplar parallelism, npderallelism and weight
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parallelism.

In the following those four strategies are analyzed forrthse with the CBEA.
The analysis is supported by the work of Pethick et al. phblisin 2003 48].
Therein all four methods were dissected for the use on aerlasimputer with
a maximum of 32 Pentium Il nodes. The decisions and remarkkisnpaper
provided a good guideline for an efficient implementationtbe CELL, since
when applying a parallelization strategy on a cluster ofesocbnnected through
a 100MB switched ethernet LAN the communication cost is w@rable more
crucial than on a multicore architecture with a high bandkvidterconnection.

Thus, methods giving a significant speedup on a cluster ctenghould, in
principle, also give good results on the CELL. On the othedhtis possible that
methods which were discarded on the cluster yield good peegnce on CELL.
The analysis, description and selection of the paralletinsstrategies is followed
by a discussion of the suitability of the vector/SIMD ingtiion sets in the CELL
for neural network simulation.

Training session parallelism

Training session parallelism is based on the fact that tlckgyapagation learn-
ing algorithm might need several attempts to find a good iflassince it can
get stuck in local minima during the search. As describecatisn4.1.4a near
optimal solution can normally be found by changing the stgnpoint of the algo-
rithm in the search space thus running the algorithm meltiphes using different
initial connection weights.

The idea behind training session parallelism is therefmsrmply spread those
independent, consecutive runs across the available catgunodes and select
the best performing network in the end. This strategy candpeaally useful
when searching on a very noisy error surface. Training sessarallelism is
ideal for parallel execution because it requires no compatian and is there-
fore not susceptible to the law of diminishing returns (acsgecase of Amdahl's
law) and should theoretically lead to peak performance. \dllemodes are uti-
lizing the same architecture this technique is additignediry convenient since
no code modifications are required because the sequemalthim can be run as
is. However, for the CBEA this is not quite true since the usdrwant to take
advantage of the powerful vector/SIMD instructions ava@#son the architecture,
which might make it necessary to improve the code manualtyetooptimal re-
sults.

Allin all the training session parallelism is an interegtgtrategy but no specific
study of a parallel algorithm for neural network learninghefefore it was not
implemented on the CBEA in this work.
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Weight parallelism

Weight parallelism is the most fine grained approach to fEizhg neural net-
works. The idea of this strategy is to calculate the inpuhaig to the neurons
on the next layer in parallel that is the weighting of the agpof the previous
layer is parallelized. The summing is done using an appat@EBommunication
scheme. This approach is probably most useful for an arrayamly small not so
powerful nodes with high speed interconnections. A modgstesn similar to the
connection machine as developed by Hillis et/ [might be a good platform for
the application of this strategy. For the CELL/B.E. as for astgducomputer this
strategy does not seem feasible since it needs a large nwh{@ort) messages
and the computation time for weighting a single input valalees considerably
less time than transferring the data to the computationdéndptimizing this
strategy to make it more for feasible e.g. by combining theitng and sum-
ming operations for one specific neuron so it can be done ormloster element
and thus reducing communication load leads more or lessrianta of the node
parallelism which is the next strategy to be discussed.

For these reasons this strategy was also not considereahjidermentation on
the CBEA.

Node parallelism

Node parallelism makes use of the natural parallelism ofalewetworks im-
plied by their structure. This strategy in its most basiorf@llocates every single
neuron to a node of the cluster. Thus, every cluster elemetdcompute the
activation function of one specific neuron. As this wouldde¢a a comparable
inefficiency as in weight parallelism a number of neuronsief¢ame layer is nor-
mally mapped to one cluster node along with their associ@aiedection weights.
Thus, the cluster nodes not only compute the activationtiomof a number of
neurons they also multiply their input values by the coroesjing connections
weights and sum them together.

In the following it is also assumed that the last layer of kiddodes addi-
tionally holds the weight matrix to the output layer and heeatso computes the
partial sums of the output layer. This last constraint isgieén in the paper by
Pethick et al., however, their formula for the number of rages which is dis-
cussed below can only be achieved when combining the ladehithyer and the
output layer. If online learning is required the maximalgllism achievable is
the layer parallelism meaning that only the output of allnoes belonging to a
single layer can be computed in parallel. The reason is:ctbaroutput values
of those neurons are mandatory for the computation of thelaga&r. However,
if batch learning is used a pipeline based or buffered amgprodath a subset of
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processes for every layer could be realized.

Although node parallelism generates a relatively large memof small mes-
sages with a good neuron-to-cluster node mapping it coald 1e a speed up in
comparison to a sequential version of the algorithm and veasé implemented
by Pethick et al. on their cluster computer. Note: the athariimplemented by
the researchers is an algorithm based on online learning.fdllowing commu-
nication scheme was used for forward propagation:

1. The Master broadcasts the previous layer’s output vector
2. Each node computes its subset of the current layer’s bugator.

3. The Master gathers the current layer’s output vector fatimodes. Go to
1 until last layer is reached.

and for the backpropagation:

1. The master scatters the sum of products of deltas and tsdjgdrtial delta)
of the preceding layer (closer to output layer) to the nodes.

2. Each node:

» computes the delta values for each assigned neuron byphyirity the
derivative of the corresponding activation function arelplartial delta
(see eq4.6, pg. 31for reference).

» computes one addend for the partial delta for each nodeqdrévious
layer (closer to input layer) by multiplying the deltas o€kaode with
its corresponding incoming connection weights.

» sends these addends to the master.

» adapts the connection weights using the output of the pusviayer
(which is still known to the node from the forward pass).

3. The master sums together all addends of one node of thepselayer
(partial delta) in preparation for the next round. Go to lilunput layer is
reached and all weights are adapted.

Based on the given procedure the total number of messagesdieene epoch
of online training was evaluated. Initially, the masterdthe input values and
the expected output values to each of the cluster nodesn@3®4+ 1 messages,
whereP is the number of processes or computational nodes. Sincedseer

itself is such a node one message can be omitted. Then, aéterodes have
finished processing these inputs they would send theirteebatk to the master
which would then spread these again to all the nodes. GiViadihal number
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of messages witliH + 1) « (P — 1) for one pattern, wherél is the number of
hidden layers. For unknown reasons #8][ it was decided to use a different
communication pattern to broadcast the results computatidoyodes. In fact,
they used a tree based broadcast method, communicatinggtksrfrom every
node directly to every other node. Therefore their approaghires sendingP —

1) +H *= Pxlogz(P) messages. As said before it is not clear why they used this
method because as shown later for exemplar parallelismdReghal. also chose

to use the other approach. They might have done this in codexdp the message
size small or to do a partial summation of the final error alyean the way to the
master but it is not reasoned in the paper.

For the backward propagation there are(P — 1) messages to be sent. This
describes the master scattering the error vector to eveatg and, after updating
and computing, the nodes sending their error contributaarkbo the master. This
results in a total number of messages for one epoch as imptechby Pethick et
al. as shown in the following formula

L-2
#Messages= T x ((P— 1)+ Zl (Pxloga(P)+ 2% (P— 1))) (4.27)
i=
and theP — 1 based approach as shown in forml28

#Messages= T x ((P—1)+E§4*(P—1)> (4.28)

In the equations abouedenotes the number of layers (including input and output
layer) andT is the number of total training patterns. Albeit the numermes-
sages which are generated when using this approach thealesesareported a
significant speedup. They further found a strong corretabietween the perfor-
mance and the size of the network when driving the tests ket layer MLPs
with increasing node numbers. The smallest tested netvinank tested had 250
input nodesN and the biggest network had 2000. The remaining two layeewer
always adapted to b%l\l nodes for the hidden layer ar%N nodes for the output
layer. The networks were also tested with different datassts ranging from
100 to 20000 rows but only a very weak correlation betweeasddtsize and per-
formance was found. The worst case for node parallelismeaeethre a small
network size with a large dataset which will lead to messatgntcy determining
training speed and hence a degraded performance.

As it is expected that the node parallelism strategy canigecw speedup over a
non parallel neural network it was selected for implemeoiadn the CELL/B.E.
Additionally and much to the support of this choice, the heag algorithm used
in this work uses a batch update scheme and should therdfovwe asuperior
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performance in comparison with the work of Pethick et al. é\ldtowever that
for reasons of simplicity in the first implementation of noakrallelism for the
CELL architecture the advantages of the batch update foopednce improve-
ment against online update were disregarded. Due to timstreonts an opti-
mized version of node parallelism was only theoreticallgigeed. Thus, the cur-
rent implementation of node parallelism (chapdet.? could also be used with
an online learning scheme.

Although it is quite probable that node parallelism will lesd$ efficient than
exemplar parallelism, it should be interesting to investeghow the size of the
hidden layer influences the speedup and how the approaassedh rising di-
mensionality of the network on this new architecture.

Exemplar parallelism

This strategy uses the training dataset as base for thdgiaiation in that the

dataset is spread across all computational nodes. All cetiedes have a full
neural network on their own. Each of these networks is iliuta with the same
state that is the same weight matrix values. Then the nowe®gses train their
local nets using a offline learning based scheme. Therelfptivard propagation
phase is run as is using the assigned dataset rows of thesproBat instead of
adapting the weights when running the backpropagation #ightschanges are
accumulated in a weight change matrix. After each epoch thigiw change

matrices from all nodes are summed up and averaged over tddentonber of

presented patterns. The result is a gradient matrix whiclsél to update the
original weight matrix. For the next epoch this new weighttmxareplaces the

former matrices on all cluster nodes. The steps of this dlgarare summarized
as follows:

1. The network is initialized on a master node.

2. The master sends the corresponding part of the datasetrpreode.

3. The master broadcasts the neural network’s weight miatexery node.
4. Each node:

» computes the weight change necessary for all of the inptenoe for
the received training set and accumulates their weight gggim a
matrix.

 sends this matrix back to the master.
5. The master uses the received matrices to modify the afigmatrix. Go to

3 until stopping condition (convergence, maximum numbaetesations) is
reached.
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It is obvious that this technique should allow a significgpeéedup over the se-
quential training. The only requirement is that the dathastenough rows so the
distributed training can compensate the communicati@ntat for the transfer of
the weight change matrices to the nodes. When using a smateclaf maxi-
mal 32 nodes like48] or 8/16 nodes like on the CBE/double CELL blade this is
usually not a problem.

The number of messages necessary for the training of ondégoc

#Messages- 2« (P—1) (4.29)

The number is preferably small since there are only two brasidmessages nec-
essary. This is also the reason why exemplar parallelismdesdified in 3] as
the preferred strategy for neural network parallelization

It is facile to see that the performance gain exemplar paisth can deliver
requires batch learning. The use of exemplar parallelisaombination with on-
line learning will lead to a degradation of performance.slikiobvious as a global
weight matrix update would get necessary for every singleepa converting the
parallelization strategy back to a very slow sequentiad@dlgm. In contrast, node
parallelism may also give a performance improvement whdmetearning is
used. The performance results report by Pethick et al. femgiar parallelism
are convincing: A maximum speedup of 16.66 for all 32 nodesdctbe achieved.
As expected the researchers further found that exemplail@lesm exhibits a
strong correlation between dataset size and performartcenbua weak corre-
lation between network size and performance. However, éoy large networks
performance may degrade. This is apparent since the sizeeofdtwork deter-
mines the length of the messages to be sent. When the netwlargésenough
the transfer latency for the weight matrices might overshathe performance
benefit of the distributed calculation.

Anyways, the good performance results reported for exerpalallelism makes
it an inevitable candidate for the implementation on the CHB.E. For the CEL-
L/B.E. implementation of exemplar parallelism it is also egfed that the point of
degradation reported by Pethick et al. due to network siteisanuch later be-
cause of the much higher communication speed between thg iSRBBmparison
to the nodes of a cluster computer.

Vector/SIMD extensions for neural network simulation

In the previous sections the parallelization of neural weks across the process-
ing elements was discussed and two strategies having tleat@itto decrease
runtime were selected. In the CELL/B.E. however three levesaaallelism are
available. These are thread parallelism — since the PPExeante two threads at
once, core parallelism — as discussed previously and dagbdarallelism (DLP).
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The suitability of DLP which is supported through the vefStkMD extensions
on PPE and SPE for the neural network algorithm is examinederollowing.
To exploit these extensions to achieve a further speeduppoaftthe chosen par-
allelization techniques two general requirements must be rkirst of all it is
needed that the performed computations use operands waiche read from
contiguous memory locations. And second, the precisiouired for the results
should fit to the vector extension i.e. it should be possiblgse the most efficient
operands on the specific hardware without losing so muchgecthat the re-
sult is rendered useless. In the case of the CELL/B.E. the peeff@recision for
floating point operations is therefore 32-166.

An analysis of the presented learning algorithm shows #xgirement one is
fulfilled directly. In fact, the most time consuming opecais of the algorithm are
matrix-vector operations which are perfectly suited fa& Wlector extensions. And
since the results produced by such vector operations aneatigralso stored in a
contiguous way the remaining operations (i.e. activatiorction) which process
these values also meet this criterion by design. The seauuirement is also
satisfied since Holt and Hwang could show that for a neuravowt of the MLP
type even a precision of 16-bit is sufficient in most of the lagpionsg4]. A
thorough analysis and comparison of the suitability of ssvBIMD extensions
for neural network training has been done by Stfjyif 2003. Therein he made
several observations. First of all he noted that a mediungtodcceleration of the
learning algorithm could be achieved on all vector extemsiested. Further on
he noticed that SIMD-parallel fixed point operations areagisvfaster than their
SIMD-parallel floating point counter parts. And finally heufal that the vector
extensions giving the most speedup to the learning algontlere AltiVec and
MMX while AMDs 3DNow! provided the highest performance onreiloat-
ing point operations. Strey closed his work with proposdlsrdancements of
the vector extensions which would allow to improve learngpged even more.
Thereby he particularly criticized the inability of someitsrto round low preci-
sion integer results which denies the use of a fixed pointagmbr on these units.
A feature the well performing AltiVec unit is capable of.

The conclusions of his findings for this work are that, as es=iiearlier, the
use of SIMD instructions for neural network learning shoaddiver a significant
speedup over a purely scalar implementation and that tiisidtnold especially
true for the CELL/B.E. since the vector extension of the PoWecBre is an Al-
tiVec unit and the SPEs are vector processors which are eves powerful than
the AltiVec unit in terms of speed and the number of registdssa further speed
improvement the use of SIMD integer operations on 16-bitdfigeint encoded
floating point numbers (8 operations at once) instead of Sf\ating point op-
erations with 32-bit floating point numbers (4 operationsrate) is an option.
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4.2.6 Setup for performance evaluation and prediction

In this chapter methods and algorithms have been reviewddelected which
should allow to speed up network learning compared to commseguential im-
plementations and to solve the predictive task as definddgmiork’s objectives.
Thus, what is now needed is the conflation of all those comgidas to setup
the parameters of the different neural networks. At hancethee two classes of
tasks : the performance evaluation of the created pamdl@n strategies and the
evaluation of the previously described datasets using thRI&MA wrapper. In
the following the setup parameters for both classes arepted.

Network setup and datasets for the performance evaluation

To explore if the speed of neural network learning is imptbgeer common, se-
guential implementations when applying parallelizatitnategies to a heteroge-
neous, multicore architecture like the CELL/B.E. and to pleviesults which are
comparable to other studies of parallelized neural nets/(fide example48]), a
special setup is needed which is now described48hthe two selected strategies
were evaluated using different sized three layer perceptatong with different
sized datasets. The network topologies were thereby seg dsi- %N — %N,
whereN is the number of input nodes. Values usedNbwere 250, 500, 1000
and 2000. On the other hand the evaluation of the behavidneoparalleliza-
tion strategies on the size of the datasets was tested by dabasets with 100,
1000, 10000 and 20000 rows. Where the number of input parasreste output
parameters per set was determined by the network topoldgyrdsearchers fur-
ther conducted their performance evaluation for speedtigmihe strategies by
measuring the execution times with different numbers otesses. The number
of processes used were: 2, 4, 8, 16 and 32. To create a compmeteparable
analysis it would be required to use exactly the same ssttifgch is not possible
here due to two hardware constraints.

At first, there is the fact that even on the dual CELL blade tlaeeonly 16
SPEs (+2 PPEs, which are not taken into account) availalid.s&cond, the lim-
ited size of the local stores of the SPEs restricts the tesialN of 300 for node
parallelism and tdN of 100 for exemplar parallelism. It has to be noted that for
networks of these dimensions it is already needed to appiphisticated double
buffering approach (as shown in chap&rto guarantee execution and perfor-
mance. As of the unavailability of 32 SPEs only the followBI§E configurations
were tested: 2, 4, 8 and 16.

For the problem concerning local store memory, it was dectdereduce the
network dimensiom to: 12, 25, 37, 50, 62, 75, 87, 100 with additional values of
N for node parallelism of 150, 200, 250 and 300. Value®Ndajreater than 100
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could be tested with NP because this parallelization gyataplies dividing the
network across the 2, 4, 8 or 16 nodes which in turn reducesanemquirements
for the single node. The dataset sizes were not reducectabhsd allow a more
thorough exploration of the behavior of the ANN simulatodi#éidnal intermedi-
ate sizes were introduced. Hence, the dataset sizes toted tesre 100, 500,
1000, 2500, 5000, 10000, 15000 and 20000 rows.

There are two main reasons why it was decided to redligestead of the
dataset size. For large datasets, as said before, a dodtgdermapproach can be
applied, while there is no simple solution for this problemretwork architecture
(except, of course, for node parallelism itself). Secondniost of the realworld
experiments a smallét is often sufficient.

In contrast to Pethick et al., who were only comparing thégoerance between
the two selected parallelization strategies and withirhesitategy when using a
different number of computation nodes, here a comparistim ether sequential
implementations incorporated in the neural network sinouleor CELL/B.E. will
also be given. To allow a fair comparison of the results thelper of training
epochs was set to 50 as the time for the transfer of the SPEodkde SPE nodes
is also measured and might have a considerable influenceeopetiormance
results when training only a single epoch.

Network setup for the prediction

Apart from the performance analysis the aim of this work is finediction of
weight loss in obese individuals and the identification ofcal factors. However,
it has to be noted that the feature selection was implementtee current, pro-
totyped version of the network simulator only for the sin§FRE execution mode.
Although in principle possible, there are several pitfalleen modifying the used
ANNIGMA implementation to take advantage of the incorpedaparallelization
strategies. Therefore and as it was not mandatory to useatiaigdized network
learning within the feature selection, the realizatiorhi$ task was removed from
this work and may be realized as an independent project.

As discussed in chapt@there is a total of three different datasets which are
evaluated using the ANNIGMA wrapper. Since it is the aim a$ tork to find
the best possible feature configuration for each of thesasdtt it was decided
to not only use the neural network software developed withis thesis but also
the MATLAB reference implementation to evaluate the datasé&his decision
allowed to evaluate the outcome of ANNIGMA on the dataset$ wlifferent
activation functions and a different learning algorithrms-said before the original
implementation of ANNIGMA uses the Levenberg-Marquardijlalgorithm for
training the feedforward networks, while the developediappon here it uses the
resilient backpropagation algorithm (RP).
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To allow at least a rough comparison of the results deliveyeithe CELL based
ANNIGMA wrapper, from now on called ANNIGMA@ncell and the MAT-
LAB based original ANNIGMA wrapper, from now on called ANNNFA@MATLAB,
the modified tanh (tanh2) which was described before wasimiglemented into
MATLAB. Further on, it was needed to increase the number otbpdor the RP
algorithm to allow a comparable performance to the LM aliponi which needs a
smaller number of epochs to converge. First, it was needeefioe the number of
epochs for the LM algorithm within ANNIGMA@MATLAB. In the ANNGMA
paper the authors tested a variety of different artificial egallife datasets and
found that an adequate setting usually lies between 8 tod&hsp As the datasets
used here have either a large number of rows and a small nushbdributes or
a large number of attributes and smaller number of rows wbatantially require
the network to adapt to a large number of different netwoputas the number of
epochs for ANNIGMA@MATLAB and thus for the LM algorithm, waet to 15
for all three datasets. Based on this setting it was decideseg@50 epochs for the
CELL-based implementation of the resilient backpropagalgarning algorithm
(RP). This decision was made after revising the results ofgaming algorithm
comparison given in33].

With these preparations several activation/transfertfancombinations were
selected for the evaluation. Among the tanh2-linear atitimafunction setting,
which is used by ANNIGMA@ncell, all combinations that performed best in
at least one case in the results published by the ANNIGMA@stivere selected.
The transfer functions are: linear activation (lin), laganic activation (log) and
standard hyperbolic tangent (tanh). Ta#l@shows the different transfer function
combinations that were selected for the evaluation on ebttteaeural network
simulators.

With the activation function combinations defined, the metameter to be set
was the number of hidden nodes to be used with every datasetheke is no
rule/formula for setting this parameter it was determingekeimentally using the
following scheme which was inspired b§J]:

1. Separate dataset into training and hold out set (80%rtiggi20% hold out)
where both sets have the same prevalence as the original set.

2. Train network with current hidden node setting on tragset until training
error (MSE) is acceptable small.

3. Evaluate generalization error on hold out set.

4. If generalization error and training error are accegtabtall or the maximal
number of epochs is reached terminate, else modify the nuofb®odes
and go to 2.
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Table 4.3: Transfer functions used for the evaluation ofdiasets. TF1 thereby
denotes the activation or transfer function of the hiddgeidand TF2 denotes the
activation function of the output layer.

Evaluation system TF1 | TF2

ANNIGMA@nncell. tanh2| lin
log lin
log log

ANNIGMA@MATLAB | @M1 | 1in
tanh | log
lin lin
tanh2| lin

As itis mentioned in the first point of the list for this schetaevork it is necessary
to divide the dataset into training and test set and keepréwvajence in both sets
equal to the original set. As prevalence describes the ttaiber of positive
cases (dataset rows belonging to class 1) in the populataiaget), this was done
by evaluating the number of class 1 dataset rows and distrgpthese so that the
distribution of the cases in test and training set is equiagseE test set - training set
combinations were then evaluated using the developed Ineetraork simulator
using 30 different networks with hidden node counts from 29dy training 1000
epochs and averaging the mean squared error and the geatoalierror over 30
trials. As the only activation function implementedrincell so far is the tanh2
this evaluation was done only for the activation functiombination tanh2-lin.
From these results the hidden node numbers giving the bestaeation error
and a good mean squared error were selected. For some datasetifferent
node configuration were selected because those networksmed comparably
well. The results of this evaluation together with the ptemae of every dataset
and the number of dataset rows for training set and test sestewn in table
4.4. In a next step all datasets where randomly reordered agalirihee test set
and training set extraction was repeated. This was doneettemnew training
set - test set pairs independent of the previous evaluatidrese new dataset
pairs were the input to the ANNIGMA wrapper and their resalts presented
in chapter7.2 The same procedure of reordering and extracting was daaia ag
when the best results produced by the ANNIGMA wrapper weesduated for
the use as classifiers. This was done by selecting the besbketonfigurations
found by ANNIGMA and using each of these configurations totB® nets using
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Table 4.4: Prevalence and dataset-row numbers of each afatfasets test and
train tables.

Dataset | Prevalenceg Testsetsize Trainingsetsize #Hnodes

ETZ 0.6 212 851 17
MIRA_ | 434 61 245 2. 16
MIRANP

the previously defined number of epochs and the associagdng algorithm on
the newly created training dataset using only the set ofifeatthat was identified
as the best feature subset. Of these 30 nets the networkghidnarbest test set
error at the optimal operation point (as introduced in thd okapter) was selected
for further consideration. From these networks the ROCesiwere drawn and
several statistical measures were calculated to allow ksfiaiement of the quality
of the prediction of the classifier.

However, before ANNIGMA could be started and results coddybnerated it
had to be decided which of the ANNIGMA wrapper heuristic shaalgorithms
should be used on the datasets. As previously introducee e four such
heuristics which can be divided into two classes. The BE/BEB/BI&&s and the
FS class. Following the ANNIGMA paper it was specified thatlatasets should
be evaluated using FS. Since BE seems to perform well mossymihesized and
non biological data it was not used in this trial. Insteadaswiecided to use BSE
on the datasets with a large number of features (MIRA, MIRAN®R) BEB on
the sets with a small number of features (ETZ). These dewssace also supported
by the ANNIGMA paper in which it was reported that BEB is draically slower
on datasets having a large number of features and also rerfessefeatures than
BSE does. The heuristic setup is summarized in tdtie

As the heuristics to be applied to the datasets are equatbkatthie two NN sim-
ulation systems and the set of transfer function combinatissed with the AN-
NIGMA@MATLAB contains the transfer function combinatioMINIGMA@nncell
uses for the evaluation the most significant difference pleasists is the learning
algorithm. However, due to the different epoch numbers entilo ANNIGMA
systems the outcomes should be comparable to some degresnriasy of the
setup for both systems is shown in tallé.
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Table 4.5: The heuristics that were used to evaluate the ttatasets. The heuris-
tic setup is identical on both neural network simulationteyss.

Dataset Heuristics used
ETZ FS/BEB

MIRA | ks/BsE
MIRANP

Table 4.6: Aggregated network parameters for both neurabork simulation

systems.
Parameter Setting
Network type multilayer perceptron
Learning algorithm RP or LM
Number of node layers 3

Number of input nodes

depends on the number of attributeieof t
corresponding dataset and feature selection

Input layer activation

linear

Hidden layer activation see table3
Output layer activation see tabe3
Number of output nodes 1

Weight initialization

Nguyen-Widrow

Feature selection algorithm

ANNIGMA wrapper

Feature selection training

250 (RP) or 15 (LM) epochs perd@-f
Cross iteration




Chapter 5

Statistics

In this chapter the methods used for the statistical arsabfsihe datasets and for
the assessment of the ANNIGMA based classifiers are briefigdoced. Further
on the optimal operation point for the prediction of weighdd is defined.

5.1 Descriptive statistics, tests and data configura-
tion

As presented in appendB the ETZ and the MIRA dataset were divided in to
groups with weight loss of. 7 % and> 7 %. Differences in sex distribution were
analyzed using contingency tables with Fisher’s exact testall other variables
mean values with standard deviations were calculated. Sxrttee parameters
were not normally distributed (D’Agostino and Pearson dimsinormality test).
This circumstance was taken into account by using a nongarentest (t-test
according to Mann-Whitney: U-test) to compare the groupss $tatistical eval-
uation was completely independent of the ANNIGMA evaluatio

5.2 Performance evaluation of discrete classifiers

A discrete classifier, like a neural network with a threshaldl classify subjects
into four groups (two false and two true groups) according tmnfusion matrix
as shown in the table below which is taken froiQ][ In this matrix the “hy-
pothesized class” describes the class the classificatgiaraybelieves the subject
belongs to, while the “true class” is the real class of thgexib For a discrete
classifier or a binary classifier with a threshold the resiuhe evaluation of a test
set can be aggregated in such a matrix. Hence, each of thedtsiwould hold
the number of correct or false classifications. From thisimaeveral equations
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Table 5.1: Confusion matrix

U

True Positives (TP)| False Positives (FP)

Hypothesized class - :
False Negatives (FN) True Negatives (TN)

True class (Column totals Positives (P) Negatives (N)

can be deduced which are used to calculate common metricdén @ asses the
classifier that produced it. In brief, these metrics are:

The false positive ratefffrate) which gives a hint of how many negatives were
incorrectly classified in respect to the total number of tigga in the set. The
fprateis therefore simply calculated as follows:

FP
fprate= — (5.2)
N
In turn, there is also a true positive ratprate) also calledsensitivitywhich de-
scribes the relation of correctly classified positives (JTi®sthe total number of
positives (Ps).

... TP
tprate= sensitivity= =3 (5.2)

A measure of how good a classifier can actually identify tragatives is the
specificitywhich is the opposite of thiprateand can be calculated as shown here.

TN TN

specificity= 1 — fprate= FPrTN . N

(5.3)
Directly related to the previous measures we can defingdsdive likelihood
ratio. This keys the probability of a true positive being clasditerrectly versus
the probability of a true negative being (wrongly) classiféss positive. Thus, the
ratio of sensitivityto fprateas shown below.

o

A T
e . sensitivity 5
positive likelihood ratio= >or VY _ == (5.4)
fprate N

Another statistical value is thprevalencewhich keys the information of how
many real positives are in the set in respect to the total mumbsubjects. Hence

theprevalencas computed simply by:

P

prevalencgaaset=
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While the prevalences an absolute measure of the test set (the number of real
positives in the set will never change) a classificationeysalso has its own

prevalence
TP+FP

P+N
Further measures used in this work are the positive predivélue also known as
precision(eq. 5.7) and theaccuracy(eq. 5.8). While theprecisionis a measure
for the quality of the identification of a real true positiveetaccuracygives the
number of correct classifications in respect to the numbeptafl cases to be
classified. The opposite of tleecuracyis the test error as shown in formueo.

prevalencgassifier = (5.6)

- TP
= v
precision TPLEP (5.7)
TP+TN

racy= —— :

accuracy= PN (5.8)
FP+FN

error = 1 —accuracy= i (5.9)

P+N

5.3 Receiver operating characteristics (ROC) curve
analysis

5.3.1 ROC space, ROC curve and area under the ROC curve
as measure for discrete and binary classifiers

Two-dimensional graphs in which tiyerateis plotted on the y-axis and tliprate
is plotted on the x-axis are ROC graphs. This kind of graplmsvalto evaluate
the relative trade-offs between benefits (true positivad)asts (false positives),
independent of the class distribution. A discrete clagslike a neural network
with a threshold will produce only a single point in ROC spak&e there is only
a single {prate tprate) pair produced after evaluating a test set with the classifie
However, if the threshold is omitted the network will proéuan instance prob-
ability. This probability can be used to plot a curve in RO@apby calculating
fprateandtpratefor every possible threshold value i.e. moving an artifithagsh-
old repeatedly over the produced data points. An output@bioe threshold pro-
duces a TP or FP signal, whereas an output below the thregrmddces a FN or
TN signal. A sequential change of the threshold producésréifit points in ROC
space: a ROC curve. From a ROC curve a variety of measuresgxtiacted to
assess the underlying classifier. The most obvious measing the course of the
curve. A poor classifier for example that only guesses theocoogs with equal
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probability will have a ROC curve which is identical to a diagl going from the
lower left (0,0) to the upper right (1,1) of the chart. On thieey hand a classifier
that is able to exploit at least some information in the dataul produce a curve
which is distinct from the diagonal. Another performanceas\ee is the area un-
der the curve (AUC) but although the AUC is often used to euelatassifiers,
it is not conclusive regarding classifier superiority foreatain population with-
out including other parameters (f.ex. optimal operatingqpwith metrics and
misclassification costs).

5.3.2 Costs, decision thresholds and optimal operating point

Each point on a ROC curve corresponds &easitivity(1-specificity pair which
represents the quality of the classifier’s prediction wheimgi a specific thresh-
old. Therefore it is possible to select that point on the edurg. that threshold
which is best suited for the application of the classifierisTgoint is called the
optimal operating point (OOP). For classifiers used in pateanagement Zweig
et al.b2] pointed out that there are two major elements determiriegest OOP.
(1) The relative cost or undesirability of errors i.e. fajswsitive and false neg-
ative classifications but one might also consider the vatueenefits of correct
classifications. And (2) the relative proportions of the tstates of health the
test should discriminate in between. This is related topilealenceas defined
before. To approximate (1) and (2) it is necessary to congaevhich conse-
guences the misclassification and correct classificatigotEntial participants of
future MIRA studies would lead:

True positives The subject will be stimulated to take part in the prograncaose
of a great theoretical chance to be successfull. If the nurabeorrectly
identified positives is too low only few people will have tetimulus. Thus,
the number of true positives should be considerably high.

False positivesThe subject would probably lose less weight 7%) than antici-
pated by the classifier. Therefore the participant wouldogotery satisfied
at the end of the program. However, it is very likely that sdraealth param-
eters of the subject improve even if the weight reductiorcess is limited.
Overestimation of this group is hence not considered atitic

True negatives The potential participant has to decide by him/herself itipa
ipation in the study is acceptable although the weight redagoal will
probably not be reached. True negatives might lose mativatithey are
informed about the result of the classifier.

False negativesThese potential participants will probably lose interestthe
study although there is a high chance that they will redudeast 7% of
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their initial weight. From all of the groups above subjectghis category
seem to have the biggest disadvantage due to misclassificati

Based on the previous considerations we conclude that the whlthefalse neg-
ative costshould be set higher than the value of thkse positive costTherefore
we define:

false positive cost 1

false negative cost 1.5

Hence we aim to find an optimal operation point with a rsghsitivity(e.g. 80%)
while also accepting a high level of false positives (e.g%®5 For finding the
OOP a straight line was constructed with a slapas follows pb2]:

false positive cost 1 — prevalencgaiaset
= - X
false negative cost prevalencgyaset

(5.10)

To determine the OOP this line was then “droppend” onto th€ROrve. The
point in which line and curve first touch is the OOP. For all loé tROC plots
shown in this work the OOP was determined using this methddtamspecificed
slope.
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Chapter 6

Implementation

6.1 Results

In this section the focus lies on the details of the impleraton of a prototype
neural network simulator optimized for the CELL/B.E. The gmttegins with
the definition of the requirements of the application whicswleveloped over the
course of this work. These requirements are derived fronpteeiously selected
algorithms and effective constraints. This is followed byescription of how
the most important requirements were technically realiddwbreafter the results
of several functionality/correctness tests of the appbcaare shown and finally
the performance data is presented. This last section algaios the optimization
proposal for node parallelism which could not be implemeéintéo the application
due to time constraints.

6.1.1 Requirements

The considerations of the previous chapters and their teghimplications lead
to the definition of various requirements for the implemé&aota These require-
ments are summarized in the following list.

» implement a neural network simulator capable of simugafifLPs with
three layers of nodes and variable dimensions

* the simulator shall be able to us the neural network in tworoperational
modes:

— train: train the network on a given dataset until a user-eeffiminimal
error is reached, thereafter test the network on a part o$uipplied
dataset which was not used for training
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— annigma: do feature selection on a given dataset using tidl GMA
wrapper approach

« for the operational mode “training” the simulator shalpport the following
execution modes

single threaded, sequential algorithm on PPE (SEQ)
single threaded, simdized algorithm on PPE (VMX)
single threaded, simdized algorithm on a single SPE (SPE)

distributed, simdized algorithm on a variable number of SBEing
node parallelism to train and test the network (NP)

— distributed, simdized algorithm on a variable number of SBEing
exemplar parallelism to train and test the network (EP)
« for the operational mode “annigma” the only required made i

— single threaded, simdized algorithm on SPE (SPE)

 along with the previous requirements the following basatfires are in-
evitable:

— ability to read: datasets, weight matrices
— ability to write: weight matrices

— user-defined parameters: number of hidden nodes, minimoa) erax-
imal number of epochs, number of threads (maximal 16 on defal c
blades), dataset, size of hold out set (size of test datagespect to
the total size of the supplied dataset)

6.1.2 Realization —thenncell neural network simulator

The defined requirements have been realized in a new soft@dleginncell, a
neural network simulator optimized for the CELL/B.E. In thdldwing sections
the work environment and special issues of the implemeamtatie presented.

Development environment

The software was implemented using the C programming laygyaad it was
compiled using the GNU C compiler version 4.1.1. The haréwar which the
development and performance measurement took place weaa £HuL blade,
hardware revision 16. The operating system was linux usisygegially patched
kernel based on the vanilla kernel of version 2.6.20. Thexlidistribution used
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was Fedora core 6 which was the distribution required by IBMtleir CELL
SDK 2.1. This SDK, which was lately released in version 30freely avail-
able* and contains tools and documentation for developing CELLieguons.

It further includes a simulator to allow development of CELbhphacations on
other platforms than CELL based systems and various litwaddthough these
libraries would have been helpful for the matrix multiplioms and other mathe-
matical functions needed in the application, none of thésaries was used for
the development aincell. The reason is that their licenses are not GPLv2 com-
patible which is a problem since it is planned to publish tberse code of the
developed software under the terms of the GPLv2.

Basic development procedure

In [67] a procedure for developing a new application for the CELL/BsHro-
posed. The basic steps of this procedure are as followsiaetree algorithm as
a normal sequential algorithm, then simdize this algoritonthe PPE, adapt and
move it to the SPE and finally distribute it across all SPE$3]on the other hand
the authors recommend to skip the AltiVec/SIMD phase on tRE Bs it would
only cost time. Since their document was not published wherdevelopment of
nncell was started and as defined in the requirements a PPE optingesdn of
the code is needed anyway, the steps propose@i7jnmjere followed here. How-
ever, for a different project | would also recommend to skip PPE optimization
phase unless it is necessary to perform some similar veptyatons on the PPE
and the SPE. In principle, however and as reasoned in chaptavy duty tasks
should be avoided on the PPE in any case.

SIMDization on PPE and SPE

Following the steps above, after developing a sequentiaiom of the ANN al-
gorithm, it was analyzed for the potential of applying SIMpeoations. This was
supported by the previously discussed paper by S&eylh principle, all com-
putations performed were modified to support four operaridbhen 32-bit float
type at once by issuing the corresponding 128-bit AltiVEaIS operations. To
allow an efficient use of SIMD instructions however, it wasegsary to adapt the
layout of the data to have the potential operands in consecnrider. For this rea-
son the weight matrices which were used in the naive seqietgorithm were
transposed as shown in figuéel, resulting in a row-major order which means
that the matrices are mapped to memory by storing row after rbhe figure
also illustrates how the connection weights are mappedeaorthtrices. In addi-

IAs a starting point for acquiring the SDK see for example: p#ivww-
128.ibm.com/developerworks/power/cell/
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Figure 6.1: The orientation of the two weight matrices faalac and sequential
code, respectively.
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hidden nodes
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tion the memory area of the matrices was aligned to a 16-bytedary. This
was necessary since both the PPE and the SPE vector instisicéiquire a nat-
ural alignment boundary equal to their operand leng®).84] As the operands
of both instruction sets work on 128-bit wide vectors thisibdary has to be a
multiple of 16-bytes. This also had to be done in order to sadpMA transfers
to and from the SPEs. Among these modifications specialteffas put into the
adaption of the matrix-vector multiplication and the congion of the activation
function as done during forward propagation and the weighate as done during
backpropagation. These modifications are now describedtaild

The matrix-vector multiplication as it was adapted to SIMi@mtions is illus-
trated in figure6.2 As shown there, four elements of the weight matrix and four
elements of the input vector are loaded into correspondiMpSrectors. Then
the sum of products of these two vectors is computed. Sireelithensions of
the matrix and the input vector are usually greater than threber of elements
that fit into one SIMD vector this operation was acceleragdgithemadd SIMD
instruction. Asnadd allows to do multiplication and addition in one processer cy
cle it was used to multiply the two operands and add them owtapxtemporary
result vector. Thus, this vector holds the partial sums oélament of the final
column vector. Therefore only after the lasidd operation on this weight matrix
row has been processed the elements of the result vectarareed together and
stored in the corresponding element of the final column vedio avoid condi-
tional branches in the matrix-vector multiplication rawiand to align each of
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weight matrix  input vector sum of products result vector

Figure 6.2: Basic matrix-vector multiplication as realizedincell. Omitted in
the illustration is the use of theadd operation utilizing a temporary result vector.

the rows of the matrix on a 16-byte boundary the dimensiorthefnput arrays
where made multiplies of four by filling their last vector titeros.

The next part of the application which needed special atterior realization
using SIMD operations was the activation function. As saitble it was decided
to use a modified tanh function (tanh2) as it has special ddgas over the most
used logistic function. However, sintanhwas not available as a GPLed function
using SIMD instructions it had to be implemented from sdrafthe ideas for an
accurate realization were inspired 81] 55]. In figure 6.3 the computation of
tanh(x) is displayed. As shown thetanhhas to be computed only for positive

rational 1

’ o, S R
tanh(z)= polynomial (2]

0 Lsmall L'medium Llarge
Figure 6.3: The computation of the tanh activation funcagriaken from35).

x because¢anh(—x) = —tanh(x) so the sign ok his removed during computation
and added again afterwards. The boundaries for IEEE-7%desprecision have
been identified in§5] and were set as follows:

Xsmall = V3x2712
In(3)

Xmedium=— o
X|arge — 12.5* |n(2) ~ 8.66
6.1)

However, in other implementations like the GNU math libragyge is usually set
to 22 therefore it was also used in this project’s code. Ferajpproximation of
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tanh(x) for Xsmai < X < Xmediumthe rational polynomial developed by Cody and
Waite was used. It is not shown here because it is well docteden [81, 55].
For the computation afanh(x) with x in the range fromXmedium< X < Xjarge it iS
further demanded to use the exponential function. As thsalso not available in
an applicable form — that is under a suitable license — it bdzktreimplemented
as well. The realization of the exponential function wa® dlased on§1] and
the GNU math library implementation. Therein the argumerg decomposed
into an integral part and a fractional paif for which 0< F < 1 holds true. The
decomposition is shown in formu&2 and leads to the deductive chain as shown
in formula6.3,

x=xxlogzexIn(2) := (I +F) xIn(2) (6.2)

& — (I4F)In(2) _ J#In(@2+F _ ol . F4in(2) (6.3)

On the basis of the last term only the fractional part oéeds to be approximated
using an appropriate polynomial while the integral part barput directly to the
exponent bits of the resulting IEEE-754 number. This is dube way that IEEE-
754 single precisions numbers are stored in menbflyThe polynomial for the
approximation of the remaining part of the number has beelttesnsince it is
documented in§1] and can also be found in the varioLisbm implementations.

The final step to improve performance using SIMD instrucioms to revise the
sequential routine for batch backpropagation and the weigtate procedure as
presented in chaptdr.2.2 While the latter was easily implemented using vector
arithmetic since it just requires iterating over all pasis in the needed matri-
ces and applying the rules defined by Riedmiller et al., theimctation of the
batch matrices needed more attention. As the network tgyolas defined to
be a feedforward neural network with two layers of weights latch backprop
routine also consists of two basic parts. In the first parhefroutine the gradi-
ents for the weights between hidden and output layer are suhand the delta
values, in preparation for the next layer of weights, are pated. In the second
part the gradients for the weights between input node andehichode layer are
accumulated. Figuré.4shows the scheme for gradient accumulation. As visual-
ized in the figure gradient accumulation is realized in twstee for-loops with a
step width of four. Thereby the outer loop runs over the rofsth® current batch
matrix which either denote the output or the hidden nodedewthe inner loop
runs over the columns of the current batch matrix which eitlemote the hidden
or the input nodes according to the orientation of the masraes shown before.

In the outer loop four values are read from the array comgitihe activated
outputs of the current node layer into a SIMD vedibrAdditionally, another four
values are read from the array containing the sum of the weigteltas of the next
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For all rows of the current batch matrix (output/hidden) by 4
0 e e
S e

* %61 62 | 63 | b4 b

b1y 6|2\f'I o 6I3 64v
For all columns of the current batch matrix (hidden/input) by 4
A ” veg A m >
add 61y *vec A ‘ »
add 62y *vec A ‘ »
add 63y *vec A ‘ -
add 64y *vec A >

Figure 6.4: Scheme of the SIMDized batch backpropagatiothéoweight matrix
connecting input and hidden node layer.

node layer into a SIMD vectd®. Then the derivative®(x) of O are computed
and multiplied bySto give a new SIMD vectod which holds the values of four
nodes of the current layer (see formdl& for reference). Each element of vector
d is then spread to a new SIMD vector, giving four new, difféneectors in which
all values are identical.

Then in the inner loop four values are read from the array whmds the acti-
vated outputs of the previous layer into a new SIMD ve&aevhich corresponds
to the four weights currently in the window of the inner lo®jteration. Vector
Ais then multiplied by one of the fouy vectors and added to the corresponding
row of the batch matrix. This operation was realized utiligihe efficienimadd
instruction. Besides the implicit speedup due to the usee8iMD instructions
it is also noteworthy that the number of branches comparadstalar implemen-
tation is reduced by a factor of 16. However, since the nunobeows is not
required or ensured to be a multiple of four the remainingsr¢mumberof_rows
mod 4) are handled using another for-loop construct whehg @me row is up-
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dated in each iteration of the inner loop.

Exemplar parallelism

Exemplar parallelism as introduced in the previous chaptes realized on the
CELL/B.E. as presented in the UML sequence diagram shown iref§6. Therein,
three main components are visualized: the PPE, the RAM anthpawent called
eachSPE which represents every initiated SPE. This is validesthe SPEs, al-
though operating on different dataset rows, all performsdn@e computations.

The process starts with the PPE loading the dataset and thktweatrices into
the prepared datastructures (1a). Then, based on the n@ih8PE threads that
should be used for training the network, a number of datases is assigned to
every SPE thread to be created (1b). Thereon the threadseated (1c).

While the PPE now starts to actively poll a dedicated area in R&Nth indi-
cates if a specific SPE has sent its weight change matri@SREs calculate how
to scale their double buffer (2a). This is done on the basib®fdimensions of
the weight matrices and the currently available free spacegome overhead for
function calls etc. After this is done the current weight ncats are fetched from
RAM (2b) and the first buffer is filled using the first dataset sof@c). After all
DMAs were successfully accomplished the transfer for the heffer is started
(2d).

Thereon the SPEs begin to process the dataset rows of trentbuffer using
forward and batch backpropagation (2e), as previouslyrdest This process of
starting a transfer into one buffer while processing thaskttrows of the second
buffer using batch backprop is repeated until all assigoned iof the dataset have
been processed. Then the accumulated gradients and tred et set error are
send to RAM. The PPE registers this transfer (since it is busdiyng the RAM
for all memory locations the SPEs will write their data toflatds the gradients
to the total gradient matrix and the errors to the total er{@d, 1e). If all SPEs
have messaged there matrices and errors the PPE leavesyitgdiling loop.

It then updates the original weight matrices using the RP lieigdate rules on
the basis of the total gradient matrix (1f). Thereon thelteteor is averaged over
the total number of datasets trained (MSE) and comparedstgaiuser defined
value. Additionally it is checked if the epoch number hasheal the user defined
maximum. If one of those two conditions is fulfilled the SPEs messaged to
terminate. Thereafter the PPE terminates as well. As tlemtate reader will
have noticed the number of messages defined in ché&dy formula4.29is not
quite accurate for this implementation. Reasons for thieidihce are the double
buffering and the notification signal at the end of the transAdditionally, the
formula presented earlier is based on the proposal thabd#sparticipate in the
learning process, which is not the case here. Instead, weeNhawdes, the SPEs,
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Figure 6.5: UML based sequence diagram of exemplar pasaiiébr CELL/B.E.

processing the dataset rows and one node, the PPE, apgigingeight changes.
Therefore the number of messages for the scheme used here is:

#Messagesitial epoch = 2% P+ P+ BjgadstP+2%P (6.4)
#Messageiowing epochs = P+ Bioads* P+2%P (6.5)

In the first equation the first part of the equation, namelf?2describes the initial
data movement. That is: the loading of the code to the SPEtharghthering of
the control vector by the SPEs (this has been omitted in thé& disigram). Since
these are only initial transfers they are not taken into actdor the message
number of the following epochs. The second part of the foanddscribes the
retrieval of the current weight matrices. The next part kisgsdouble buffering.
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Thereby isBjgags= #Daﬁswsju 1 the number of transfers necessary to transfer

ze
; ~A _ #Dataset rows;
all of the assigned dataset rows to the local store Buyjd = 0.5: freespace!S the

size of a single buffer. The last part of the equation cowadp to the sending of
the accumulated gradients and training set errors as wiideasotification sent by
the PPE if the SPEs shall continue (go to 2b) or terminate kbaining process.

Node parallelism

In node parallelism the neural network structure is disteld across the pro-
cesses. Since the number of layers of the networks that camelaged in this
implementation is set to three and most of the computatiaore in combina-
tion with the hidden layer, the node parallelism approachdBLL focuses on
distributing the nodes/neurons of this layer. In the oladjimode parallelism ap-
proach each neuron only represented the summation of thghteel inputs to
that specific neuron and the computation of the activatioiction. As these two
operations alone would not justify a distributed compuoiatdue to their short
processing time, the associated connection weights wesoed@dtributed. For the
neurons of the hidden this includes the connection weightiseoprevious layer
(input) and of the following layer (output). Hence, a sulglon of the weight
matrices as illustrated in figui® 6 was implemented. As with exemplar paral-

weight matrices on SPE1
input nodes

original weight matrices

input nodes

hidden n.

i_h_matrix
hiddlen nodes

hidden nodes

output n. ‘

h_o_matrix

=2
3
2
=9
H

input nodas

hidden nodes

hidden n.

i_h_matrix
hidden nedes

output nodes

output n. ‘

h_o_matrix

weight matrices on SPE2

h_o_matrix

Figure 6.6: Example of a possible subdivision of the origmatrices across two
SPEs.

lelism the scheme of distributed learning using node palraith has been visual-
ized using an UML based sequence diagram shown in figuteThis scheme is
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now described. Again three main items are depicted: the BlRERAM and the
eachSPE object. Like before eac®PE represents every initiated/running SPE
for the current simulation of the neural network. The precgsarts with the PPE

FPE RAM each SPE
1a. load data and weight matrices =:
1h. 1c¢. store, extracted partial weight matriceq;g
§1d. Init
: 2h. fetch corresponding weight matrices ~l 22
2¢. fetch rows for buffer 0 ~l
100p_AISPE double buffering loop until all rows are processed]
2d. fetch next rows into buffer 0 or 1 ~l
2e.
loop /[PPE waiting that all SPEs have messaged thg partial outputs]
;f put partial sum of each output node and mse

41 d. get partial sums for every output node

1f. store output of network

P
-

alt _/[IF (epoch finished) && (defined MSE reached || defined number epochs reached)]

1g. term 'signal (mailhox)

ELSE continug]

1h. continue signal (mailbox)

¥

2g. get summed output of network

¥

2h.

L] L 2i. send partial weight matrices

PPE RAM each SPE

Figure 6.7: UML based sequence diagram of node parallelisr@ELL/B.E.

loading the datasets and the weight matrices to RAM (1a). Tiwn the two
original weight matrices depending on the number of SPEd teethe simula-
tion several partial weight matrices are created (1b). Thdone by evaluating
an appropriate mapping of the hidden nodes to the SPEs anolyyng the cor-
responding connection weights of the matrices to a dedidatation for each of
the SPEs (1c¢). Thereon the SPEs are initiated, thus the Eh§IPE binaries are
loaded into the local store of each SPE and executed (1d).
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After initialization the SPEs calculate how to scale thewhle buffer (2a). This
is done on the basis of the dimensions of the weight matrindstlze currently
available free space plus some overhead for function c#dls €hereafter the
current weight matrices are fetched from RAM (2b) and the bsfer is filled
using the first dataset rows (2c). After all DMAs were sucfiglgsaccomplished
the transfer of the dataset rows for the next buffer is slia(2d).

Thereon each SPE begins to process the dataset rows of thatduuffer using
forward propagation (2e). The result of the forward propiagas a vector which
contains a partial result for every output node of the nekkwdhis result is written
back to main memory together with the MSE of the last iterai{af). Upon
successful issue and transfer of this DMA the SPE stallsrioneoming message
on its mailbox.

If the PPE, which is busy polling the dedicated memory lar®iof the SPES,
notices that all SPEs have sent their partial outputs ide#g active polling loop
and accumulates the partial outputs to the final outputseoh#twork (1e). The
result is stored to a memory location that is known by the SREEgsses (1f).
The PPE now checks if the currently active dataset row is teerfbw of a new
epoch, thus if a new epoch was just started. If this is theit&salso evaluated if
the maximal number of epochs is reached or if the received M®€Elow a user
defined threshold. Should one of these two conditions hakldrterminate signal
is sent to the SPEs. If both conditions are false the PPE @missa continue
signal to the SPEs.

When the mailbox message is received by the SPEs it is evdluatet is
the term signal the learning and therefore execution isiteatad and the partial
weight matrices are send back to RAM (2i) from where the PPEreassem-
ble them. Is the received signal the continue signal theh &RE retrieves the
summed output from RAM (2g) and applies the batch backprdmagéh) as
explained before. If the dataset row which was just evatliatng the forward
- backward pass is additionally the last row of the trainetdben the RP weight
update is also issued. Thereon the SPE continues with stépt2hing the rows
in buffer 0 or 1).

Again it is necessary to review the number of messages as #nerobvious
discrepancies between the formula given in the previouptehand the number
of messages actually needed in this implementation. IndHewiing formulas
the number of messages for the entire dataset for the imgath and for the
following epochs are shown.

#Messagasitial epoch = 3% P+ Bjoads*P+T*3xP (+P) (6.6)
#Messagesiowing epochs = Bloads* P+ T *3%P (4P) (6.7)

For equatior6.6 the first part, namely the 8P, describes the initial data move-
ment. That is: the loading of the code to the SPEs, the gathefi the control
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vector by the SPEs (this has been omitted in the UML diagrard)the retrieval
of the partial weight matrices. Since these are only inttahsfers they are not
taken into account for the message number of the followirackep. As before
the next part describes the double buffering. TherelB(jsys= ’mﬁﬂ% 1
the number of transfers necessary to transfer all dataset tw local store and
Bsize = %@;&zls the size of a single buffer. Then the third part in both equa
tions, which represents the actual learning phase, withréresfer of the partial
results, the continue/termination signal from the PPE drddathering of the
summed up partial values of the output nodes for every datage Finally the
last part describes the sending of the partial weight negrfcom all SPEs back
to RAM before termination, it has been put in braces since a@inily done once
when one of the termination conditions is triggered.

In contrast, the number of messages calculated using thepsty presented
formula4.28for a multilayer perceptron with a single hidden layer isegi\by:

#Messagesihick=T *P+ T x4xP (6.8)

Note that theP® — 1 in the original equation was replaced Byere as the PPE is
not counted td since it does not participate in the learning procedure. Gomg
eg. 6.8 and eq.6.6 we find that the most important difference in both equations
is theT x P for the cluster approach versus tBg,qs* P of the CELL approach.
This term describes fetching the current dataset row (osyo@n the cluster this
is done for every single pattern. While on the CELL this is m=diusing double
buffering.

As itis very likely for most datasets that the number of “leuffoad-iterations”
is much smaller than the number of dataset rows there is adsvable saving
of the number of transfers necessary on the CELL. Note algdlbaluration of
the transfer which is increased in the new approach playsportant role as it
is hidden by the double buffering. Nevertheless, sincestilsneeded for every
dataset row to transfer the partial errors and wait untilttital error is computed
and received, there will probably be no performance gaimenh fthis reduced
number of messages. Anyways, it may be seen as a preparmatithefoptimized
node parallelism approach presented later in this chapter.

ANNIGMA wrapper

The realization of the ANNIGMA wrapper comes along with saveequirements
to the training process. Most importantly it forces the usk&(fold-cross valida-
tion. This is one of the reasons why it was decided to implarfenANNIGMA
support within this first version afncel1l for the single SPE mode only. To allow
the adaption to other execution modes later and for sintplitwas further de-
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cided that some operations required by ANNIGMA should bdexkbn the PPE.
These are:

» random reordering of the dataset
* initialization of the weight matrices

* heuristic search algorithm

Primary reason for locating the random reordering and thighwenatrix initial-
ization on the PPE is the fact that data is just there as iad imm the harddrive
into RAM. Another reason was the unavailability of a GPLedd@n function for
the SPEs at the time of writing. Additionally, as the PPEwa#ido execute two
threads in parallel, the reordering can be done quite eficgrea “background”
thread while the feature heuristic is executed in the “fovagd”. The heuristic
feature subset search algorithms were also delegated RPBesince they are not
so demanding in terms of computation time but include a ldirahching. In the
following the ANNIGMA mode for a single SPE is described.

For the algorithm used with a single SPE the procedure igrathaight forward
and shown in figur&.8. However, it should be noted that in contrast to the previ-
ously presented parallel execution modesmfell in the SPE ANNIGMA mode
there is currently no double buffering implemented. Hendisit happens in detail:

PPEO | | PPE1 RAM SPE

i |7 1a. load dataset and generate weight matrices

m

C 1b. init

100p _s[fzature selection loop]
L

2a. get dataset -

100p_[10-fold-cross validation]

2b. get weight matrices -

L

c. nofification that weight matrices have been received

4a
& |"| 5 _mailbox message (weight matrices are reinitalized) ol |4t

Ga. total error and total ANMIGMA score

Bb. notification that 6a was finished

Ue 8. continuation signal (terminate or resume feature selection loop)

™
Ll

FPEQD PPE1 RAM

Figure 6.8: Sequence diagram of ANNIGMA used with a singl&SP

After the PPE has loaded the dataset and generated/etktihe weight matrices
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(1a), a second PPE thread is spawned which randomly redidedataset in the
“background” (0). Now the SPE is initialized (1b) and therdetches the dataset
(2a) and the weight matrices (2b) and confirms the recepfitimedatter (2c).

At this point both PEs have entered the ANNIGMA n-fold-crasdidation
loop. The PPE reinitializes the weight matrices (3) sendseav‘weight matrices
ready”- signal to the SPE when finished (5). The SPE on the b#ed trains the
network, evaluates the net error using the current n-faddlbbbnd computes the
ANNIGMA score (4a-c). Thereon it stalls on its mailbox for @ssage from the
PPE (4d) notifying the SPE that the weight matrices arealiuted, this message
should however be already there.

I this is the 10/ iteration of the loop it is left and execution continues wittle
SPE sending the total error, the total ANNIGMA score anddhéer a notification
signal to the PPE (6a, 6b). The PPE awaited this notificatigmas to start the
heuristic search on the received values (7).

In the meanwhile the SPE is stalling on its mailbox for a mgeseom the PPE
(6¢), indicating if the SPE should terminate since the fieasuibset search is over
or continue with step 2a. The continuation signal (8) is aewnt if the second
PPE thread has already finished reordering the dataset (0).

The total number of messages of this implementation is défoye

As before the first term of the equation describes the imaéibn of the SPE
(loading the code onto the SPE, transferring the controlorgc In the second
part the feature selection is considered. Each run of thareaelection heuristic
implies the transfer of the complete, randomly reorderddsid to the SPEK1)
where the complete 10-fold-cross validation loop is exedt10x 3) in the end
the total error and total score is transferred and the PPHssiére continue or
termination signal{3). The number of runs of the heuristic search algorithm
which is not previously known is representedb$.

6.1.3 Tests

To ensure correct results and functionality of the devedaggeplication two kinds
of tests were performed: function tests and complex testghivthe function
tests the output of every critical function on a set of inpatgmeters was eval-
uated against expected return values. After all functicassed these low level
tests successfully, complex testing was performed. In ¢exripsting the output
of the application as a whole was evaluated. Thus, for evpeyational and ex-
ecution mode test cases were developed. The expectedsrettiiese test cases
were generated using the trainrp training function of thel4AB neural network
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toolbox [33] and the tanh2 activation function as described before.

The first part of the complex test was to evaluate the coresstiof the learning
algorithm in every execution mode. This was achieved byitngi several neural
networks of equal architecture for 200 epochs 30 times olwaJUCI Reposi-
tory datasets. The average MSE over these 30 times was tihgoaced to the
MATLAB reference values. The data was thereby scaled agitesicbefore. As
neural network learning is no deterministic algorithm whatways produces the
same results (alone due to the fact that the weight matritlizations are based
on random values), the result to be expected should be ddfefece. Therefore it
is defined that a execution mode whose result differs sigmtlg from the refer-
ence implementation is expected to be not working corredycan be seen from
tableA.1 on pagel46all execution modes deliver results which are comparable to
those delivered by the MATLAB reference network. Thereftire implementa-
tion of the learning algorithm RP in all execution modesinéell is considered
to be correct.

The second part of the complex test was to compare the swigo#irformance
of the ANNIGMA wrapper heuristics implementedrincell to the performance
of the original ANNIGMA wrapper implementation. To allow aif comparison
the original ANNIGMA implementation was modified to use the RBorithm
instead of the LM algorithm and the number of epochs was santaentical
number of epochs on both systems (100) and the each hewasticun 10 times
on each dataset until a final feature set was found. The seadte averaged
and are presented in tabfe2 and tableA.3. As no significant differences were
found between expected and retrieved results the ANNIGMplementation is
considered to be correct.

6.1.4 Performance and optimization

This subsection is structured as follows: to get a first idd@ow the paralleliza-
tion modes ofancell perform in general, the performance of all five execution
modes supported hyncell is compared against each other on networks of dif-
ferent sizes and different sized datasets. Thereaftergbedsips for node and
exemplar parallelism are given and a possible optimizasgmoposed. However,
the optimization was not realized due to time constraints @an therefore only
be analyzed by theoretical means.

For the evaluation of the parallelization modes it is furtheeded to define the
speedufs. Thus,Sis set to be

—

1)

P =Te)

—
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whereT(1) is the time needed for the evaluation of the problem with glein
thread only, and (P) is the time needed to process the problem uSitigreads.

General performance evaluation

In the first test the runtimes of each execution mode (inalythe three sequential
execution modes) on a dataset of fixed size (1000 rows) aneManad networks of
differentN were measured. As described in the network setup in chdptues
N were set to 12, 25, 37, 50, 62, 75, 87, 100 for each of the modks fol-
lowing the setup, exemplar parallelism was tested with thfierent SPE thread
configurations. To get a better insight into the behavior @denparallelism it
was further decided to test this mode also with a fifth configan using six SPE
threads. This was only done in the general performance &aiu In figure6.9
the results of the performance evaluation for scaihare presented.

From the graph the following observations are made: Sca&mgion performs
worst for each tested network sike Furtheron, VMX mode performs consider-
ably better than scalar mode but worse than single SPE mobe.diBtributed
mode EP outperforms all other modes in each of the testedgtwafions. EP
achieves its best results using node counts eight and sixtd® mode on the
other hand delivers results which range between scalar &hd (NP-16, NP-8,
NP-6) mode and between VMX and single SPE mode (NP-2, NP-4g. rilore
nodes were used for NP the worse was the delivered perfoen#irstiould further
be noted that EP-16 first runs very close to the curve of EPd4aer converges
to the curve of EP-8. The NP modes on the other hand all seeaveodhcommon
behavior in that they all start with a steep curve which flegtat some specific
point.

In the second test the runtimes of each execution mode omarkedf sizeN = 75
and on several datasets with sizes: 100, 500, 1000, 2500, %0000, 15000 and
20000 were plotted. The number of epochs was set to 50 assb&lso as in the
previous test EP was tested only using four diffefdntonfiguration while NP
was tested using five.

In figure6.10the result of the performance evaluation for scaling datige is
presented.
For scaling dataset size the following results are founde ER modes are su-
perior compared to any of the other modes. Increasing thébruof nodes also
increases the performance gain. The next best performanaehieved by the
single SPE mode. Thereafter follow the execution modes NIRe€2 NP-4 and
VMX. While NP-6, NP-8 and NP-16 are performing worse than &athe previ-
ous modes. The worst performing mode here, as before, iscHiarexecution
mode.
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Figure 6.9: Performance of all execution modes supportethbyl1l when scal-
ing N and keeping the dataset size constant at 1000 rows. Therpearioe of
the parallel modes has been evaluated for a different nuofoeodes. For the
parallel modes EP keys the exemplar parallelism and NP tde parallelism.
Note further, that the graph is split into an upper part wittgé scale steps and
a lower part with smaller scale steps in order to allow a bétigpection of the
faster algorithms.
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Figure 6.10: Performance of all execution modes suppostesibe11 when scal-

ing the dataset size and keeping N constant at 75. The peaxfm®of the parallel
modes has been evaluated for a different number of nodesh&parallel modes
EP keys the exemplar parallelism and NP the node parallehte further, that
the graph is split into an upper part with large scale stepsaalower part with

smaller scale steps in order to allow a better inspectionefdster algorithms.
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Performance evaluation for exemplar parallelism

For the performance evaluation of exemplar parallelisni lstéps of the general
evaluation are repeated but this time the curves are plagjathst the speedup.
At first the performance of exemplar parallelism on scaliagnal network size is
explored. The configurations tested are the same as before.

In the following the plot of network size against speedupiiase four modes is
presented.
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Figure 6.11: Speedup of the exemplar parallel node configms2, 4, 8, 16
on networks of size®\ = 12, 25, 37, 50, 62, 75, 87 and 100. In the p&P)
denotes the speedup(1) was thereby determined by training the network using
the exemplar parallelism scheme on these network configngtith a single
SPE.

From the graph the following observations are made: EP+Bsstath a speedup
of 1.6. This speedup is further increased until the end obthservation window

is reached. Thereby the final speedup of EP-2 is 1.78. Thegsy curve of

EP-2 shows a slight ascend with marginal oscillations. ERarts with a speedup
of 2.0 and continuously improves resulting in a final speenfup78. EP-8 enters
the graph at 2.6 and reaches the border to the right at 3£ tboits top perfor-

mance. EP-16 which first runs on the graph of EP-4 and thenecges to the

graph of EP-8 shows its highest performance at 3.4.

As before, the second test considered various datasevddiekeeping the num-
ber of hidden layer nodes constant. The tested configurateya the same as in
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the general evaluation except thdit= 87 for all the tests. This was decided on

the basis of how the neural network nodes are distributechgrttee computation

nodes in node parallelism which is explained in more depthémext section.
The performance curves of all tested EP modes on scalingetasive are

shown in the figure below.
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Figure 6.12: Speedup of the exemplar parallel node configms?2, 4, 8, 16 on
datasets of sizes 100, 500, 1000, 2500, 5000, 10000, 15@PCAD0. The net-
work sizeN was set to 87. In the pl&P) denotes the speedup(1) was thereby
determined by training the network using the exemplar paisin scheme on
these dataset configurations with a single SPE.

For EP-2 initial performance is 0.9 rising very steeply wiik next tested dataset
having 500 rows. Thereafter the curve flattens noticeabiiysT speedup, starting
from a datasize of 500 to a dataset size of 20000, increases Ir73 to 1.84,
with a small glitch at 1000 rows. For EP-4 performance insesarapidly until
a dataset size of 2500. Thereafter the curve also flattenpraxcdeds with con-
tinuous but not so significant improvement of performandeusl from a dataset
size of 2500 to a dataset size of 20000 performance incréasas3.0 to 3.16.
For EP-8, which starts with a speedup of 1.6, the performanleghly increased
until a dataset size of 5000 is reached. From thereon peaiocenrises only mod-
erately until the end of the observation window. Top perfance of EP-8 is 4.9
at 20000 rows. For EP-16 performance shows a rapid incredd@uataset size
of 10000 rows. There the speed8{16) is 6.3. Thereafter although not as steep
as before, performance is further increased until the fiogdtpf measurement at
a dataset size of 20000 where the speedup is 6.6.
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Performance evaluation for node parallelism

The performance evaluation of NP was done using almost time sast setup
as the evaluation of the EP modes. At first performance of rpatallelism
on scaling neural network size is explored. As NP distributee neural nodes
across the SPEs, i.e. more memory is available in the loced sis the network’s
weight matrices are distributed, it is possible to testdangetworks with some
NP SPE thread configurations. Hence, the network dimensvens extended to
N = 12,25,37,50,62,75,87,100,150,200 250 300. For NP-2 and NP-4 not the
full range of measurements could be performed as the menmoitywas hit.

For reference of the calculation of the speedup the restiftfPowith a single
SPE were used. However, the single node version of the NRithligoruns out
of memory even earlier than when using two or four nodes. 8fbee for these
measurement points (d > 100) the time taken for a single node was linearly
approximated on the basis of the acquired value®fer 12 to 100.

Another special attribute of the plot shown in the followisghe fact that the
curves of NP-2, NP-4, NP-8 and NP-16 do not start with thefiossible point on
the x-axis, instead they seem to be shifted to the right ofjtph. To understand
why these values have been omitted in the plot, it is needextin how the
network is distributed. As illustrated before the topolagyhe simulated neural
networks was fixed to three layers of nodes, i.e. two layensefhts. Where
the second node layer (hidden layer) is divided among theggsing nodes. As
every basic element on a vector processor is a vector and tavéotor on the
SPE can contain four elements the minimal number of hiddelesiaecessary for
distribution across two SPEs was set to five (there is aniaddithandling of a
bias node which is not discussed here).

This may seem a lightheaded decision to the reader as thstsexemes which
would distribute the hidden layer nodes more wisely to thEsS&dlowing a much
better general utilization of the CELL. However, one shouddl forget that each
additional computing node also generates a considerabteir@nof additional
traffic on the bus.

The distribution algorithm is further implemented to adéq@ number of SPE
threads used when the number of hidden nodes is too smalétalusf the user
requested SPE threads. Hence, when tellinge11 to train a network of con-
figuration 12-9-6 using four SPEs, the program will adaptribenber of SPEs
to the maximal number possible under the given constraimgshe case above
this would be three. In turn this means that for all points lo& general graphs
where the number of SPEs requested does not fulfitidlen> 4 + SPEgquested
the next smaller, possible number of SPEs is selected. fidneré was decided
to omit all points from the graph which are no real productthefrequested SPE
thread configuration but instead of a configuration with tassads. This is also
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the reason whyN = 87 in the evaluation of the performance in respect to dataset
dimension. Only when using at least 87 hidden nodes all of RBEsSequested
with NP-16 are really used.

The plot for node parallelism using varying is shown in figure6.13
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Figure 6.13: Speedup of the tested node parallel processdigarationsP = 2,

4, 8, 16 on networks oN = 12, 25, 37, 50, 62, 75, 87, 100, 150, 200, 250, 300.
While the dataset size was kept constant at 1000 rows. In ¢h&(5t) denotes the
speedup in comparison to a single node of exemplar passtielhich was also
tested on these configurations but is not shown hHef#) was thereby determined
by training the network using node parallelism on these astwonfigurations
with a single SPE.

From the graph the following observations can be made: NEx2sswith a
speedup of about 0.82, dropping to 0.74 on the next measuatgromt. There-
after performance increases fast and at 50 first real speedup of 1.03 is reached.
From there the curve rises up to the highest poiftlat 150 and a speedup of
1.33. NP-4 starts directly with constant improvement ofespg untilN = 150
is reached where the ascent of the curve loses steepnessramiies in a flatter
shape untiN = 200 is reached. The last poiNt= 200 of the curve of EP-4 with
a value of 1.34 is also the top point in respec&(®) in the whole graph. NP-8
also shows a persistent improvement of speedup until theeauns out of the
graph. The steepness of the performance increase is thalsgbymaller between
pointsN = 150 toN = 300 than before (foN = 50 toN = 150). Best speedup
is reached with 1.17 & = 300. Finally, NP-16 which starts & = 87 is rising
with moderate steepness until the last point on the curvés [akt point shows
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the highest performance of all previous points on the cuf\R316 with a value
of S(P) = 0.76.

In the second step of the performance evaluation speedugspect to dataset
size was investigated. Setting of the test were identic#théoevaluation of the
EP mode N = 87, dataset set sizes: 100, 500, 1000, 2500, 5000, 100000150
20000, epochs: 50).

The plot of speedup vs. dataset size for all tested modesvasim figure6.14
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Figure 6.14: Speedup of the node parallel mode using 2, 4 8PEs on datasets
of sizes 100, 500, 1000, 2500, 5000, 10000, 15000 and 20@0thelplot S(P)
denotes the speedup in comparison to a single SPE mode ofpawdielism
which was also tested on these configurations but is not shenen

From the graph the following observations can be made: Witstmallest tested
network size all modes deliver the best result of the whotduation. Directly af-
ter the first measurement point each of the modes undergaesalerable degra-
dation in speedup. Where the order of magnitude of the detjoadia greatest
for EP-2 and smallest for EP-16. For the following measurgmeints all modes
converge to a constant speedup which they keep up until thefehe observation
window.

Proposal for optimization of node parallelism

Since the speedup of NP is not satisfying for network scading the results for
scaling dataset size are even worse, a proposal is made tovenperformance of
NP.
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When analyzing the sequence diagram that was presentedysivand dis-
secting the number of messages, it can be seen quite eagig wWie performance
degradation in NP comes from: for each dataset row threeagesshave to be
sent. The first containing the partial error, the second esnibtification by the
PPE that the errors have been summed up and the third théetrahthe summed
error from RAM to each SPE’s local store.

For normal online learning this is a required proceduregesithe weight ma-
trices have to be updated directly after each forward passveMer this is not
necessary for batch learning, since there the weight magpradate has to be done
once per epoch. Thus, it is not needed to wait for the PPE sogthe error and
for the other SPEs transmitting their partial outputs to RAMerefore an opti-
mization to the previously presented is possible and isgseg in the following.

The basic idea of the optimization is derived from the presianalysis: instead
of waiting for the summation process on the PPE, the SPEsit&gartial output
into an array which is transferred to main memory using agrottouble buffer
approach within the already existing dataset double bidfey.

If the SPE has finished computing all partial outputs of alsmf the dataset
and sent them to the PPE it waits for a mailbox signal. Thidboaisignal in-
vokes either the start of the backpropagation or the teroimaf the SPE. When
the signal received is a continue signal the second pareadpitimized node par-
allelism is launched.

If the continue signal is received another double buffepl@entered which
again iterates over the dataset rows but also over an adaitioiffer. This second
buffer holds the summed up final output of the net for the apoading rows
in the first buffer. The iteration of this loop continuousiuatl dataset rows are
processed, thus the partial weight matrices contain theédura of the gradients.
Thereon the RP rules are used to update the weight matricebeuSPE contin-
ues with the next epoch. So far for the basic description®fdba.

In the following the details are explained using UML basegussnce diagrams.
For the purpose of a better illustration the sequence diadoa optimized node
parallelism has been split into two parts. In the first paet @well known) ini-
tialization procedure as well as the forward propagatiensimown, while in the
second part the batch backpropagation is primarily desdriln figure6.15the
first part of the procedure is presented.

The details are as follows: The PPE loads the datasets diadizais the weight
matrices (1a). Then from the two weight matrices dependmg¢he number of
SPEs to be used for the simulation several partial weighticest are created
(1b). This is done by evaluating an appropriate mapping efiidden nodes to
the SPEs to be used and by copying the corresponding coanewagights of the
matrices to a dedicated location for each of the SPEs (1@rebm the SPEs are
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Figure 6.15: UML based sequence diagram of the first part timiged node
parallelism for the CELL/B.E.

initiated, thus the compiled SPE binaries are loaded ireSRES local stores and
executed (1d).

After initialization the SPEs calculate how to scale theadat double buffer
and the double buffer for the partial outputs (2a). This iselon the basis of
the dimensions of the weight matrices and the currentlyl@via free space plus
some overhead for function calls etc. Both buffers are theatdn sized to fit the
same number of dataset rows.

Then the current weight matrices are fetched from main merf&ir). Thereon
the first buffer is filled using the first dataset rows (2c). ekfall DMAs were
successfully accomplished the transfer for the next bidfetarted (2d).

Now the SPEs begin to process the dataset rows of the curuéfier lising
forward propagation (2e). The results (partial output gajuare stored in the
current buffer of the partial output double buffer. If aleaients of the current
dataset buffer have been processed the current partialtduifier is sent to RAM
(2f). Depending on wether all dataset rows have already pemressed and this
was the last buffer to be transferred the SPE either stalisanailbox or returns
to 2c.

The PPE in the meanwhile has noticed that a SPE sent itslpartfaut buffer.
Each row (=line vector) of the received buffer is then added tine vector in
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RAM which corresponds to that dataset row which producecktpastial outputs
(1e). For each SPE which transmitts its buffer, the recedfdr is processed row
by row and added to the corresponding row in RAM (1f). When alESRave
transferred their buffers and all dataset rows have beerepsed, there exists a
MxN matrix in RAM, at a dedicated location “known” by the SPEs, véd is
the number of dataset rows aNds the number of output nodes and each element
of the matrix holds a final and complete output of the outputencorresponding
to that element.

At this point the PPE leaves its busy polling loop and the edoece continues
on figure6.16

[ :
alt_AlIF (epoch finished) && (defined MSE reached || defined number epochs reached)]

1g. term signall(mailbox)

ELSE continue]

1h. continue signal (mailbox)

¥

|_alt_[IF signal was continug]

2g. fetch rows for buffer 0 (dataset, outputl |

100p_/[SPE double buffering loop (dataset, output) until all rows are processed using BACKPROP]

2h. fetch next rows into buffer 0 or 1

el
L

ELSE TERMINATE]
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Y
m
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Figure 6.16: UML based sequence diagram of the second paptiohized node
parallelism for CELL/B.E.

The details of the second part of optimized node paralletiseras follows: After
the PPE has left its busy polling loop it evaluates the MSEefgrevious epoch
which the SPEs have sent as an addendum to their partialtduiffars. Addi-
tionally, the PPE evaluates the current epoch number ang&@s it against the
user-defined maximal number of epochs.

Depending on the outcome of this evaluation the PPE sendsnéntde or a
continue signal to the SPEs. This signal awakes each SPEifsostall. If the
received signal is a terminate signal each SPE simply team#fs partial weight
matrices (not shown in the diagram) back to RAM and terminates
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If the received signal is the continue signal the next parhefprocedure is
started — the batch backpropagation. Here (2g) each SPE emtether double
buffering loop for the consecutive transfer (2h) and precesof the dataset rows
(2i). Additionally, in the same loop and at the same time @9, another double
buffered transfer is used to fetch the complete outputs asrsd by the PPE
from main memory. In each iteration of the loop the SPE usesdtrieved data
to update the partial weight change matrices stored in é5BE/'s LS (2i).

After all dataset rows have been processed the RP weighteipdast are eval-
uated and the network weights are updated (2j). Now the psocerestarted as
the SPE continues with step 2c and the PPE returns to its lmligygoloop on the
partial error buffer arrays (both shown on the first figure).

As for the previously presented parallelization schemesitimber of messages
was also evaluated here and is given in the following two ggos.

#Messag@siial epoch = 2%P+2%Bjoads
*P+ 1P+ 2%Bjgags* P(+P)  (6.10)

#Messagegiiowing epochs = 2* Bjoads
*P + 1+ 2% Bjgags* P(+P) (6.11)

The first part in equatiof.10is the only part which is different in the first epoch
compared to the following epochs. In this part the initiahizol vector (omitted
in the diagram) and the weight matrices are fetched from RAMenIthe double
buffered forward propagation is started. Thereby one budfeead from main
memory while the other is written to main memory, i.ex Bgags* P. Then the
SPEs stall on the mailbox for the PPE messaging its resulP{1Thereafter the
double buffered batch backpropagation is started. Thasralguires the transfer of
two buffers from every used SPE, hence agaiB@,gs+ P. TheP in braces at the
end of the equation describes the transfer of the partigitadaveight matrices
back to the main memory after the receipt of the terminatignad.

6.2 Discussion

6.2.1 Performance results

Sequential modes

Although the sequential non distributed modesinéell were not in the focus
of this work, performance results have also been supplied tlrerefore need to
be discussed at least briefly. For both general performamascpresented in the
results section the order of the achieved performance éoséguential modes is
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identical. The worst performing mode is the scalar moddodad by the VMX
and finally the sequential SPE mode.

None of these observations is a surprise. As presente@reéste chapted
for reference) the PPE is much less suited for computatiemsgive task than the
SPE. And although PPE execution speed can be enhanced heimgli estab-
lished AltiVec extensions the SPE’s performance is superio

It is further seen that the adaption of scalar PPE code to $beotiSIMD in-
structions potentially provides a higher speedup than vewetching from VMX
to SPE. Nevertheless, the speedup when comparing VMX andsS&i so sig-
nificant that even tasks that can not be distributed so elgthallow an efficient
use of SIMD instructions will normally benefit clearly froniP& based execution.

Exemplar parallelism

As said earlier exemplar parallelism was identifieddg][as the preferred method
of parallelizing neural networks. When looking at the présdrgeneral perfor-
mance plots this can be confirmed without exception. In atheftested node,
network and dataset configurations exemplar paralleliseth@superior method.

As the number of messages calculated for exemplar pasatied low in com-
parison to NP this was an expected result. In fact, exemplallelism, leaving
the initial phase and the double buffering aside, only nexpuihree messages per
epoch (send weight matrices containing partial gradiewgive notification that
PPE has summed up gradients and modified weight matricdsergagw weight
matrices) therefore the only factor that could lead to aaeatble performance
degradation is the network size since it controls the sizh®fdata to be sent at
the end of each epoch. In fact, for very large networks itkislyi that NP outper-
forms EP.

However, for the tested network sizes, no degradation ifopeance when
compared to the other modes is seen. In fact, even when apyatixg the further
course of the EP performance curves; a point at which nodaleésm could
supersede exemplar parallelism can hardly be projected.

With these impressions from the general performance etiaiuthe speedup
shown for EP for scaling network size and dataset size is noestigated.

Scaling network size As shown in figures.12in which dataset size is plotted
against speedup all of the modes generate a speedup overrsiag EP of at least
1.6 and at most 3.5 in the used observation window. Additignaith increasing
N all of the modes also increase their delivered speedup.

The light oscillation of EP-2 is probably related to mininshlanges in the ratio
between SPE processing time and SPE wait time (waiting ®IPHRE to finish
updating the weight matrices). If SPE processing time isitgrethan the wait
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time then performance is usually good (small peak) elseopadnce is not so
good (pit).

Similar observations are made for EP-4. EP-4 starts witmgiali speedup of
2 which is increased over the course of the curve up to 2.8oimparison with
EP-2 the four node EP mode has a considerably steeper asakats® shows
more oscillation. As said before this is related to the amofinvait and process
time the SPEs receive.

In EP-4 there are more nodes thus potential faster proggssihe dataset but
in turn also the possibility of longer stalls as more masicaist be summed up by
the PPE and more SPEs must synchronize. Although EP-4 shsinsg ascent
for the first few values oN the ascent is not continued so rapidly after passing
N = 50. The reason for this behavior is probably that the fouresaate already
well utilized and show a slight saturation by the task’s vioaki.

EP-8 shows the highest performance in the chart with 3¢ at87. But al-
though there is still an ascent noticeable when EP-8's deaages the area of the
graph, the curve has already lost much of its initial pace iaigltherefore not
expected that EP-8 will give much more speedup than alreetiigweed. This sat-
uration can also be explained by the good utilization of tRESwhich seems to
be nearly unaffected by any stalls or waits at this valud.of

Finally, the graph of EP-16 also shows a steady ascent. féiistving the
curvature of EP-4 and then getting closer to the plottedgperdnce of EP-8.
However, in the observed window féd, EP-16 can not convince. Although it
uses the double of the nodes of EP-8 its performance is wBigsdt is expected
that for larger networks EP-16 performs better.

Nevertheless, larger nets can not be simulated within theecuimplementa-
tion and when the curve of EP-16 leaves the chart it does ramwv shtrend for
serious improvement over the previous shown performancey Wdes EP-16
perform so bad when EP-8 and EP-4 look quite utilized? A fsseason is the
dataset size. With a dataset of 1000 rows each of the 16 nodiesegeives about
63 rows. This in combination with the network size leads tatreely fast sends
of 16 x 43KB (atN = 100) for the partial gradient matrices to the PPE.

Additionally, the time which is needed to transfer eightlué 43KB blocks is
increased as eight of the SPEs are located on the other CEpL This CELL is
not associated with the PPE on whighcell is executed. As those 8 SPEs also
have to write to the RAM of the first CELL all of their traffic is read through
the FlexlO interface which connects the two processorsngait an increased
transfer latency. This in turn, forces stalls for each SPtreeit can fetch the
updated matrices. For EP-16 to show its real potential onddmberefore either
need a greater dataset, a larger net or distribute the dath vghto be transferred
evenly over the RAM of the two CELLSs.
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Conclusion for network scaling with EP  EP can provide a considerable speedup
for network size scaling. However, due to fact that the netweeight adaption
and gradient summation is based on the PPE a good bit of peafare is lost.
Another fact, as said before, is that network size can nohbeeased further in
the current implementation. So, when looking at#e) vs N plot this shows the
final and absolute performance reachable for the used coafign for the current
version of the implementation.

Although a noticeable speedup (max 3.6) over single node dtitd doe re-
ported, a performance increase of 16.66 which is the topppegnce reported
by Pethick et al. could not be achieved. However, as this mumwas generated
when training nets of sized > 500 with a dataset of 10000 rows it would have
been quite surprising to achieve this speedup when relymthe PPE so much
without using similar sized networks.

To conclude the observation of EP mode on scahihi should be noted that
although EP’s main focus lies in the processing of largesgdsa when wanting to
train larger networks with EP increasing the number of cotjpenal nodes will
provide a reasonable speedup unless the dataset is toq smalEP also scales
considerably well on larger networks. However, if the parfance gained is not
as expected, the dataset might be too small and it is adeisalést training the
network with EP modes with a smaller number of SPE threads.

Scaling dataset size As it can be seen from the general performance plot pre-
sented in the results section, all of the EP modes scale \ithllrising dataset set
size and outperform all the other modes.

In the plot shown in figuré.12the performance of the EP modes on scaling
dataset size is compared to each other. Itis no surpris&E thatodes which utilize
a greater number of nodes perform better than modes witmba$ss. Anyhow,
all of the modes behave quite comparable as they show a rapighise in speedup
for the first few measurement points but beyond a specifict po@performance
gained is only marginal. It is further observed that the Bighe number of SPEs
used the later this point is encountered.

The reason for this behavior is easily found: The maximdization of all
SPEs is reached faster with increasing dataset size wherSRE threads are
used, with more threads the maximal utilization is also nedclater. Maximal
utilization in this context means that increasing the detagze further will not
yield a considerable performance increase. For the impiéatien and network
configuration shown in the plot points of maximal utilizatiare at 500, 2500,
5000 and 10000 for EP-2, EP-4, EP-8 and EP-16, respectively.
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Conclusion for dataset scaling with EP Exemplar parallelism yields a good
speedup when scaling dataset size. For the evaluation hesmsipossible to
report a top performance of 6.6 over the single EP mode fortaarnk size of
87 and a dataset size of 20000 using EP-16. As reported bycRethal. it was
also found here that exemplar parallelism exhibits a str@orgelation between
performance and size of the dataset. But while for Pethick ¢he performance
degrading factor is the communication time it does not plsigaificant role here,
in fact, the time for DMA is much smaller than the time the SRttt wait for the
PPE. Therefore in this implementation the PPE was identdgethe bottleneck.
Nevertheless the (modified) rule of thumb, as formulated éthiek et al., for
exemplar parallelism holds: the larger the dataset theehigfie ratio between
performance and SPE wait time (for Pethick: communicatioe)} and thus the
higher the speedup.

Node parallelism

As node parallelism produces a large number of messagesuwsgeeifor training
neural networks the expected performance gain is also eeldun fact, the plots
shown in the results chapter imply the application of furtmprovements to
make NP feasible in practice.

Scaling network size and node parallelism From the general plot shown in
figure 6.9 a first impression of how NP performs for varying datasetssizan
be received. There, comparable to EP but with a smallertefeeceduction of
runtime, the curves of the NP modes start with a steep asdeichwgtops at a
certain point specific to each of the modes. Beyond this pbiatcurve runs
considerably flatter than before until it leaves the obdewmavindow. To extend
these findings the speedup over single mode NP has been doavafi fested
NP modes in the plot shown in figuéel3 For this plot it can be said that from a
broad point of view all thread configuration improve theirfpemance as network
sizeN increases.

The only questionable point in the curve of NP-2 is the seaoedsurement
point where performance degrades for a moment. This behanght be related
to the fact that at this point\(= 25) where the corresponding network is 25-18-
12 the SPEs are again (compared to pdlrt 12) not so well utilized that their
performance could account for the increase of the size ofrtbesages holding
the partial outputs. When referring to the increase in messeg what is meant
is that while the previous network (12-9-6) only requireddiag 6 elements per
dataset the new network requires the sending of 12 elementdgtaset. On the
other hand, the network size is also doubled resulting iremark for each SPE
thread. Hence, there might be another reason for the detypmiitormance in this
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point.

NP-4 starts with a low speedup since the small number of hiddees per SPE
can not account for the large number of messages which héeesent per dataset
per epoch. However, as larger nets are simulated the itizaf the SPEs also
increases. This leads to a rapid ascent of the speedup hetds$t measurement
point of NP-4.

NP-8 which also reached good but not overwhelming perfooaatarts with
quite steep ascent until reaching the pdint 150 whereupon the curve describes
a flatter path than before. This slight flattening of the curught be related to
a slow saturation of SPE performance as network size inesea®r which is
also probable since all three curves (NP-4, NP-8 and NP+E6¢fected by this
loss in steepness at exactly the same point it could be deat@n overoptimistic
approximation of the underlying NP-1.

NP-16 performs worse than all other modes but shows a tresdittizould
provide noticeable speedup for networks of larger size. él@n for the tested
network sizes the performance increase delivered by thd>Es $an not account
for the large number of messages created.

Conclusion for scaling network size with NP Although the reported perfor-
mance of NP for scaling network size is no surprise the pelizdition strategy in
its current implementation is not satisfying. Of course, plerformance outcome
was more or less expected since the networks that couldteel teis the CELL are
too small to account for the large number of messages gedefaut there could
have been a greater gain in performance due to the high spé#eérconnection
between the computing nodes on the CELL/B.E.

However, when analyzing the work of Pethick et al. for theparted results
on node parallelism it turns out that the network sizes wiiatl to be used for
performance evaluation here are considered by them as & vaws setting for
node parallelism.

Anyways, as it is currently not possible to practically asge performance of
NP on larger nets there is only the possibility to increasépmance of the algo-
rithm itself to deliver a higher speedup on the tested corditgons. It is therefore
highly recommended to apply the proposed optimization t@N&reevaluate the
performance. When the proposal can be applied as thoughuthbar of mes-
sages should be drastically decreased and allow a remarkaptovement over
the current performance.

Scaling dataset size and node parallelism In the general performance evalua-
tion for scaling the dataset size we find NP modes performimig&with increas-
ing number of nodes. This is confirmed for the analysis of leedup as shown
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in the graph of figur&.14

In this figure, each of the curves has basically the same slstgoging up high
and leveling lower but then proceeding at a constant levél the end of the
observation window. Thereby the only difference betweenrtiodes lies in the
height of the level and in the degree of performance degadaiter the first
measurement point. In the following this behavior is expiai.

In the initial measurement point the dataset size is so modiler than that
of datasets tested thereafter, that there are significkedfymessages generated
and hence performance is better. However as the number clages generated
for each epoch of the network is not only dependend on the eumbdataset
rows but also on the number of SPE threads used, this penfmengeak at the
initial point of measurement is reduced as the number ofattsds increased.
Thus, the performance degradation from the first measureiméme second mea-
surement becomes smaller as more nodes are used. Therr@atiomber of
threads, dataset size and number of messages is also tbe feashe reduced
performance gain in NP when more threads are used.

For the second measurement point of NP-2 and NP-4 theredisaisticeable
difference in speedup to the third point from where the sppatiys constant. On
the other hand, for NP-8 and NP-16 no difference is visiba@plot. The reason
for this short degradation in the NP modes with lower nodelmensiis related to
the implemented double buffering. As it is always neededitarble buffering to
have an initial buffer transferred completely so that waak de done while the
next buffer is transferred there is always a phase of wariéated to the transfer
of the initial buffer. Since the implementation is realizaca way in which this
initial transfer is always done right before the start of avrepoch, each of the
SPEs has to wait 50 times for the initial buffer.

Now for a dataset size of 500 rows with a small number of SPEsraltio
of overall communication time and sync time to overall alitbuffer latency is
relatively small in comparison to that of larger datasetsusl for a dataset size
of 1000 the ratio has already reached a point at which therderator’s influence
is not noticeable anymore. This also gives an explanation tivd magnitude of
the degradation (seen from the first point of the measuréneméduced with
increasing node number — the number of messages for NP-8,6NR-dataset
size 500 is simply already to high to notice the latency oftthasfer of the first
buffer.

Conclusion for scaling dataset size with NP As expected from the general
evaluation graphs presented in the results section of thapter the speedup
gained with NP drops as more threads are used. As reasonéé text and
easily seen from the implementation diagram this is caugetidgrowing num-
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ber of messages when the number of nodes is increased. Howey@roposed
optimization for NP could lead to an improvement of this betraand allow a
better speedup for a larger number of threads.

Nevertheless, it can not be said exactly how speedup wilkawg since the
optimization only reduces the number of messages relatitteet dataset size and
the utilization of additional nodes will still lead to a gtemoverall number of
messages. On the other hand, the proposed optimizatiotdstmuer the transfer
latency nearly completely. It is however still possibletttiee improvement is not
as expected as the PPE, which is now utilized more frequanityht become a
new bottleneck. However, it is needed to implement the mapto get a true
statement of the quality of the improvement.

Apart from the possible general performance improvemeattdiuhe applica-
tion of the proposal, it is expected that it will only change iverage level of the
curves and that the basic shape of the curves will stay the sanall nodes can
take advantage of the optimization. Thus, at a certain dataze all modes will
again show a constant speedup.

This constant speedup was also reported by Pethick et ahdorcluster com-
puter. They also reported only a very weak correlation betwapeedup and the
size of the dataset. They further found a slight degradaifgmerformance for
32 nodes and a dataset size of 10000 using a network side-01000. For the
network tested here which was of sike= 87 with 16 nodes a degradation was
not found.

6.2.2 Limits and improvements

From the observation of the literature it was decided to en@nt two of the four
main strategies for the parallelization of neural networks

It was found that while both strategies can provide a nokiteegpeedup to the
sequential implementation of the learning algorithm thégrenance gain due to
exemplar parallelism is greater than for node paralleligns however expected
that the performance gain of NP can be further increased w&hplying the pro-
posed optimization. If this will also enable NP to outpemfiocEP in its current
implementation is not sure.

For EP on the other hand the PPE was identified as a bottledéekefore a
further improvement of EP could be to move the summation®ftfadients from
the PPE to one SPE or to do the summation along the way to RAM,ubing a
summation process similar to a pipeline where each SPE &ldsrrent gradient
matrix to the matrix received from the previous SPE. Anywayish the current
implementation the training of larger networks is only pblkesusing NP.

Thus, one of the main limits of the current implementatiorthe size of the
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networks that can be trained. Even for NP the maximal netvdimension is
N = 425 which is a 425-318-212 network and is compared to thear&tgizes
evaluated in the cluster computing paper (network sizesouy + 2000) quite
small.

However, it has to be asked how important the training of daade networks
is. When investigating the datasets of the UCI machine legrrepository P]
there are only two datasets which can not be trained mitie11 currently, either
having 650 or 1560 attributes. Most of the other datasetsimgpository can even
be trained using EP since they have less than 100 input ésatAdditionally, the
limit is only valid when the network is scaled using the gifermula. However,
most of the times it will not be necessary to hala?é output nodes.

Nevertheless, to enabtecell to train larger networks in general one possi-
bility would be to swap out network parts which are only loddeto the local
store when needed. However, this would probably lead to sadegjon of per-
formance due to the transfer latency and significantly rdieecomplexity of the
current code.

Another improvement which allows to increase trainablevoek size would
be the use of fixed point arithmetic as reported by Stsgythis would also yield
an additional overall performance benefit since more omsraauld be processed
at once (eight 16-bit fixed point values per vector insteafibof 32-bit float ele-
ments). At last the handling of larger network might also iyep®rted by switch-
ing to a different learning algorithm.

Several aspects led to the decision to prefer the resil@ckgrop algorithm (RP)
over the most commonly used Levenberg-Marquardt algoritbih). As one of

the main reasons for not choosing the LM algorithm was thé& Inngmory re-
quirement for the algorithm it might seem strange that jhit &lgorithm could
allow to train even larger networks.

As said before there are publications that propose to dividdacobian matrix
and reduce memory cost this wa88[ 9] but this also requires additional time to
handle the new submatrices. Therefore it might be reasenalapply optimiza-
tions to the LM algorithm for neural networks as presentef@# 25, 10].

In the first two articles the authors introduce neural neaghbods to the algo-
rithm. These are clusters of neural nodes of the networkiwduie trained mostly
independently of each other. The authors report a signifremluction of training
time and memory requirements over the standard LM algorithmthe second
paper, the performance index and the calculation of theigmathformation are
modified which results in less memory requirements and ab&thvergence rate.
Hence, a combination of distributing the Jacobian along wibse optimizations
might allow a feasible application of LM on the CELL/B.E.
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Apart from a possible modification of the learning algoritttmere are other op-
timizations that might lead to further performance improeats. As the imple-
mentation was based on the code generated out of first pabexiperiments with
the CBEA and neural networks in which only incremental leagnivas used,
there is still some performance to be gained by changingritfatacture of the
implementation. For instance, in the current code thereaallao the forward-
and backward propagation routines for each single patteowever, for batch
backpropagation this is actually not necessary.

Since there the patterns can be processed independentglobéner it is pos-
sible to evaluate the forward propagation for all pattetreaae, i.e. with a single
function call, using a matrix multiplication of the weighatnix and pattern space.
For the backpropagation a similar approach is feasible.oOfse, memory on the
SPE is limited and it would probably not be possible to hoklrdsult for all pat-
terns in memory at the same time but incorporating the chavitipethe already
implemented double buffering approach should allow toyggk optimization.

An additional limit of the current implementation is the noen of possible ac-
tivation functions. Currently the setting is fixed to tanh2aatvation function of
the hidden layer and a simple linear activation in the outayer. As different
activation function combinations might allow better pitatin results it should be
considered to extend the number of activation functionsttf@current code base
there is no special reason prohibiting this idea exceptdlagianal effort that has
to be put in the porting of these sigmoidal functions to tharinction set of the
SPE to allow fast processing of the input operands.

Overall it is found that EP and NP (using node configuratieves and four) pro-
vide a reasonable speedup on the CELL/B.E. though speedupt@hdun time
of NP should be improved to be practical.

Comparing to Pethick et al. it is found that the results reggbrhtere conform to
their findings if the smaller size of the networks is takem iatcount. Therefore
the worst cases for both parallelization strategies hexela same as given in
[48]. Which is for EP a small dataset and a large network and for Nshall
network and a large dataset. As a general rule for the cuimgriementation the
question of which strategy should be used is quite simplenswar: use EP as
long as the network size allows it, otherwise use NP or the \Wkhbde.

6.2.3 Further practical use of the developed application

For further use and development of the software it is plartoezbnsider which
of the previously discussed optimizations may be impleeeimto the applica-
tion. Additionally, it is thought to port the ANNIGMA mode widh is already
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implemented in the program for single SPE mode to the paratiees and there-
fore multiply the time saving for the use of ANNIGMAf@cell compared to the
ANNIGMA@MATLAB implementation.

These additional improvements to the current applicatioghbrmake the use
of nncell interesting to an even broader field of users. Besides théjildgshat
others might finchncell useful there are also two concrete future applications of
the program.

The first is simply as a workload generator and regressidndekfor the CEL-
L/B.E. test team. Asincell is not relying on any of the IBM extended SDK
libraries it may be used as an evaluation tool for generdaegyperformance and
functionality independent of any of the high level librai&Vithnncell it is fur-
ther possible to produce workload on selected hardwars pathe CELL. For
instance, using the NP-16 mode to train a neural networknigaail-87-1 topol-
ogy on a large dataset will lead to a large amount of bus trhafficonly a low
SPE utilization. On the other hand, using EP mode with a né&twbdimension
N = 100 and a large dataset will lead to a strong utilization ef 8PEs while
causing only a moderate number of DMAs.

The second field of application lies in the further evaluatbtbthe MIRA datasets
thus in further predictive tasks. As explained in the nextise of this chapter

there are also several limits to the achieved results invibik and it seems rea-
sonable to reevaluate some of the results presented herbtiohdlly, there are

several parameters from the MIRA studies which could not beuded in this

evaluation but might add extra value. It is therefore alsmet to investigate a
similar task but with a different, possibly larger parameiet.



Chapter 7

Prediction

7.1 Population analysis

7.1.1 ETZ dataset

According to the achievements in the treatment goal (weigthtiction) the ETZ
dataset was divided into two groups 7% weight reduction versus 7% weight
reduction in 12 weeks) and all parameters were comparedbéditer readability
the tables which are described in the following have beenaaow appendiB.1.

As shown in chapter 2, the ETZ dataset includes differerdkiof parameters.
The basic morphometric parameters, the age, the raw BIA paesmas well as
variables which were derived from those parameters (TBW, LBEIM, fat mass,
cell mass, ECM and phase angle). Although it was decided toverthe derived
parameters from the dataset for the ANN based analysis hiéneybeen analyzed
here as well. However, it is seen quite easily, at least f@stmple statistical test
conducted here, that there are many variables without afisgmce difference
between the groups.

TableB.1 shows the distribution of male and females among the two heit
duction classes. It can be seen that there were 217 subjeotsimclass 1 than in
class 0. Nevertheless, both have a comparable male/featade r

In table B.2 the difference between age, body weight and BMI at week 0 is
given. It can be seen that both groups differ significantlgge, weight and BMI
with lower age, higher weights and BMIs in class 1.

The next tableB.3) shows the distribution of the weight change and therefore
also BMI change in the two classes. It can be seen that the Bigil 4% weeks
was significantly higher in class 0. There was a considewidénighly significant
difference between class 0 and class 1 in delta weight (éb6udg vs 9.5 kg) and
delta BMI (1.3 vs 3.4g/n?) although weight after 12 weeks was not significantly
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different.

TableB.4 shows the distribution of the BIA parameters among the groBpth
groups differed significantly in TBW, LBM, BCM as well as fat massl|l mass,
ECM, phase angle with higher values in class 1. No differenaesistance and
reactance was found.

7.1.2 MIRA dataset and subset (MIRANP)

According to achievements in the treatment goal (weighticeédn < 7% versus
> 7%) the MIRA dataset was divided into two groups and all patansewere
compared. It should be noted that the results are also vatidhe MIRANP
dataset, since it is a subset of the MIRA dataset without ttndates group and
program. As before, to improve readability the tables dbedrhere have been
moved to appendiB.2.

The first table B.5) shows the description of the population of the two classes
regarding sex and participation in the two weight reducpoograms. It can be
seen that about one third of the whole MIRA population achdete treatment
goal. Interestingly there were no significant but smalletdi#inces in age and sex
distribution in both groups, leading to a female/male rafi@bout 5-6 to 1. On
the other hand, there was a highly significant differencéaratio of the number
of participants taking part in the DGE or in the BCM program iass 0 (1.5 to 1)
compared to class 1 (1 to 5).

Regarding the anthropometric parameters as shown inBablde two groups
differed significantly in BMI and hip girth, having higher wes for BMI and hip
girth in class 1 and lower values in class 0. Also height wigdhgy different with
higher values in class O.

As can be seen in the talBe7 the classification in the two weight loss groups
shows only small differences in the achieved mean weigi. r&M| after 12
weeks but highly significant differences in delta weightqat2.7 vs 8.95 kg) or
delta BMI (about 0.94 vs 3.2§%). Reason for the last finding is the higher initial
weight and BMI values of the subjects in class 1.

TableB.8 shows that the only significant parameter regarding BIA dats tive
resistance, of which subjects in class 0 had higher valueserage.

The observation of the haemodynamic parameters in Bl8lshows that sys-
tolic and diastolic blood pressures were higher in classithout a difference in
heart rate.

For the parameters of the clinical chemistry that were aegufor all partici-
pants of the MIRA studies, as shown in taBld 0there were small but significant
differences in GGT, GPT, creatinine and triglycerides, nsaalues where always
higher in class 1.
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In difference to the analysis of the parameters of the dinahemistry the
scores for the categories of the IWQOL-Lite questionnairgrasented in table
B.11showed no difference in either of the groups.

For the food questionnaire (see taBld 2for reference) a significant difference
was seen in the patient’s historic whole daily energy expara with a higher
value in class 1, leading to a difference of%ii The dietary fiber intake also
showed a significant difference with class 0 having the langean value.

The analysis of the Lean Habits scores which is shown in tBH& showed
a significant difference in the reported daily physicalhastibetween the groups
with a higher mean score in class 0.

7.2 Prediction results

As explained in chaptet.2.6the prediction was performed in several steps: after
a network configuration for the analysis using ANNIGMA watested and the
heuristics that should be used within ANNIGMA were definée, first step was to
evaluate all datasets with the defined activation functmnluinations, the chosen
heuristics on the previously found network topology. Aaisentioned before,
prior to the ANNIGMA evaluation the datasets were dividetbia training and a
test set.

As there were three datasets to be evaluated each of whiat) tveo different
heuristics and different network topologies (besides #wes different activation
function combinations) a lot of data was generated. Fohé&ranalysis this data
was arranged in a total of 10 tables which can be found in apiped In the
following subsections each table’s best results are dészlis These results are
then summarized in tablé 1

Furtheron to evaluate these best results for their prdecttavance each of the
entries in the summary table was used to train 30 new netwehikse the best
was selected on the basis of the lowest test set error in timaamperation point
as defined in chaptés.3.2 For each of these “best networks” a ROC curve was
drawn and several statistical measures were computed.edratis of these mea-
sures the best performing network of each topology for eathset was selected.
These network’s ROC curves are presented after the sumataley The remain-
ing ROC curves and their data was moved to appeBdix

Note that a fold out feature map has been included in appdhdixsimplify
translating the feature numbers to their attribute namégmwonly the feature
numbers are given.
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7.2.1 ANNIGMA results for the ETZ dataset

Based on 6-17-1 MLPsncell showed nearly the same “best subset error” with
ANNIGMA heuristic FS and the “best subset error” with BEB caamgd with
MATLAB with only marginal differences in the original aveya error and aver-
age error % as well as in the TOP 3 selected features (@dland tableC.2).
There was no difference in prediction errors and selectatlifes whether or not
the prediction was made with ANNIGMA heuristic FS or BEB. Botlcathand
MATLAB implementation performed best with a tanh-lin or at&-lin activation
function and this was true whether FS or BEB ANNIGMA heuristizas used.
The best results of the two tables were further selectedsimomary table.1

7.2.2 ANNIGMA results for the MIRA dataset

For the 54-2-1 MLP using tanh2-lin activation function candiion and the AN-
NIGMA heuristic FS the best result was produced using ANNKS®hncell
which is indicated by the lowest “best subset error%” (23%ihg a slightly dif-
ferent set of features compared with ANNIGMA@MATLAB (ta6.3). nncell
favored the features 21 (GPT), 34 (public distress) and Z2T()G8 (program),
33 (sexual life) whereas MATLAB, depending on activationdtion, selected 21
(GOT), 22 (GPT), 16 (heart rate), 8 (program), 46 (wholeydailergy expendi-
ture), 45 (energy expenditure during exercise) etc. as tigaires with higher
frequency.

The same MLP structure with ANNIGMA heuristic BSE (taliC.4) again
showed the lowest “best subset error%” (21%) dacell favoring nearly the
same leading features 8 (program), 21 (GPT), 22 (GGT) coedpaith MAT-
LAB. Results of the 54-16-1 MLP were similar on both heuristics

The best results of the four tables were selected into suyntable7.1

7.2.3 ANNIGMA results for the MIRANP dataset

For the MIRA-subset (MIRANP), where the features “progrand &group” were
excluded, the 54-2-1 MLPs with FS heuristiacell performed equally well
compared to MATLAB, favoring 19 (GPT), as most predictivetfea with a “best
subset error” of about 32%.

In a MIRANP analysis with the 54-2-1 MLPs using BSE heuristgslected
features changed completely (about 10 different featuresyielded about the
same “best subset error” wittncell (31%) and higher errors with MATLAB
(about 36%) in comparison to the FS heuristic.

When MIRANP was investigated with the 54-16-1 MLPs using FSrisaéas
nncell selected 1 (Sex), 31 (sexual life) in the best subset wheviedd AB
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with log-log activation found 52 (meal situations), 12 (RRsys best predictors
with errors of about 31%.

When MIRANP was analyzed using 54-16-1 MLPs with BSE heuriséistb
nncell and MATLAB subsets were again multifactorial (up tb features) with
“best subset errors” of about 31 %.

In table7.1a summary of these results is presented.

7.2.4 Summary and Statistics

In the following the table containing the best results of ANNIGMA evaluation
is presented (tablé.1). Thereafter the best six ROC charts are shown. These have
been selected by network topology, sensitivity and spétyifand are discussed in
the next section.

Therefore for the ETZ dataset both tested nets a 6-17-1 anda12MLP
(figures7.1and7.2) with features 1,2,4,6 and 2,6 were selected.

For MIRA the selected nets were a 5-2-1 MLP (see figuwith features 4,
8, 14, 21, 44 and a 2-16-1 MLP with features 8 and 53 (figu#g

Finally for MIRANP the selected nets were a 3-2-1 MLP (showfignre 7.5
with features 2, 10, 19 and a 17-16-1 MLP (see figu@ with features 3, 7, 10,
12,18, 19, 20, 21, 22, 23, 29, 31, 32, 33, 38, 43, 50.
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Table 7.1: Summary of the best results produced by ANNIGMAGHi tested
datasets and nets. Every item in this table has been fumkestigated and a
ROC curve has been drawn. The best six of these ROC curvesomeath
dataset are presented on the next pages. Note that the cdlbih8ystem does
not only identify the platform on which the net was testedddsb the learning al-
gorithm: MATLAB uses Levenberg-Marquardt (LM) whitencell uses resilient
backpropagation (RP). Also note that for all best BSE resists the next worse
(regarding the error) result has also been selected fdrdugvaluation when the
error was in a similar region but there were less featurescted.

Dataset | Heuristic TF1-TF2| NN System Best supBest subset

Network set Err.%

ETZ FS tanh-lin MATLAB | 35.43 1,2,4,6

6-17-1 | BEB tanh2-lin | nncell 35.90 2,6

MIRA FS tanh2-lin| nncell 23.28 8,21,22,33, 34

54-2-1 BSE(a) | tanh2-lin| nncell 21.20 8,14,21,22,

35,39,40,41

BSE(b) | tanh2-lin| MATLAB | 23.44 4,8,14,44, 21
FS tanh2-lin| MATLAB | 22.95 8,53

MIRA BSE(al) 8,10,11,12,21,

54-16-1 o 24,41,44,45,46, 51
BSE(a2) lin-lin MATLAB [22.95 812.21,25

41,44,45,46,47

BSE(b) | tanh2-lin| MATLAB | 23.28 8,14,16,38, 49,53
FS log-lin MATLAB | 30.66 2,10,19

MIRANP | BSE(a) | tanh2-lin| nncell 30.60 3,7,10,12,18-23,

52-2-1 29,31-33,38,43,50
BSE(b) | lin-lin MATLAB | 32.79 43,44
FS log-log MATLAB | 30.49 12,52

MIRANP | BSE(a) | tanh2-lin| nncell 30.60 3,7,10,12,18-23,

52-16-1 29,31-33,38,43,50
BSE(b) | lin-lin MATLAB | 31.15 2,9,11,42-44,48
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ROC curve of the performance of a 4-17-1 (tanh-lin) MLP

trained with LM on the ETZ Dataset.
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Parameter Value Parameter Value
AUC (%) 65.38 Pos.likelihood ratio 1.53
Prevalence of pred. (%) 77.36 Testset error (%) 29.72
Sensitivity (%) 89.76 Subjects 212
Specificity rate (%) 41.18 True pos./pos. 114/127
False pos.rate (%) 58.82 False positives 50
False neg.rate (%) 10.24 True negatives/neg. 35/85
Pos.predictive value (%) 71.75 False negatives 13

Figure 7.1: The performance characteristics in the tabéstrbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwak$he same 4-17-1
topology with the hidden layer activation set to tanh ancdbilg@ut layer activation
set to lin and was trained using the LM algorithm for 15 epodhee features used
from the ETZ test set were : 1, 2, 4, 6.
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ROC curve of the performance of a 2-17-1 (tanh2-lin) MLP
trained with RP on the ETZ Dataset.
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Parameter Value Parameter Value
AUC (%) 60.75 Pos.likelihood ratio 1.28
Prevalence of pred. (%) 85.38 Testset error (%) 33.02
Sensitivity (%) 93.70 Subjects 212
Specificity rate (%) 27.06 True pos./pos. 119/127
False pos.rate (%) 72.94 False positives 62
False neg.rate (%) 6.30 True negatives/neg. 23/85
Pos.predictive value (%) 67.20 False negatives 8

Figure 7.2: The performance characteristics in the tabéstrbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for

the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwWwaétshe same 2-
17-1 topology with the hidden layer activation set to tanh@ &he output layer
activation set to lin and was trained using the RP algorithn2& epochs. The
features used from the ETZ test set were : 2, 6.
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ROC curve of the performance of a 5-2-1 (tanh2-lin) MLP
trained with LM on the MIRA Dataset.
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False positive rate (1-specificity)
Parameter Value Parameter Value
AUC (%) 72.56 Pos.likelihood ratio 3.76
Prevalence of pred. (%) 27.87 Testset error (%) 24.59
Sensitivity (%) 55.00 Subjects 61
Specificity rate (%) 85.37 True pos./pos. 11/20
False pos.rate (%) 14.63 False positives 6
False neg.rate (%) 45.00 True negatives/neg. 35/41
Pos.predictive value (%) 76.92 False negatives 9

Figure 7.3: The performance characteristics in the tabéstrbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwattgthe same 5-
2-1 topology with the hidden layer activation set to tanh®@ #me output layer
activation set to lin and was trained using the LM algoritton I5 epochs. The
features used from the MIRA test set were : 4, 8, 14, 21, 44.
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ROC curve of the performance of a 2-16-1 (tanh2-lin) MLP

trained with LM on the MIRA Dataset.
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Parameter Value Parameter Value
AUC (%) 66.10 Pos.likelihood ratio 2.21
Prevalence of pred. (%) 44.26 Testset error (%) 31.15
Sensitivity (%) 70.00 Subjects 61
Specificity rate (%) 68.29 True pos./pos. 14/20
False pos.rate (%) 31.71 False positives 13
False neg.rate (%) 30.00 True negatives/neg. 28/41
Pos.predictive value (%) 60.61 False negatives 6

Figure 7.4: The performance characteristics in the tabéstrnbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwWwaétshe same 2-
16-1 topology with the hidden layer activation set to tanh@ &he output layer
activation set to lin and was trained using the LM algorithton I5 epochs. The
features used from the MIRA test set were : 8, 53.
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ROC curve of the performance of a 3-2-1 (log-lin) MLP
trained with LM on the MIRANP Dataset.
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False positive rate (1-specificity)
Parameter Value Parameter Value
AUC (%) 53.41 Pos.likelihood ratio 10.25
Prevalence of pred. (%) 9.84 Testset error (%) 26.23
Sensitivity (%) 25.00 Subjects 61
Specificity rate (%) 97.56 True pos./pos. 5/20
False pos.rate (%) 2.44 False positives 1
False neg.rate (%) 75.00 True negatives/neg. 40/41
Pos.predictive value (%) 95.24 False negatives 15

Figure 7.5: The performance characteristics in the tabéstribe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for

the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwaidkshe same 3-2-1
topology with the hidden layer activation set to log and tbgat layer activation
set to lin and was trained using the LM algorithm for 15 epodhee features used
from the MIRANP test set were : 2, 10, 19.



122 7 Prediction

ROC curve of the performance of a 17-16-1 (tanh2-lin) MLP

trained with RP on the MIRANP Dataset.
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False positive rate (1-specificity)

Parameter Value Parameter Value
AUC (%) 60.37 Pos.likelihood ratio 3.22
Prevalence of pred. (%) 29.51 Testset error (%) 26.23
Sensitivity (%) 55.00 Subjects 61
Specificity rate (%) 82.93 True pos./pos. 11/20
False pos.rate (%) 17.07 False positives 7
False neg.rate (%) 45.00 True negatives/neg. 34/41
Pos.predictive value (%) 74.07 False negatives 9

Figure 7.6: The performance characteristics in the tabéstrnbe the marked
point on the ROC curve. This point is the optimal operatingnp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netvattthe same 17-
16-1 topology with the hidden layer activation set to tanh@ the output layer
activation set to lin and was trained using the RP algorithn2&® epochs. The
features used from the MIRANP test setwere : 3, 7,10, 12, 180,21, 22, 23,
29, 31, 32, 33, 38, 43, 50.
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7.3 Discussion

7.3.1 Prediction performance on the presented datasets

Performance of several MLPs on the ETZ dataset

In the previous section the performance of several mud@erceptrons (MLPS)
on the ETZ dataset was described.

As a reference and additional analysis system the originlKSMA imple-
mentation based on MATLAB was also set up on the task. Thisvall not only
to control the results produced hyicell but also to improve the chance to find
other or better results thamcell due to the appliance of additional activation
function combinations and a different learning algorithm.

However, it was expected thahcell performs comparable to the reference
system or better. This expectation was fulfilled. Bothiheell and the MAT-
LAB implementation performed equally regarding best stibs®@rs, original av-
erage error and average error%.

Regarding the biological significance of the prediction itsibe recognized
that the average error and even the best subset error is ldige means that
there is much uncertainty about the predicted outcome. @rother hand it
seems plausible thathcell and MATLAB ANNSs selected weight as the main
feature followed by age and height (or vice versa), neadgpendent of the ac-
tivation function. Although it could be assumed that sex lddwave an influence
on weight loss, this is not supported by these results, rduding the possibility
that the lower number of males compared to females in thesefafabout 7:1)
might have influenced the data.

Performance of several MLPs on the MIRA dataset and subset (MIRANP)

In accordance with the previous subsectiarell should have at least the same
or a better performance compared with the reference systehmedMIRA dataset
and subset.

Because the MIRA dataset contained much more independeniféerémt in-
formation than the ETZ dataset a better prediction resustexgected.

Indeed the “best subset error%” was lower when analyzingiiRA dataset
in its full dimension (MIRA, with “program” and “group” attbutes) as well as
without these features (MIRANP) compared to the results enBfZ dataset
(21% versus 31% versus 35%). For all datasets there was rbffeigence in the
error comparinghncell and MATLAB.

Obviously feature 8 (program) was a main determinaninnell as well as
in MATLAB based prediction in the full MIRA dataset; followdd; a mixture of
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features, often containing 21 (GPT), 44 (basal energy edpee (EBIS)) and 14
(RRsys).

If features 8 (program) and 7 (group) were removed from th&MUbataset
(MIRANP) the “best subset error” was higher and there was parctcommon
favorite feature detectable althoughcell preferred 3 (height), 7 (basal energy
expenditure), 10 (hip girth), 12 (RRsys) and some others ih teg 52-2-1 and
the 52-16-1 MLPs.

The latter selection seems plausible, regarding antiethbatlationships be-
tween anthropometric variables and weight loss, althoughN#have the poten-
tial and should find unexpected and not easily explainabtmections between
predictors and the variable which should be predicted.

7.3.2 Limits and improvements

Before the use of the results in practice is discussed thdiqndsas to be asked
wether the reported results really reflect the best resoksiple using the given
tools and techniques.

Although it was tried to produce the presented results bggubest practice
methods of the neural networking field, there are severaltpan the used pro-
cedure which could have made finding a near optimal solutr@hthus a well
performing neural network quite hard.

For example, as discussed in the works of #6][and LeCun 87] network
learning can usually be improved not only by rescaling th@a that also by nor-
malization, thus setting the mean to zero and creating & waiance over all
values of an input parameter. However, in order to apply theNAKGMA fea-
ture selection in a comparable way as the authors of ANNIGN#A tthis was not
done. Instead the values of each of the parameter columressiraply scaled to
the range (0,1) (see chapter 2 for reference).

While the absence of normalization might not have had a drumipact on
the outcome of the results of the ANNIGMA wrapper, anotherislen related to
the acquisition of the final performance data might have hstdoeger influence.
What is meant here, is the procedure of how the final networkspitoduced the
presented ROC curves were trained. As the reader might réerethis was done
using the feature set with the activation function comboratand the network
topology with the learning algorithm that produced the lvestlts on all tested
combinations (feature selection heuristic/activatiomction combination). What
might be the drawback of this procedure is the fact that feravaluation of the
selected configuration the network was trained for 15/2%@lep using either the
LM or RP algorithm without considering the error on an addiéibvalidation set
(which should have been created before from the trainingseda}.

Thus, by using a procedure like early stoppid§,[33] it might have been pos-
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sible to produce better results on the final outcome of thdigtien on the test
dataset. This could also explain why the results of the RPrighgo on the MI-

RANP dataset are favorable over the results of the LM algorithRP simply
converges slower than LM even if LM uses only 15 epochs. Hends more

probable that the use of LM leads to overfitting than the ugeP{33].

Thinking about the possible degradation of the final préaticbutcome also leads
to doubting the initial procedure when a good number of hiddedes for the
datasets was found. From an objective point of view companalistakes were
made there. Thus, the evaluation of a good hidden layer sazeewaluated by
training the network for a quite high number of 1000 epochthadugh RP learn-
ing was used for this evaluation the probability of overiiton the MIRA dataset
is quite high. For the ETZ dataset it was probably not ascalitsince it has a
great number of dataset rows but a small number of featurgshwisually does
not bias overfitting 33]. However, it is questionable if this evaluation as it was
done really delivered the best network topology. As befbeeihcorporation of
early stopping or cross validation might have led to diffenesults.

Another question that has to be asked is related to the preeiancerns. “Could
the ANNIGMA evaluation also be affected by this possiblerétteng apart from
the network topology ?”. The answer is yes on both systentsfdoiuhe MAT-
LAB based system probability is higher because of the fastegence of LM.
The reason is that for both systems/both learning algostamumber of epochs
was more or less simply set (15/250) although it might haemlvéser to evaluate
at which epoch the overfitting sets in and use this epoch numbe

However, since ANNIGMA not only takes the test error into @aat but also
the weight connections when evaluating the best featursesube influence of
this decision is probably rather small. This is also indicalby the results of the
feature selection which fit to the results of the statistealuation. Nevertheless,
for a further evaluation it should be considered to changerthial procedure to
allow a better generalization for each of the evaluatiopste

Another point which also has to be seen critical is the uséheftést set. As
detailed in sectiod.2.6 where the setup of the prediction is described, there were
three testsets generated in total. Thereby the previousaésvas mixed again
with the training set, randomized and a new test set wasagttaHence, in each

of the evaluation steps (topology identification-ANNIGMAapper-final predic-
tion) test set and training set were mixed. If there were mone available in the
MIRA dataset a better procedure would be to separate theadatizahe beginning
into training and test set. Then for each evaluation stepusethird of the test
set for evaluation. For the ETZ dataset this should be azada@k approach. For
MIRA the current procedure is probably the most favorable.
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Apart from the procedural modifications to improve the firedults, there might
have been further preprocessing steps among the scalingymahzation of the
data which could have improved the final outcome. For exanipgkeknown that
there are dimorphisms between women and men which leadfevett “active”
parameter ranges and fluctuations. Therefore it might haga further advisable
to create sex specific subsets. On the other hand this deeisiold also reduce
the size of the dataset even more.

A further preprocessing step would be the removal of detaigé features.
As described in the datasets chapter features which wesetlgirdepending on
each other were already removed. However, there might liiehidependencies
which are either not known or simply not obvious. These mighidentified and
removed using principal component analysis (PCA) or a simstiistical method
[33]. Thus, identifying those features which contribute theskgo the variation in
the dataset.

The last consideration for improvement of the presenteditess based on the
enlargement of the datasets. While this is not so interestinthe ETZ dataset,
increasing the number of dataset rows for MIRA would be reladipeficial. As
said before when discussing the generation of the datagetaseows/subjects
had to be removed from the dataset because of missing values.

However, with a few changes to the dataset structure it isiplesto allow
also the inclusion of some of these subjects. As describg83nthis can be
achieved by introducing an additional column per paranteténe dataset which
encodes if the parameter is missing or not. The missing vitde# is thereby
filled with the mean of the parameter’s column. Although ¢ advisable to use
this strategy excessively, since each new parameter indtaset also increases
the chance of creating a random correlation to the predi¢toget, for our case
where 20 subjects had to be excluded because of two or thiesngivalues it
seems reasonable to apply this method.

7.3.3 Use of the discovered net configurations for weight loss
prediction

Neural networks and prediction of outcome in medicine

Today most of the medical literature dealing with predictad results in preven-
tive medicine is based on linear regression analysis (LRiatate or multivari-
ate models. But in many other medical fields ANNs have showin slu@eriority
in predictive power, sensitivity and specificity compared_R. The interest in
using ANNSs in nearly all fields of medicine is rapidly growiagcording to recent



7.3 Discussion 127

reviews b9, 6, 58, 20].

Predicting cardiovascular events was one of the first fieldsrevit was shown
that the application of ANNs can considerably improve thedption of possi-
ble outcomes in patients with cardiovascular risk factegarding cardiovascular
events (death of cardiovascular origin, myocardial irtfarg stroke etc.). Some of
these results were recently summarized 19][

Year Mo. Prs Disease WVariables Results

Diagnosis

Seller 1995 3453 Ischemia Clinical indicators AN superior vs
LogR
Ellenius et al 1997 a8 [l Biochemical variables  AMNMNs give added
value
Baxt etal 2002 2204 MI Histery, <linical, High sensitivity (95%)
biochemical EGC and specificity (96%)
Prognosis
Baldassarre et al 2004 949 CV event biochemical. carotid ANN superior vs
US clinical indicators LDA
Voss etal 2002 5159 CV event Clinical, biochemical ANN superior vs
indicators LogR
Bigi et al 2005 456 Cutcome after M| Clinical, exercise BCG ANN superior vs

and stress echo LDA

MI: Miocardial infarction; CV: cardiovascular; ANM Artificial neural networks; LogR: logistic regression; LDA: linear discriminant analysis

Figure 7.7. Examples of artificial neural network analysighe cardiovascular
field (taken from 19]).

An example that artificial neural networks can be more effedthan classical
statistical means even in the difficult field of medical progis was the devel-
opment and usage of an ANN in the Prospective Cardiovasculershr Study
(PROCAM), one of the largest German studies related to tlmklpm. Although
the LR classified 8.4% and the MLP 7.9% of men as “high risk” Gaerthan 20%
chance to suffer from a myocardial infarction or coronargttien 10 years) only
37% of the LR classified (45.8% of all events) but 64% (74.5%lbévents) of
MLP classified men suffered an event.

According to these results it could have been possible tzeptesevere cardio-
vascular events in 25% of men at risk using the ANN comparezhtp 15% by
using LR [62]. These results support the decision to use MLPs insteadraiL
predict weight loss outcome in addition to the argumentsmgin chapted.2.1.

Neural networks and prediction of weight loss in obese indiduals

Surprisingly there are no data available from the litetm how ANNs perform
in predicting weight loss in obese individuals.

From multiple stepwise linear regression analysis (LR) knewn that the ini-
tial weight is the main determinant of weight change in werglducing programs
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followed by the treatment group and to lesser extent by aggreement with pre-
vious studies (5] and others). In so far it is not surprising that the sameufesst
where selected by the ANNIGMA wrapper in the very small sdf 6 variables.

In 2001, Hansen et al. published a padds] jabout predictors of weight loss in
“The Sibutramine Trial of Obesity Reduction and Maintena(8€ORM)” with
the statement that “The present analysis of predictors ajtwéoss is by far the
most comprehensive according to literature search”. InBW@hey assessed the
pre-determinants of weight loss and maintenance outconaeziryear random-
ized, double-blind, placebo-controlled, multi-centardst, examining the effect
of sibutramine, a weight reducing drug.

Indeed compared with the number of patients (n = 605) and ltsergational
period (t = 24 month) in their study, previous trials with 5000 patients and 3 to
12 month of observation were less informative. Surprigitigéy found that of the
analyzed features only pre-treatment body weight was aoritapt independent
predictor of 6 month weight loss and 24 month weight maimeraBut only 8%
of the variation in 24 month weight change could be explaimgthis predictor.

One possible drawback of Hansen’s analysis might be thefudassic statis-
tical methods for the preselection of features. The metluseésl were Pearson’s
correlation for continuous data and Spearman’s correldo discrete data (at
least significant at the 15% level) as well as a multiple stepwegression analy-
sis (LR). But Pearson’s correlation and the latter are basembotinuous mostly
linear relationships between the independent variabldsrenpredicted variable.
For such systems it is not possible to take other more conmelexionships in
the data into account. These limits might have preventechtbf@atures which
increase prediction performance.

Unfortunately, it is not possible to compare the resultshef prediction of
weight loss in previous studies with the actual resultsaiyebecause only LR
analyzes were used and no information was given about séysispecificity,
positive likelihood ratio and other parameters of qualiytrol in the above men-
tioned literature. Additionally, in most of the papers thredicted outcome was
a continuous variable (e.g. delta BMI) whereas in this studwatagorical vari-
able (weight loss< 7% vs. > 7% of initial body weight) was used as outcome
measure.

This difficult situation in mind, an attempt is made to rate tutcome of this
analysis according to certain established quality measar&NN analysis.

Prediction of weight loss in obese individuals in the ETZ datast

Although there are qualitative and quantitative measur@di performance itis
not easy to select the “best performing” network. One pa#siks to look for the
greatest area under the ROC curve (AUROC) where values ald8garislicate a
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more than random prediction.

Regarding the ETZ dataset, the 4-17-1 MLP with tanh-lin atikbn combina-
tion and trained with LM has an AUROC of 65% whereas the 2-MLP with
tanh2-lin activation combination trained with RP has an AURGF 61%. Un-
fortunately both MLPs found prevalence rates (77% and 854ghrio high in
comparison with the real prevalence of positives, becatiaeh@h false positive
rate. Although there is an only slight difference in seriiti(89% versus 93%),
the difference in specificity is remarkable (41% versus 27%)

The selected features of the 4-17-1 MLP were 1 (sex), 2 (wgigt{height), 4
(resistance), 6 (age) and of the 2-17-1 MLP these were 2 af@hé these two
features 2 and 6 belong to the class of variables, which wgnéisantly different,
when the two classes of individuals (weight 1es§% and> 7%) were compared
(see sectior’.1.1and tableB.2 for reference). For ease of writing these features
will from now on be termed “S-features” (features with siggant difference in
both treatment groups).

As stated above there are different consequences regardelfplse positive
and true/false negative predictions in the case of weigg lo overweight in-
dividuals. According to these thoughts, the number of trositives should be
maximized and the number of false negatives should be nmzeithi

In this regard the 2-17-1 RP MLP performs better than the 4-MEP with
119 true positives (of 127) versus 114 and consequently @viidlse negatives
versus 13 in the ETZ dataset, but the 2-17-1 RP MLP has alsd€®dasitives.

In practical terms this would mean that only 8 out of 127 idiials who could
loose enough weight to change metabolic parameters angnagike would get
the wrong information. On the other hand 62 out of 85 indigilduwho were not
able to loose enough weight, would get the information thatpossible, although
this will not be true. Regarding this high percentage of latessibly unsatisfied
individuals an improvement in prediction would highly besded.

Prediction of weight loss in obese individuals in the MIRA daaset

One possibility to improve the performance of an ANN is toaegé the number
of input parameters.

There are contradictory information if, according to lineegression analysis,
additional to “standard” factors (basal weight, height, ssge or program) the
inclusion of other features (behavioral, nutritional, diemical, haemodynamic
etc.) is useful in the prediction of weight loss.

Womble et al. 200146] using different assessment measures were able to
demonstrate, that from 59 obese individuals those that hemadler perceived
body size and scored higher on dietary restraint and huniderseline were less
likely to loose weight over a 6 month period.
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On the contrary using the Karolinska Scale of Personalifyf)Kand other traits
in 102 obese patients prior to entering a 8-week weight losgram, Poston et
al. 1999 B2] were not able to show a significant predictive effect of paedity
assessment.

Another multiple regression analysis by Hainer et al. in2[0] revealed that
the mode of treatment and the initial BMI significantly infleex the BMI reduc-
tion at month four after beginning a weight loss program irmBése females. But
only a borderline negative relationship was seen with l@seéstraint score.

Teixera et al. 200497] found baseline body weight, number of diets in the past,
weight outcome evaluations, self motivation and body sigealisfaction as sig-
nificant predictors of weight loss at four month in 135 obesadles participating
in a lifestyle weight loss program consisting of group-ttabehavior therapy to
improve diet and increase physical activity. But quality it#,| self-esteem, and
exercise variables did not predict outcomes.

In the actual analysis the Lean Habits questionnaire (LHE)the Impact of
Weight on Quality Of Life - Lite score (IWQOL-Lite) were usedrfmeasuring
behavioral traits. Additionally the dataset was enlarggdiithropometric (neck,
waist and hip girth as well as data from Body Impedance Ang)yaid biochem-
ical features of blood serum (lipids, glucose, liver vale&s). Also measures of
nutritional intake and physical activity were taken intecaint.

All these parameters are included in the 54 parameter shed¥itRA- and 52
parameter set of the MIRANP analysis.

On the MIRA dataset and subset MIRANP, several MLPs with dfféMLP
topologies (x-2-1 and x-16-1, with x as different featuramnners) and several
activation function combinations (e.g. tanh2-lin), twéfelient heuristics (FS and
BSE) and two different learning algorithms (LM and RP) wereligop For each
of the seven configurations 30 MLPs were created and the aptiperating point
was determined according to the previously set costs ofefmg. the special
cost of false negatives) as described in chaptdihe network with the best testset
error at the optimal operating was then selected (FightésD.2, 7.3 7.4, D.3,
D.4andD.5).

Comparing the AUC of all different ROC curves for the MIRA dateihie max-
imum AUC was about 73% and the minimum AUC 65%. Compared wittCAU
achieved with ANNSs in the prediction of cardiovascular égenom risk factors
(LR: 84%, Probabilistic Neural Network (PNN): 87% and MLP B%) as de-
scribed by Voss et al. 200572)], the overall performance of the actual MLPs is
much lower. Regarding the huge amount of additional inforomalbrought into
the MIRA dataset compared with ETZ dataset, although it digrove the AU-
ROC (ETZ best AUROC: 65%, MIRA best AUROC: 73%), the magnitude of
improvement was less than expected.

According to the predefined target the best MLP should haeéithest pos-
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sible sensitivity and specificity leading to a proper rat&vieeen true positives
(as high as possible) and false negatives (as low as posaitde if comparable
in these criteria, the better network should have the lowsnlver of predicting
features.

It can be expected that different topologies can also leaddiferent outcome
in prediction. Therefore it was decided to select the besvork in terms of the
above mentioned criteria from each of the tested topolqgi&s1 and x-16-1).

X-2-1 network topology According to these targets from the x-2-1 network
topology the best MLP was a 5-2-1 MLP with tanh2-lin actigatfunction com-
bination and LM algorithm (Fig.3) with an AUROC of 73%, a high specificity
rate of 85%, but a low sensitivity of 55% with a positive likedod ratio of 3.8
and a low testset error of 25%. The number of false negat®esi{ of 41) was
in borderline acceptable agreement with our target but erctimtrary there was a
loss of true positives (only 11 out of 20). The five predictiegtures were 4 (re-
sistance), 8 (program), 14 (RRsys), 21 (GPT) and 44 (basalge&penditure).
Thereby all but feature 44 belong to the S-class of features.

Interestingly, the MLP chosen above delivered that sampeance as a 6-
16-1 MLP with tanh2-lin activation function combinationcabM algorithm (Fig.
D.5) using a different feature set out of 6 instead of 5 featuMamely: 8 (pro-
gram), 14 (RRsys), 16 (heart rate), 38 (fat intake), 49 (medhrh), 53 (physical
activity, LHS), where only 8, 14, 53 belong to the S-features

X-16-1 network topology From the networks of x-16-1 topology a 2-16-1 MLP
with tanh2-lin activation function combination and LM algbm (Fig. 7.4) per-
formed best with an AUROC of 66%, moderate sensitivity aretgjity rates of
70% and 68%, with a positive likelihood ratio of 2.21 and ddeserror of 31%.
The low number of false negatives (6 out of 41) was in agreé¢mvéh our target
but unfortunately this also resulted in a loss of true pes#i(only 14 out of 20).
The two predicting features were 8 (program) and 53 (physictvity, LHS),
both belonging to the S-features.

Comparing both networks the 5-2-1 and the 2-16-1 MLP reggrthe criteria
lowest number of false negatives and highest number of tosdipes as well as
minimum number of selected features, the 2-16-1 networfopmed better than
the 5-2-1, although the 2-16-1 network used feature 8 artdrie&3, which were
also part of the feature set of 5-2-1.



132 7 Prediction

Prediction of weight loss in obese individuals in the MIRANP sibset

Two different network topologies were tested for predictferformance in the
MIRANP subset, containing all MIRA features but feature 8 {weon) and 7

(group). As said before, this decision was made becausaé&ats probably the
feature with the greatest predictive power and 7 is relate8l representing the
participation of the individuals in subgroups of the BCM -pram respectively.

Hence, it would be interesting to know if these features @ el replaced by other
features or if the performance of prediction is simply delgch

X-2-1 network topology The best MLP was a 3-2-1 MLP using log-lin acti-
vation combination function with LM algorithm (Fig7.5) with an AUROC of
53%. At the selected optimal operating point there were lemsgivity and high
specificity rates of 25% and 98% with a positive likelihootio@af 10 and a test-
set error of 26%. According to these quality criteria this Mproduced a high
number of false negatives (15 out of 41) and a low number ef pasitives (only
5 out of 20). The predicting features were 2 (weight), 10 ¢iigh) and 19 (GPT),
all three belonging to the S-features.

X-16-1 network topology The best MLP in this topology category was a 17-
16-1 (tanh2-lin) MLP trained with the RP algorithm (Fig6). The ROC curve
produced by the network showed an AUROC of 60%, moderatdatsgysand
high specificity rates of 55% and 83% with a positive likebloof 3 and a testset
error of 26%. It produced an acceptable number of false negat9 out of 41)
but a comparably low number of true positives (11 out of 20). obtain these
results the network included the following features: 3 ¢he), 7 (basal energy
expenditure, BIA), 10 (hip girth), 12 (RRsys), 18 (GOT), 19 (GO (GGT), 21
(Triglyceride), 22 (Creatinine), 23 (Uric Acid), 29 (Phyalé¢-unction), 31 (Sexual
Life), 32 (Public Disstress), 33 (Work), 38 (Alcohol intgkd3 (Energy expendi-
ture during exercise), 50 (restriction of amount of foodY). tikese features only
3,7,10, 12, 19, 20, 21, 22 were S-features. Interestinglgtrabthe additional
features were related to behavioral traits.

Although the 17-16-1 MLP was based on much more selectedrisait outper-
formed the 3-2-1 MLP if the true positive and false negatates are compared.
All of the selected features seem to be reasonable but tierpamnce of the net-
work regarding the predefined target is weaker than expected
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Conclusion

Comparing the performance and the results of the networkiserETZ, MIRA
and MIRANP datasets the following conclusions can be drawn:

1. For the ETZ dataset a MLP with x-17-1 network topology wale @o pre-
dict the outcome of the weight loss programs with only mottepaedictive
power especially because of a high number of false positiddalse nega-
tive estimates.

2. For the MIRA dataset a MLP with a 2-16-1 network topologyfpened
best with acceptable high predictive power and sensiti&ityg specificity
rates of about 70%.

3. For the MIRANP dataset a MLP with 17-16-1 network topologyfprmed
best but with a lower predictive power compared to the besPMiorking
with MIRA dataset.

4. For all three datasets MLPs with x-17-1 or x-16-1 topatsgivith tanh2-
lin or tanh-lin activation function combinations and LM alghm outper-
formed all other topologies and/or activation strategi@$ whe exception
of a RP algorithm in the MIRANP dataset.

5. All but only a few features selected by the feature sedecélgorithm of
ANNIGMA@MATLAB or ANNIGMA@NNCELL belong to those fea-
tures which were significantly different when the two weidfigs groups
were compared (S-features).

6. If the features “program” and “group” are removed from MRA dataset
as in the MIRANP dataset, the predictive power is reducedtmre are
other features, not only S-features, which may in part corsgte for the
lost information.

Because there is no information in the literature about tleeoi®\NNs in weight
loss prediction, the only comparison for performance ofdbsigned networks
could be done with other prediction models, e.g. predicbbrardiovascular
disease outcome (e.g. PROCAM, Voss et al. 2002).

The ability to predict outcome in the MIRA-dataset wilice11 and MATLAB
MLPs is lower compared with the above mentioned models,Haretare consid-
erable differences in dataset size and event distribugog. (PROCAM: 4493
males without an event versus 325 with an event, ETZ: 640 liesfraales lost
< 7%, 423 females/males lost 7% of initial weight, MIRA and MIRANP: 201
females/males lost 7% versus 104 females/males 16s7% of initial weight).
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Other differences were in the selection of the possiblyipted) features. Whereas
all features where included in alhcell and MATLAB networks initially, in the
PROCAM analysis 31 of 57 variables were excluded by an uratamnalysis.
From the remaining 26 features only 13 remained after aticgisgression anal-
ysis using forward selection with a test of backward elirtiora Additionally
some new terms e.gin(triglyceride) and others were included after tests with
guadratic and logarithmic transformations of the variatecontrast to the non-
transformed data in the ETZ-, MIRA- and MIRANP datasets.

However, the current results show that there is potentiaMbPs in weight
loss prediction and it can be assumed that the applicatidgheoproposed im-
provements in the previous section may yield an even betgeligtion result than
that currently achieved.
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Summary

In this work two objectives were defined. The prototype immatation of a neu-
ral network simulator for the heterogeneous multicore CBBL.E/ processor and
the neural network-based prediction of weight loss in ohed&iduals among
the selection of the parameters most important to the predicBoth objectives
were thereby first time approaches as neither of them waslever before.

Due to the natural parallelism of neural networks and thé pieak performance
of each single processing element of the CELL processor itexpected that a
considerable performance should be achieved by paratiglieeural networks on
this architecture. This expectation was fulfilled. For tleeiral network simulator
two parallelization strategies, namely exemplar and nedalfelism, were identi-
fied and realized. Both improved computation time reasonai@e a sequential,
scalar, non distributed variant of the algorithm. Addiadip it was found that
exemplar parallelism is the superior parallelizationtsgg outperforming node
parallelism by far because of the much smaller number of agesswhich have
to be sent. A serious limit the application currently hasesmaximal size of the
network which is restricted by the local store size of 256 KB.

However, there is still a lot potential for optimizationsiamwill allow the sim-
ulation of larger networks and possibly a different outcamhéhe performance
evaluation. Apart from these considerations it could bexshthat feedforward
connected three layer neural networks can be efficientlylsitad on the CEL-
L/B.E.

For the predictive task no expectations about the accuragyedliction could
be made as there were no comparable studies available. [dgviam the liter-
ature it was known that some features have a higher prediptwer than others
therefore it could be expected that these features woutdtal® out to be the
most important factors for the prediction. Additionalliycould be expected that
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the more features of this type are included in the prediatnalel the better the
outcome of the prediction. These expectations were aléitidd|

In total there were three datasets examined using a MATLA®ROaeural net-
work and feature selection system in addition to the angalysing the imple-
mented neural network simulator. For the first dataset wbasttained only very
few features but a large number of subjects prediction wteitddan random but
worse than in the other two sets. The selected features Wermost powerful
predictors according to the literature. For the two othdaskts the prediction
performance was considerably higher. Features selectedisze features found
in the literature but also features that showed a signifidéfgrence in the two
prediction classes.

As with the parallelization strategies there is also sonmtermg@l for improv-
ing the weight loss prediction using artificial neural netikgdo However, it could
be shown that weight loss prediction using artificial nemetivorks is possible.
Therefore the presented results should stimulate furésesarch in the application
of ANNSs for the very important field of the “obesity epidemi@here complex,
linear and nonlinear relationships between many diffefactiors can be antici-
pated, with the aim to improve the outcome of weight and heddk reducing
programs.
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Test results for the validation of the
Implementation



Table A.1: Average learning performance ofmallce11 execution modes compared to the MATLAB reference implemen-
tation. To allow a fair comparison of the results both systerse the same learning algorithm (RP) and activation fumctio
combination (tanh2-lin). The number of hidden nodes is sebaling to the ANNIGMA paper][l]. The values shown are
the mean squared error (MSE) and the generalization erevaged over 30 trials. The standard deviation of the general
ization error is also given.

Dataset nncell execution modes MATLAB
SEQ VMX SPE EP (16 SPES) NP (16 SPEs)reference
T3p MSE 0.011 0.011 0.01 0.015 0.01 0.012
Err% | 5.4+6.7 7.1+ 4.7 6.25+ 4.7 7.3+ 8.0 6.1+ 3.9 6.75+ 6.4
Cancer MSE 0.032 0.031 0.033 0.033 0.031 0.032
Err% | 1.3+0.4 1.15+ 0.2 1.27+£ 0.4 1.3+ 0.4 1.4+ 0.3 1.3+ 0.3
MSE 0.11 0.11 0.11 0.12 0.10 0.11
Heart(LB)
Err% | 24.43+ 4.46| 25.67+ 8.06 | 23.23+-5.12| 21.99+ 3.28| 29.45-5.6 | 25.07+ 5.18
Pima MSE 0.15 0.15 0.15 0.16 0.15 0.15
Err% | 20.41+ 1.27 | 20.36+ 1.18| 20.73+-0.74| 20.75+ 1.21 | 20.54+ 0.92 | 20.67+ 1.03
Sonar MSE 0.045 0.046 0.047 0.042 0.043 0.047
Err% | 17.60+ 2.78 | 16.54+2.72| 17.02+-1.45| 17.66+ 3.04 | 16.03+ 3.07 | 17.78+ 3.01
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Table A.2: First part of the results of the ANNIGMA tests. lach row the upper subrow shows the results produced by

ANNIGMA@MATLAB while the lower subrow show the results proced by ANNIGMA@hncell. Both systems used
the RP learning algorithm to train the networks for 50 epodtne presented values are averaged over 10 complete runs
the feature selection heuristics.

Dataset T3P Cancer
NN System Heuristid Feat# Err% Feat# Err%
ANNIGMA@ MATLAB BE 3.90+0.74| 0.00+0.00 | 7.40+1.51| 1.49+0.46
ANNIGMA@nncell 3.40+0.51| 0.00+£0.00 | 7.30+1.41| 1.37+-0.40
ANNIGMA@ MATLAB BEB 3.50+1.58| 0.70+2.21 | 6.80+ 1.23| 1.50+ 0.27
ANNIGMA@nncell 35+158 | 1.00+3.16 | 6.60+1.07| 1.66+ 0.55
ANNIGMA@ MATLAB BSE 3.70+0.67| 0.30+0.95 | 5.90+ 1.85| 1.76+ 0.47
ANNIGMA@nncell 3.00+0.48| 0.00+0.00 | 5.80+ 0.63| 2.05+ 0.50
ANNIGMA@ MATLAB s 2.304+ 1.50| 35.70+ 23.10| 3.60+ 1.35| 3.72+ 1.96
ANNIGMA@nncell 2.70+ 2.10| 34.50+ 24.26| 3.60+ 1.64| 2.31+ 2.00

Dataset Heart(LB)

NN System Heuristig Feat# Err%

ANNIGMA@ MATLAB BE 7.90+ 1.29| 25.30+ 2.54

ANNIGMA@nncell 7.90+ 1.66| 24.3%45.41

ANNIGMA@ MATLAB BEB 8.00+ 2.94| 25.36+ 3.03

ANNIGMA@nncell 8.10+ 2.28| 22.92+ 4.05

ANNIGMA@ MATLAB BSE 6.90+4.12| 27.7% 4.60

ANNIGMA@nncell 6.80+ 2.29| 23.78+ 3.19

ANNIGMA@ MATLAB Fs 1.00+ 0.00| 26.73+ 0.42

ANNIGMA@nncell 1.3+ 0.48 | 25.75+ 0.00
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Table A.3: Second part of the results of the ANNIGMA testsedith row the upper subrow shows the results produced b
ANNIGMA@MATLAB while the lower subrow show the results proced by ANNIGMA@hncell. Both systems used
the RP learning algorithm to train the networks for 50 epodte presented values are averaged over 10 complete runs
the feature selection heuristics.

Dataset Pima Sonar
NN System Heuristig Feat# Err% Feat# Err%
ANNIGMA@ MATLAB BE 6.90+ 0.88| 20.54+ 0.31| 34.50+ 11.04| 21.7x 1.15
ANNIGMA@nncell 7.004+1.05| 20.75+-1.03| 33.70+ 12.49| 21.22+1.85
ANNIGMA@ MATLAB BEB 6.00+ 1.33| 20.7740.45| 54.10+3.81 | 19.99+ 0.90
ANNIGMA@nncell 6.10+ 1.52| 20.53+ 0.87| 54.90+ 1.72 | 21.89%+ 2.73
ANNIGMA@ MATLAB BSE 7.204+1.40| 20.78+ 0.62| 16.60+ 8.28 | 26.19+ 4.56
ANNIGMA@nncell 5.8+ 0.63 | 20.18+ 0.90| 16.20+ 10.80| 25.90f 5.93
ANNIGMA@ MATLAB S 1.90+ 0.99| 28.55+5.67| 1.50+0.71 | 41.50+ 6.27
ANNIGMA@nncell 2.30+0.94| 30.63-5.66| 1.70+-0.94 | 46.90+ 4.38
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B Results of the statistical analysis of all datasets

B.1 Tables of the statistical analysis for the ETZ dataset

Table B.1: ETZ population description regarding number tijects and female/-

male ratio
Class 0 (weight loss: 7%) | Class 1 (weightloss 7%) | COvs. C1
Parameter| Sizep/ d'/ Ratio Size/Q/ d'/ Ratio p
Population| 423/374/49/7.6t0 1 640/560/80/7to1 0.7015
Table B.2: ETZ dataset anthropometry and age
Class 0 (weight lossc 7%) | Class 1 (weight loss 7%) | COvs. C1
Parameter Mean Std. Deviation Mean Std. Deviation p
Age 47.38 13.83 46.06 12.08 0.04
Weight 86.09 17.16 90.6 18.38 < 0.0001
Height 1.66 0.08 1.66 0.08 0.083
BMI_0 31.35 5.61 32.56 5.64 0.0003




B.1 Tables of the statistical analysis for the ETZ dataset
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Table B.3: ETZ dataset - Weight, BMI after 12 weeks, delta (\Wweand BMI) 0

3

vs 12 weeks
Class 0 (weight loss: 7%) | Class 1 (weight loss 7%) | COvs. C1
Parameter Mean Std. Deviation Mean Std. Deviation p
Weight 12 (kg) 82.46 16.07 81.1 16.61 0.0633
Delta weight (kg) 3.63 2.35 9.5 3.22 < 0.0001
BMI _12 (kg/m?) 30.03 5.23 29.15 5.08 0.0015
Delta BMI (kg/m?) | 1.32 0.84 3.42 1.12 < 0.0001
Table B.4: ETZ dataset - Body impedance analysis (BIA) data

Class 0 (weight lossc 7%) | Class 1 (weight loss 7%) | COvs. C1
Parameter Mean Std. Deviation Mean Std. Deviation p
Resistance({) 523.7 68.13 515.1 67.56 0.0616
Reactanceb5Q) | 54.47 9.5 54.41 9.40 0.8229
Phase507) 5.98 0.72 6.09 0.6811 0.03
TBW (kg) 41.18 7.2 43.03 7.75 < 0.0001
LBM (kg) 56.26 9.83 58.78 10.59 < 0.0001
Fat mass (kg) 29.83 10.45 31.82 10.3 0.00Q7
Cell mass (kg) 51.65 3.56 52.23 3.21 0.0287
ECM (kg) 27.18 4.99 28.08 5.48 0.01
BCM (kg) 29.08 5.67 30.7 5.85 < 0.0001
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B Results of the statistical analysis of all datasets

B.2 Tables of the statistical analysis for the MIRA
dataset and NP subset

Table B.5: MIRA population description regarding number dbjeats, female/-
male ratio as well as age

Class 0 (weight loss: 7%) | Class 1 (weightloss 7%) | COvs. C1
Parameter Sizep/ J'(Ratio) Sizelg/ & (Ratio) p
Population 201/ 172/ 29 (5.93t0 1) 104/87/17 (5.12to 1 8%65
Subjects inj] 201/122/79(1.5t01) 104/ 18/ 86 (1to5) | < 0.0001
DGE / BCM
program
Parameter Mean Std. Deviation Mean Std. Deviatio p
Age 50.93 11.33 52.10 10.39 0.560¢

)




B.2 Tables of the statistical analysis for the MIRA dataset and subset
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Table B.6: MIRA dataset - Anthropometry

Class 0 (weight loss: 7%) | Class 1 (weight loss 7%) | COvs C1
Parameter Mean Std. Deviation Mean Std. Deviation p
Weight (kg) | 90.95 15.49 93.47 14.86 0.0936
Height (m) 1.67 0.08 1.65 0.08 0.0357
BMI _0 32.53 5.12 34.2 5.09 0.0022
(kg/m?)
Neck girth| 37.8 3.22 38.3 3.12 0.1777
(cm)
Waist  girth| 99.99 12.34 102.3 12.09 0.1249
(cm)
Hip girth | 114.8 9.99 117.8 10.78 0.0053
(cm)
Waist/Hip 0.87 0.08 0.87 0.08 0.7679
Ratio

Table B.7: MIRA dataset - Weight, BMI after 12 weeks, delta (virtignd BMI)

0 vs 12 weeks

Class 0 (weight loss: 7%) | Class 1 (weightloss 7%) | COvs C1
Parameter Mean Std. Deviation Mean Std. Deviation p
Weight 12 88.25 15.1 84.52 13.47 0.0660
(kg)
BMI _12 31.59 5.01 30.94 4.72 0.3014
(kg/m?)
Delta Weight| 2.7 2.36 8.95 2.63 <0.0001
(kg)
Delta BMI | 0.94 0.9 3.26 0.85 <0.0001
(kg/m?)
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B Results of the statistical analysis of all datasets

Table B.8: MIRA dataset - BIA data and basal energy expenditunelwwas
calculated according to the BIA-results

Class 0 (weight loss: 7%) | Class 1 (weightloss 7%) | COvs C1
Parameter Mean Std. Deviation Mean Std. Deviation p
Resistance | 509.7 69.26 491.6 59.88 0.0371
(€2)
Reactance | 54.69 8.62 53.49 8.14 0.3995
(V)
Body water| 40.52 6.67 41.08 6.92 0.4112
(kg)
Lean body| 55.35 9.11 56.13 9.45 0.4004
mass (kg)
Fat mass (kg) 35.6 10.87 37.34 10.49 0.0926
Cell  mass| 52.24 3.1 52.49 3.25 0.3391
(kg)
ECM (kg) 26.39 4.35 26.64 4.71 0.7626
BCM (kg) 28.96 541 29.48 5.49 0.3577
ECM/BCM 0.92 0.11 0.91 0.12 0.3342
Fat mass (%) 38.7 6.83 39.59 6.77 0.2916
Basal energy 1529 171.5 1548 173.5 0.2918
expenditure
(kcal/d)

Table B.9: MIRA dataset - Haemodynamic parameters

Class 0 (weight loss: 7%) | Class 1 (weightloss 7%) | COvs C1
Parameter Mean Std. Deviation Mean Std. Deviation p
RRsys 129.6 19.25 134.5 16.42 0.0028
(mmHg)
RRdia 81.7 10.78 84.67 10.7 0.0151
(mmHg)
Hf 71.22 10.09 72.21 10.32 0.3801
(beatgmin)




B.2 Tables of the statistical analysis for the MIRA dataset and subset

155

Table B.10: MIRA dataset - Clinical chemistry

Class 0 (weight loss: 7%) | Class 1 (weight loss 7%) | COvs C1
Parameter Mean Std. Deviation Mean Std. Deviatio p
Fasting 5.31 1.13 5.32 1.16 0.9019
glucose
(cap. blood,
mmol/l)
HbAlc (%) 5.91 0.52 5.95 0.59 0.7540
GOT 0.36 0.13 0.38 0.15 0.0913
(umol/s*)
GPT 0.33 0.18 0.41 0.32 0.0103
(umol/s*l)
GGT 0.46 0.44 0.55 0.41 0.028
(umol/s*)
Triglyceride | 1.61 1.06 1.76 0.94 0.0337
(mmoll/l)
Creatinine 74.57 13.54 77.13 14.05 0.0325
(mmol/l)
Uric  Acid | 310.2 73.81 311.2 75.55 0.8169
(umol/l)
Urea 5.06 15 5.28 1.33 0.1160
(mmoll/l)
Albumin 47.35 3.47 47.35 3.46 0.8964
(9/l)
Cholesterol | 5.87 1.14 5.9 0.88 0.5688
(mmolll)
HDL- 151 0.35 1.48 0.39 0.3188
Cholesterol
(mmol/l)
LDL- 3.62 0.97 3.65 0.84 0.7831
Cholesterol
(mmol/l)
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Table B.11: MIRA dataset - Quality of life questionnaire (IWQ<Qlte)

Class 0 (weight loss 7%) | Class 1 (weight loss 7%) | COvs C1
Parameter Mean Std. Deviation Mean Std. Deviation p
Physical 21.1 8.24 22.54 8.49 0.1006
function
Self esteem 15.6 6.38 15.23 6.4 0.6098
Sexual life 6.57 3.74 6.04 2.93 0.3895
Public dis-| 6.05 1.98 6.23 2.2 0.6396
stress
Work 5.53 2.35 5.48 2.04 0.8293
Total Score 54.85 17.23 55.52 16.67 0.6646




B.2 Tables of the statistical analysis for the MIRA dataset and subset
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Table B.12: MIRA dataset - Food questionnaire (different kinflenergy expen-
diture were calculated from historical data (7 day recqralsyl calculated accord-

ing to EBIS)

Class 0 (weight loss: 7%)

Class 1 (weight loss 7%)

COvsC1

Parameter

Mear

L Std. Deviation

Mean

Std. Deviation

Energy con-
sumption
(kcal/d)

1887

511

1847

547.7

0.3141

Fat intake
(g/d)

76.96

31.44

73.05

29.26

0.3513

Carbohydrate
intake (g/d)

202.6

59.03

196.7

57.2

0.4480

Alcohol
intake (g/d)

8.35

12.97

9.32

14.93

0.4204

Dietary fiber
intake (g/d)

23.57

7.91

21.64

6.6

0.0214

Water intake
(g/d)

2703

917.2

2560

882.5

0.1751

Cholesterol
intake (mg/d)

279.1

132.3

276.7

132.1

0.7187

Basal daily
energy  ex-
penditure
(kcal/d)

1617

235.8

1622

220.8

0.9552

Energy
penditure
during daily
exercise
(kcal/d)

ex-

1380

501.4

1393

429.6

0.513%

D

Whole daily
energy  ex-
penditure

(kcal/d)

2996

636.3

3015

570.7

0.0001
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B Results of the statistical analysis of all datasets

Table B.13: MIRA dataset - Behavioral characteristics (Leahitde&Study ques-
tionnaire, score-value)

Class 0 (weight loss 7%) | Class 1 (weight loss 7%) | COvs C1
Parameter Mean Std. Deviation Mean Std. Deviation p
Flexible con-| 2.18 1.55 2.05 1.62 0.4307
trol of eating
Rigid control| 0.92 0.8 0.85 0.83 0.4149
of eating
Meal rhythm 2.6 1.28 2.64 1.27 0.868]
Food choice 3.47 1.33 3.3 1.36 0.295
Meal situa-| 2.03 0.88 1.99 0.88 0.6754
tions
Restriction of| 1.25 1.16 1.24 1.2 0.8831
amount
Physical ac-{ 3.14 1.67 2.72 1.63 0.0367
tivity
Coping with| 2.61 1.12 2.72 1 0.6321
stress
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Table C.1: Performance of several 6-17-1 MLPs on the ETZ-Blfaskt with the given activation functions and the,

ANNIGMA heuristic FS.

nncell MATLAB reference implementation

tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 6
feat#
original 36.97+1.6 | 37.75+2.3| 3742+ 1.7| 38.3+1.6 | 37.69+-2.2| 37.26+0 | 36.65+ 1.2
avg err%
best subset 35.90 37.7 37.73 35.43 38.35 39.2 36.23
err%
best subset 1,2,6 2,6 2,346 1,246 2,34 1,2,5 1,2,6
avg err% 37.74-1.6 | 39.25+0.7 | 39.52+ 0.6 | 39.15+ 1.3 | 39.48+0.5| 39.78+ 0.6 | 39.01+1.2
avg feat# 2.3t 09+ 06| 2.5+0.8 2.3+ 0.7 2.6+ 0.7 2.2+ 0.7 2.1+ 0.7 2.2+ 0.7
TOP 3 selected features (times used in 30 trials)
18t 2 (25) 2 (30) 2 (30) 2 (30) 2 (30) 1(15) 30 (2)
2nd 1(23) 3(21) 3(28) 3(18) 3(27) 2,5(12) 3(21)
3 6(9) 6 (12) 6 (5) 1(14) 6 (5) 3,4,6 (8) 6(9)

The mapping of feature number to feature meaning is presémtée fold out in appendik.

9)

Josereq 713 a8yl Jo} synsay 1

Josereq Z.13 ay} 40} SHNSay T

19T



Table C.2: Performance of several 6-17-1 MLPs on the ETZ-Blfaskt with the given activation functions and the AN-
NIGMA heuristic BEB.

nncell MATLAB reference implementation
tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original feat# 6

original avg| 36.97+1.6| 385+1.9 | 37.24+2.1| 38.0+£19 | 37.67-1.8| 37.26:0 | 36.85+ 1.8
err%

best subseterr%  35.90 37.3 37.17 36.04 37,23 38.68 36.13
best subset 2,6 2,6 1,2,6 1,2,4,6 2,6 25/25,6 2,3,4,6
avg err% 37.36: 0.1 | 38.93+0.1| 39.37+1.0| 38.99+1.1| 39.23+ 0.9 | 39.21+ 0.5| 38.49+ 1.2
avg feat# 3.k 1.2 3.0+ 1.0 3.2+1.1 3.3+1.2 3.3+1.2 2.3+ 0.7 3.2+1.1

TOP 3 selected features (times used in 30 trials)

1t 2 (29) 2 (28) 2 (27) 2 (28) 2 (28) 2 (22) 30 (2)
ond 1(22) 3(23) 3 (25) 3 (19) 3 (23) 5 (17) 3 (27)
3rd 6 (17) 6 (19) 4 (17) 1,6 (18) 6 (17) 4 (14) 4 (13)

The mapping of feature number to feature meaning is presémtée fold out in appendik.
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C.1 Results for the ETZ Dataset 163




Table C.3: Performance of several 54-2-1 MLPs on the MIRA d@dtagth the given activation functions and the AN-

NIGMA heuristic FS.

nncell MATLAB reference implementation

tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 54
feat#
original 3290+ 2.8 | 32.46+5.2 | 33.88+-4.6 | 35.74+ 6.2 | 33.77+ 3.8 | 28.63+ 1.2 | 33.93+ 4.8
avg err%
best subset 23.28 23.44 24.09 24.75 26.23 32.79 29.5
err%
best subset 8,21,22,33, | 3,8,14,21 8,21,41 2,8,12,21,44 8,21 46 | 45,488/

34 11,46
avg err% 3214t 2.4 | 30.89+ 3.1 | 30.28+ 2.8 | 31.95+2.7 | 31.67+2.3 | 32.79+0 33.08+ 0.9
avg feat# 1.6-1.1 1.8+ 0.8 2.2+ 0.9 22+1.1 1.6+ 0.8 1.97+0.18| 1.7+ 0.8
TOP 3 selected features (times used in 30 trials)
18t 21 (21) 16 (21) 22 (31) 21 (18) 21 (18) 46 (30) 21 (8)
2nd 34 (7) 8 (10) 8 (20) 4 (12) 8 (8) 45 (28) 11,38 (6)
3 22 (5) 3,4 (5) 41 (8) 38 (8) 3,38 (5) 11 (1) 2,4,37 (21

The mapping of feature number to feature meaning is presémtée fold out in appendik.
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Table C.4: Performance of several 54-2-1 MLPs on the MIRA ddtagh the given activation functions and the ANNIGMA

heuristic BSE

nncell MATLAB reference implementation
tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 54
feat#
original avg| 32.90+ 2.8 | 34.80+5.4 | 33.88+4.4 | 33.83+ 4.8 | 33.00+ 3.8 | 28,52+ 1.4 34.10+ 4.6
err%
best subset 21.20 23.28 26.07 24.60 25.41 24.60 23.44
err%
best subset | 8,14,21,22, | 2,4,5,8,12, | 4,5,8,12,14, | 2,8,11,12,20} 4,8,12,21,22, 3,4,8,9,11-14, 4,8,14,21,44
35,39,40,41 | 17,21,22,44-| 20,21,24,34,| 21,22,24,44-| 24,37,38,41,| 20-22,33,37,
46 35,41 46 44 38,41,44-46
4,5,8,11-14,
20,21,24,37,
38,44-46
avg err% 28.73+ 3.5 | 28.87t2.7 | 29.47+2.1 | 28.75+£ 2.9 | 28.67+- 1.7 | 28.52+ 1.3 29.84+ 4.6
avg feat# 12.033.93| 11.2+3.1 11.1+ 4.3 11.4+ 2.8 9.7+ 15 13.9+ 3.3 9.7+ 3.3
TOP 3 selected features (times used in 30 trials)
18t 8,21 (30) 21,8 (30) 21,8 (30) 8 (29) 21,8 (30) 11-13,21,458 (26)
(30)
2nd 22 (26) 12 (23) 22 (21) 12,21 (28) 22 (21) 44,46 (29) 21 (23)
31 14,38 (22) 4,38 (21) 38 (20) 2,44 (22) 12,33 (18 38 (28) 12 (21

The mapping of feature number to feature meaning is presémtbe fold out in appendi.
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Table C.5: Performance of several 54-16-1 MLPs on the MIRA g tavith the given activation functions and the AN-

NIGMA heuristic FS.

nncell MATLAB reference implementation

tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 54
feat#
original avg| 40.11+ 2.6 | 37.92+-54 | 33.66t+ 4.5 | 37.21+ 4.7 | 34.37+5.0 | 29.45+ 0.3 37.10+ 4.7
err%
best subset 32.46 23.61 24.09 30.16 24.75 32.78 22.95
err%
best subset | 35,40 53,8 8,53 16,8 53,8 46,45 53,8
avg err% 333K 1.1 | 31.80+ 3.7 | 29.92+ 3.7 | 3439+ 3.1 | 29.72£ 2.7 | 32.79£ 0 28.71+ 3.4
avg feat# 1.4-0.7 1.5+ 0.7 2.2+ 0.8 1.3+ 0.6 2.3+ 0.8 2+0 2.1+ 0.9
TOP 3 selected features (times used in 30 trials)
18t 1(23) 8 (13) 8 (27) 16 (11) 8 (26) 45,46 (30) 8 (24)
2nd 34,40 (7) 53,54 (8) 54 (15) 54 (8) 54 (18) - 53 (17)
3 21,35 (2) 16 (6) 53 (11) 50,53 (5) 53 (16) - 16 (10)

The mapping of feature number to feature meaning is presémtée fold out in appendik.
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Table C.6: Performance of several 54-16-1 MLPs on the MIRA S tavith the given activation functions and the AN-

NIGMA heuristic BSE.

nncell MATLAB reference implementation
tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 54
feat#
original avg| 40.11+ 2.6 | 37.54+ 6.1 | 33.27+ 5.1 | 39.39+- 6.5 | 29.50+ 4.3 | 29.45+ 3.0 | 37.21+ 4.8
err%
best subset 28.14 24.59 28.19 25.57 29.5 22.95 23.28
err%
best subset | 3,8,21,22, | 8,14,21,28, | 4,7,8,14, 8, 24,54 3,7,8,14,30,/ 8,10-12,21, | 8,14,16,38,
33,40 35 53,54 38,41,49,50,  24,41,44-46, | 49,53
53,54 41 |/ 8,12,21,
25,41,44-47
avg err% 325% 2.8 | 34.84+4.6 | 35.0+3.1 36.55+ 5.6 | 33.95+ 2.7 | 29.37+ 3.2 36.02+ 4.5
avg feat# 11.4+ 3.5 8.6+ 3.3 11.3+ 3.8 8.3+ 3.5 10.63+ 2.8 | 27.13+ 19.0 | 10.13t 4.5
TOP 3 selected features (times used in 30 trials)
18t 22 (30) 8 (29) 8 (30) 8 (25) 8 (30) 12,45 (30) 8 (28)
2nd 8 (29) 14 (17) 53 (27) 14,16 (20) 54 (29) 44,46 (29) 30 (23)
3 34,40 (28) 16,54 (16) 54 (26) 25,30,35,4353 (26) 11 (27) 14,53 (21)
(13)

The mapping of feature number to feature meaning is presémtée fold out in appendik.
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Table C.7: Performance of several 52-2-1 MLPs on the MIRANRgkitwith the given activation functions and the

ANNIGMA heuristic FS.

nncell MATLAB reference implementation

tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 52
feat#
original 41.03+ 3.3 | 35.044+ 3.0 | 36.22+ 3.8 | 34.84+-2.17| 35.39£3.58 | 32.79+ 0.0 | 35.71+ 2.4
avg err%
best subset 31.69 30.66 31.47 32.3 31.47 32.79 32.62
err%
best subset 19 2,10,19 19 5,36 2,10,19 44143,44| 32
avg err% 33.92+ 2.0 | 35.04+ 3 36.22+ 3.8 | 34.84+2.17| 35.39-3.58| 32.79+ 0 35.71+ 2.4
avg feat# 15-094 | 1.5+0.82 | 1.77-0.86| 1.53+0.63 | 1.73+0.94 | 1.97+0.18 | 1.3+ 0.53
TOP 3 selected features (times used in 30 trials)
18t 19 (10) 10 (11) 10 (23) 7(11) 10 (16) 44 (30) 7 (14)
2nd 38 (7) 19 (9) 22 (9) 19 (9) 22 (12) 43 (29) 2(7)
3 1,29 (6) 2 (8) 19 (7) 10 (8) 19 (10) - 10 (4)

The mapping of feature number to feature meaning is predemtée fold out in appendik.
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Table C.8: Performance of several 52-2-1 MLPs on the MIRANRgktwith the given activation functions and the AN-

NIGMA heuristic BSE.

nncell MATLAB reference implementation
tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 52
feat#
original avg| 41.03+ 3.3 | 41.42+5.61| 41.86-6.22| 41.15-4.38| 41.15+5.86| 37.6+-1.42 | 43.12£5.11
err%
best subset 30.60 36.72 36.72 40.16 36.39 32.79 35.74
err%
best subset | 3,7,10,12,18| 2,7,9,10,11, | 2,3,7,10,12, | 2,7,9,10,11, | 2,7,10,12, | 43,44 2,7,10,14,
19,20,21,22,| 12,14,18,19,| 14,17,19,22,| 19,21,42-44 | 17,19,21,22, 16,18,19,22,
23,29,31,32,| 22,42 24,42 / 2,7,10,18, 33,35 32,33,50
33,38,43,50 19,21,22,42
/ 2,7,10,12,
18,19,21,22,
43,44
avg err% 39.06: 4.0 | 43.8+2.75 | 42.18-3.01| 43.6+2.25 | 41.83+-3.19| 38.18+1.83 | 39.13+2.13
avg feat# 10.9+ 2.7 7.7+ 2.29 9.23+2.46 | 84+ 2.18 10+ 2.53 9.83+ 354 | 9.17+ 1.66
TOP 3 selected features (times used in 30 trials)
18t 19 (30) 2,10,22 (30)| 2,10 (29) 2,10 (30) 10,22 (30 10,19 (29) 19 (30)
2nd 21 (26) 21 (27) 19,21,22 21 (29) 19,21 (28) 2,43,44 (28)| 2,10 (29)
(28)
3 10,22,29 7 (23) 7(27) 22 (26) 2,7 (27) 22,42 (27) 7(24)
(23)

The mapping of feature number to feature meaning is pregsémtbe fold out in appendik.

0.1

SUnI YAODINNY aU3 O sajgel jnsal psjielsd O



Table C.9: Performance of several 52-16-1 MLPs on the MIRANRs# with the given activation functions and the

19

ANNIGMA heuristic FS.

nncell MATLAB reference implementation

tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 52
feat#
original avg| 43.88+ 2.6 | 45.41+6.15| 43.22£5.01| 46.45-4.58| 42.4+ 6.07 | 37.65- 0.3 | 45.19+5.28
err%
best subset 31.20 32.79 30.49 32.3 32.79 32.79 32.79
err%
best subset | 1,31 14 /47148 b2,12 12,39 47149152 | 43,44 47149/1,4

52 /50/52

avg err% 3296t 0.7 | 34.89+2.72| 33.6741.54| 35.69+-2.98| 35.314-3.31| 32.79+ 0 34.98+ 2.77
avg feat# 1.4+ 0.68 1.33£0.48 | 1.23+0.5 1.2+ 0.55 1.27+0.52 | 2.0+ 0.0 1.37+ 0.76
TOP 3 selected features (times used in 30 trials)
18t 1(28) 14,47 (8) 47 (12) 39 (12) 47 (10) 43,44 (30) 12 (9)
2nd 32 (5) 39 (7) 49 (9) 47 (5) 49 (7) - 49 (6)
3 38 (4) 52 (6) 14,52 (4) 14 (4) 14,39 (4) — 47,52 (5)

The mapping of feature number to feature meaning is presemtbe fold out in appendik.
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Table C.10: Performance of several 52-16-1 MLPs on the MIRANRsEt with the given activation functions and the

ANNIGMA heuristic BSE.
nncell MATLAB reference implementation
tanh2-lin log-lin log-log tanh-lin tanh-log lin-lin tanh2-lin
original 52
feat#
original avg| 43.88+ 2.6 | 44.75+4.58| 41.26+ 4.5 | 44.92-5.94| 41.48-5.22| 37.65-0.3 | 44.1+5.15
err%
best subset 30.60 38.53 40 33.44 39.67 31.15 37.71
err%
best subset 1,5,12,14,17| 3,12,14,39, | 4,12,20,40, | 12,14,29,47,| 2,9,11,42,43,| 3,12,14,29,
3,7,10,12,18, 25,52 47,48,50,52 | 52 48,51 44,48 39,48
19,20,21,22,
23,29,31,32,
33,38,43,50
avg err% 39.6£ 4.0 44.83+ 3.23| 44.0H42.81| 46.04f 3.6 | 44.61+2.72| 37+ 3.54 44,75+ 4.1
avg feat# 10.9t 2.7 8.3+ 2.73 10.13+ 3.18 | 9.13+3.41 | 9.4+ 2.16 9.97+5.14 | 8.87+ 3.08
TOP 3 selected features (times used in 30 trials)
18t 19 (30) 12 (30) 12 (30) 12 (29) 12 (29) 2,43,44 (27) 12 (30)
2nd 21 (26) 39 (20) 14,39 (28) 14,24 (19) 39 (28) 42 (24) 39 (26)
3 10,22,29 24 (17) 47 (26) 39 (17) 14 (27) 10 (19) 14 (23)
(23)

The mapping of feature number to feature meaning is presémtée fold out in appendik.
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Appendix D

ROC charts which were not shown
In the prediction chapter



174 Remaining ROC charts of networks trained on the MIRA set

D.1 Remaining ROC charts of networks trained on
the MIRA set

ROC curve of the performance of a 5-2-1 (tanh2-lin) MLP
trained with RP on the MIRA Dataset.

True positive rate (sensitivity)

0 I I I I I I I I I
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

False positive rate (1-specificity)

Parameter Value Parameter Value
AUC (%) 70.12 Pos.likelihood ratio 5.47
Prevalence of pred. (%) 18.03 Testset error (%) 24.59
Sensitivity (%) 40.00 Subjects 61
Specificity rate (%) 92.68 True pos./pos. 8/20
False pos.rate (%) 7.32 False positives 3
False neg.rate (%) 60.00 True negatives/neg. 38/41
Pos.predictive value (%) 86.96 False negatives 12

Figure D.1: The performance characteristics in the tabésciibe the marked
point on the ROC curve. This point is the optimal operatinghnp¢OOP) for
the network in respect to the previously described comdgaiThe network that
produced this ROC curve was selected out of 30 other netvganks it achieved
the smallest testset error in the OOP. Each of these netwa#ishe same 5-
2-1 topology with the hidden layer activation set to tanhd #me output layer
activation set to lin and was trained using the RP algorithn2&D epochs. The
features used from the MIRA test set were : 8, 21, 22, 33, 34.
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ROC curve of the performance of a 8-2-1 (tanh2-lin) MLP
trained with RP on the MIRA Dataset.
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0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
False positive rate (1-specificity)

Parameter Value Parameter Value
AUC (%) 68.78 Pos.likelihood ratio 4.10
Prevalence of pred. (%) 24.59 Testset error (%) 24.59
Sensitivity (%) 50.00 Subjects 61
Specificity rate (%) 87.80 True pos./pos. 10/20
False pos.rate (%) 12.20 False positives 5
False neg.rate (%) 50.00 True negatives/neg. 36/41
Pos.predictive value (%) 80.00 False negatives 10

Figure D.2: The performance characteristics in the tabésmbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwattgthe same 8-
2-1 topology with the hidden layer activation set to tanh®@ #me output layer
activation set to lin and was trained using the RP algorithn2&D epochs. The
features used from the MIRA test set were : 8, 14, 21, 22, 34@H 1.
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ROC curve of the performance of a 11-16-1 (lin—lin) MLP
trained with LM on the MIRA Dataset.

True positive rate (sensitivity)

| | | | | |
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
False positive rate (1-specificity)

Parameter Value Parameter Value
AUC (%) 67.44 Pos.likelihood ratio 2.64
Prevalence of pred. (%) 26.23 Testset error (%) 29.51
Sensitivity (%) 45.00 Subjects 61
Specificity rate (%) 82.93 True pos./pos. 9/20
False pos.rate (%) 17.07 False positives 7
False neg.rate (%) 55.00 True negatives/neg. 34/41
Pos.predictive value (%) 74.07 False negatives 11

Figure D.3: The performance characteristics in the tabéstmbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwarkthe same 11-16-1
topology with the hidden layer activation set to lin and tlupait layer activation
set to lin and was trained using the LM algorithm for 15 epodtee features used
from the MIRA test set were : 8, 10, 11, 12, 21, 24, 41, 44, 45546,



Remaining ROC charts of networks trained on the MIRA set 177

ROC curve of the performance of a 9-16-1 (lin—lin) MLP

trained with LM on the MIRA Dataset.
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0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

False positive rate (1-specificity)

Parameter Value Parameter Value
AUC (%) 68.54 Pos.likelihood ratio 3.28
Prevalence of pred. (%) 21.31 Testset error (%) 27.87
Sensitivity (%) 40.00 Subjects 61
Specificity rate (%) 87.80 True pos./pos. 8/20
False pos.rate (%) 12.20 False positives 5
False neg.rate (%) 60.00 True negatives/neg. 36/41
Pos.predictive value (%) 80.00 False negatives 12

Figure D.4: The performance characteristics in the tabésmbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwak$he same 9-16-1
topology with the hidden layer activation set to lin and tlpuoit layer activation
set to lin and was trained using the LM algorithm for 15 epodhee features used
from the MIRA test set were : 8, 12, 21, 25, 41, 44, 45, 46, 47.
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ROC curve of the performance of a 6-16-1 (tanh2-lin) MLP

trained with LM on the MIRA Dataset.
1 T T T T T

0.5F

True positive rate (sensitivity)

| | | | | |
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
False positive rate (1-specificity)

Parameter Value Parameter Value
AUC (%) 64.76 Pos.likelihood ratio 3.76
Prevalence of pred. (%) 27.87 Testset error (%) 24.59
Sensitivity (%) 55.00 Subjects 61
Specificity rate (%) 85.37 True pos./pos. 11/20
False pos.rate (%) 14.63 False positives 6
False neg.rate (%) 45.00 True negatives/neg. 35/41
Pos.predictive value (%) 76.92 False negatives 9

Figure D.5: The performance characteristics in the tabésmbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwatshe same 6-
16-1 topology with the hidden layer activation set to tanh@ &he output layer
activation set to lin and was trained using the LM algorithton I5 epochs. The
features used from the MIRA test set were : 8, 14, 16, 38, 49, 53.
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D.2 Remaining ROC charts of networks trained on
the MIRANP set

ROC curve of the performance of a 17-2-1 (tanh2-lin) MLP
trained with RP on the MIRANP Dataset.
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Parameter Value Parameter Value
AUC (%) 55.49 Pos.likelihood ratio 4.10
Prevalence of pred. (%) 14.75 Testset error (%) 27.87
Sensitivity (%) 30.00 Subjects 61
Specificity rate (%) 92.68 True pos./pos. 6/20
False pos.rate (%) 7.32 False positives 3
False neg.rate (%) 70.00 True negatives/neg. 38/41
Pos.predictive value (%) 86.96 False negatives 14

Figure D.6: The performance characteristics in the tabésciibe the marked
point on the ROC curve. This point is the optimal operatingnp¢OOP) for
the network in respect to the previously described comdsaiThe network that
produced this ROC curve was selected out of 30 other netvginks it achieved
the smallest testset error in the OOP. Each of these netwatshe same 17-
2-1 topology with the hidden layer activation set to tanh® #me output layer
activation set to lin and was trained using the RP algorithn2& epochs. The
features used from the MIRANP test set were : 3, 7, 10, 12, 182021, 22, 23,

29, 31, 32, 33, 38, 43, 50.
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ROC curve of the performance of a 2-2-1 (lin-lin) MLP

trained with LM on the MIRANP Dataset.
1 T T T T T
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True positive rate (sensitivity)

O—E o 02 o2 Falsec);lositive %’(Se (l—spgt.:?ficity) o7 o8 oe '
Parameter Value Parameter Value
AUC (%) 45.73 Pos.likelihood ratio 0.00
Prevalence of pred. (%) 1.64 Testset error (%) 34.43
Sensitivity (%) 0.00 Subjects 61
Specificity rate (%) 97.56 True pos./pos. 0/20
False pos.rate (%) 2.44 False positives 1
False neg.rate (%) 100.00 True negatives/neg. 40/41
Pos.predictive value (%) 95.24 False negatives 20

Figure D.7: The performance characteristics in the tabésmbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwaidkshe same 2-2-1
topology with the hidden layer activation set to lin and tlupait layer activation
set to lin and was trained using the LM algorithm for 15 epodtee features used
from the MIRANP test set were : 43, 44.
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ROC curve of the performance of a 2-16-1 (log-log) MLP
trained with LM on the MIRANP Dataset.
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0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
False positive rate (1-specificity)

Parameter Value Parameter Value
AUC (%) 62.32 Pos.likelihood ratio 0.00
Prevalence of pred. (%) 6.56 Testset error (%) 26.23
Sensitivity (%) 20.00 Subjects 61
Specificity rate (%) 100.00 True pos./pos. 4/20
False pos.rate (%) 0.00 False positives 0
False neg.rate (%) 80.00 True negatives/neg. 41/41
Pos.predictive value (%) 100.00 False negatives 16

Figure D.8: The performance characteristics in the tabésmbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwak$he same 2-16-1
topology with the hidden layer activation set to log and tbgat layer activation
set to log and was trained using the LM algorithm for 15 epochise features
used from the MIRANP test set were : 12, 52.
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ROC curve of the performance of a 7-16-1 (lin—lin) MLP

trained with LM on the MIRANP Dataset.
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Parameter Value Parameter Value
AUC (%) 37.56 Pos.likelihood ratio 0.00
Prevalence of pred. (%) 1.64 Testset error (%) 34.43
Sensitivity (%) 0.00 Subjects 61
Specificity rate (%) 97.56 True pos./pos. 0/20
False pos.rate (%) 2.44 False positives 1
False neg.rate (%) 100.00 True negatives/neg. 40/41
Pos.predictive value (%) 95.24 False negatives 20

Figure D.9: The performance characteristics in the tabéstmbe the marked
point on the ROC curve. This point is the optimal operatinghp¢OOP) for
the network in respect to the previously described comggaiThe network that
produced this ROC curve was selected out of 30 other netvginke it achieved
the smallest testset error in the OOP. Each of these netwaikéhe same 7-16-1
topology with the hidden layer activation set to lin and tlupait layer activation
set to lin and was trained using the LM algorithm for 15 epodtee features used
from the MIRANP test set were : 2, 9, 11, 42, 43, 44, 48.
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Meaning of the ETZ feature numbers

Sex 3 Height| 4 Resistance 5 Reactance 6 Age
2 Weight

Meaning of the MIRA feature numbers

1 Sex 12 Hip 23  Triglyceride 34  Public Disstress 45  Energyeexiiture during exercise
2 Weight 13  Waist/Hip Ratio] 24  Creatinine 35 Work 46  Wholeylaihergy expenditure
3 Height 14  RRsys 25  Uric Acid 36  Total score 47  flexible conbfceating behavior
4 Resistance 15 RRdia 26  Urea 37  Energy consumption 48 Rigitiatof eating behavior
5 Reactance 16 Hf 27  Albumin 38 Fatintake 49  meal rhythm

6 Age 17 ECM/BCM 28 Cholesterol 39  Carbonhydrate intake 50 odfchoice

7 Group 18 Fasting glucose 29 HDL-Cholesterpl 40  Alcohaiket 51 meal situations

8 Program 19 HBAlc 30 LDL-Cholesterol 41 Dietary fiber 52 riesibn of amount

9 Basal energy expenditure (BIA 20 GOT 31 Physical Functjod2  Water intake 53  physical activity

10 Neck 21  GPT 32  Self Esteem 43  Cholesterol intake 54  Copitigsiress

11  Waist 22 GGT 33  Sexual Life 44  Basal energy expenditurd $EB

Meaning of the MIRANP feature numbers

1 Sex 12 RRsys 23 Uric Acid 34  Total score 45  flexible contrcdating behavior
2 Weight 13 RRdia 24 Urea 35  Energy consumption 46  Rigid coofreating behavior
3 Height 14  Hf 25  Albumin 36 Fatintake 47  meal rhythm

4 Resistance 15 ECM/BCM 26  Cholesterol 37  Carbonhydrasdnt 48  food choice

5 Reactance 16 Fasting glucose 27 HDL-Cholestefol 38  Aldokeke 49  meal situations

6 Age 17 HBAlc 28 LDL-Cholesterol 39 Dietary fiber 50 resioatof amount

7 Basal energy expenditure (BIA| 18 GOT 29  Physical Functjod0  Water intake 51 physical activity

8 Neck 19 GPT 30 Self Esteem 41  Cholesterol intake 52  copittystiess

9 Waist 20 GGT 31 Sexual Life 42  Basal energy expenditure §BI

10 Hip 21  Triglyceride 32 Public Disstress 43  Energy expemdiduring exercise

11  Waist/Hip Ratio 22  Creatinine 33  Work 44 Whole daily enesgpenditure
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